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Foreword

The year 2013 was proclaimed as the International Year of Statistics (http://

www.statistics2013.org). To many, statistics is about computing averages
and proportions on relatively small sets and tables of numbers. But nowadays
data from a variety of sources routinely come in many shapes and forms, and
in larger quantities than ever before. \Big data" consists of numbers, vectors,
curves, text, images, etc.

Extracting useful information from the surrounding noise is what statis-
tical science is all about. Statistical methodology is ever more sophisticated
| and exciting | and its application to a vast number of areas, from health
science and genetics to �sheries, climate change, and �nance, has far-reaching
consequences in our lives. Moreover, unbeknownst to many, Canada has been
for a long time | and remains | a leader in statistical research.

To help both general readers and users of statistics better appreciate its
scope and importance, the Statistical Society of Canada has commissioned
this book of expository chapters, written by leading Canadian researchers
and showing \statistics in action." What you have in hand is the result of this
e�ort. It is hoped that it will give you a glimpse of the excitement, but also
of the importance, of statistics at the beginning of the twenty-�rst century.

Having a good idea is one thing, but leading it to fruition requires more.
We are indebted to Jerry Lawless for taking the lead and editing this book.
We are also grateful to all the authors who have worked hard at making their
research accessible to a much larger public than usual. Thanks are due to
Brian Allen for his help in advertising and marketing the �nal product, and
to Rob Calver, senior editor at Taylor & Francis, for his support. Finally, we
would like to express our sincere thanks to Christian Genest, who served as
managing editor for this volume, and who expertly dealt with the production
of the �nal manuscript, a task which took him many, many hours.

In the spirit of the International Year of Statistics, this book is intended
to help increase public awareness of the importance of statistics in all aspects
of human life and society. In support of this objective, its contents are being
made freely available at http://www.ssc.ca/statistics-in-action, with
the publisher’s authorization. Color versions of some of the �gures can also
be found there. I wish you all a stimulating time reading this book!

Christian L�eger, PhD, PStat
2012{13 President of the Statistical Society of Canada
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About the SSC

The Statistical Society of Canada (in French: Soci�et�e statistique du Canada)
is the main professional organization for statisticians and related scientists
in Canada. Founded in Montr�eal in 1972, the SSC currently has over 1100
members working in academia, government, and the private sector.

The mission of the SSC is to promote the use and development of statis-
tics and probability. Its objectives are to make the general public aware of
the value of statistical thought, the importance of this science, and the con-
tribution of statisticians to Canadian society; to ensure that decisions that
could have a major impact on Canadian society are based on relevant data,
interpreted properly using statistics; to promote the pursuit of excellence in
training and statistical practice in Canada; to encourage improvements in sta-
tistical methodology; to maintain a sense of belonging within the profession,
and to promote dialogue among theoreticians and practitioners of statistics.

In partial ful�llment of its mission, the SSC each year organizes a sci-
enti�c meeting attended by over 500 participants. It maintains a website at
http://www.ssc.ca and publishes a bilingual quarterly newsletter called SSC
Liaison. Its peer-reviewed scienti�c journal, The Canadian Journal of Statis-
tics (in French: La revue canadienne de statistique), is widely recognized for
its quality. The Society each year bestows a number of awards recognizing
excellence in the profession, the most prestigious of which is the SSC Gold
Medal for research. In addition, the Society o�ers two levels of accreditation
(AStat and PStat) for professional statisticians who practice in Canada.

Statistical education is an important aspect of SSC activities. The Cana-
dian component of the International Census at School project is perhaps the
Society’s most visible initiative in this regard. The present book, which also
has an educational purpose, was commissioned by its board of directors to
mark the International Year of Statistics 2013. The SSC acknowledges the
substantial support of the Institut des sciences math�ematiques du Qu�ebec
(ISM) and its director, Christian Genest, in producing this document.



Preface

Statistics plays an essential role in diverse �elds of human endeavor, including
physical science and technology, medicine, public health, the social and behav-
ioral sciences, economics and business. It is the unacknowledged workhorse of
scienti�c analysis and prediction aimed at everything from organ transplants
to climate science to �nancial products. At the same time, the emerging �eld
of \big data" | the vast troves of data generated by advancing technology |
suggests future directions of a �eld that continues to develop.

Yet, the breadth and in
uence of statistics are largely unknown among
the general public. The expository chapters in this volume describe some of
the contributions of Canadian statisticians and illustrate the breadth and
impact of the �eld. My hope is that the picture of statistics \in action" they
provide will stimulate readers from many backgrounds. Those wishing to �nd
out more about statistics (or statistical science) might consult Statistics in
the 21st Century (Chapman & Hall/CRC, 2002) and a volume commissioned
by the Committee of Presidents of Statistical Societies (COPSS) for its 50th
anniversary and the International Year of Statistics, Past, Present, and Future
of Statistical Science (Chapman & Hall/CRC, 2014).

In the �rst chapter, Bellhouse and Fienberg review the development of
statistics as a discipline in Canada. They note the close relationship with
statistics groups in the United States, and the extent to which early genera-
tions of Canadian statisticians trained there. The following chapter by Beau-
mont, Fortier, Gambino, Hidiroglou, and Lavall�ee describes some of the major
contributions to survey methodology made at Statistics Canada, one of the
world’s premier o�cial statistics agencies.

The next �ve chapters discuss types of statistical methodology that �nd
application in a wide variety of �elds. Ramsay and Hermanussen consider the
area known as functional data analysis, and illustrate its use in understanding
growth in children. Genest and Ne�slehov�a discuss how to model simultaneous
variation in two or more variables and illustrate this methodology in a risk
management context involving losses associated with �re insurance claims.
Tibshirani describes the \lasso" and related methods for �nding important
variables among large numbers of factors, with an application to genetics.
Rosenthal explains the Metropolis algorithm, a so-called Markov Chain Monte
Carlo (MCMC) method originally used in theoretical physics; such algorithms
are crucial in statistical applications ranging from arti�cial intelligence to
genetics. Finally, Bingham, Ranjan, and Welch describe computer experiments
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in which large scale computer models are used to study complex phenomena
such as volcanic eruptions or climatic variation.

The next seven chapters describe applications of statistics in medicine and
public health. Two chapters, by Bull, Graham, and Greenwood and by Craiu
and Sun, describe how statistical methods are used to look for genetic factors
associated with human diseases or traits. Gustafson explains how Bayesian
statistical methods can help deal with measurement problems associated with
observational health sciences data. Cook shows how statistical models are used
to understand data from clinical trials involving cancer patients. Asgharian,
Wolfson and Wolfson discuss methods for studying the time that people live
after onset of dementia. Schaubel and Kalb
eisch use statistics to address an
important issue in kidney transplantation concerning the use of lower versus
higher quality organs. Steiner describes statistical methods for monitoring
patients following medical treatment, and their use in improving health care.

Chapters 15 and 16 describe two topics of considerable current relevance:
the application of statistical methods in �nance and in e-commerce, respec-
tively. R�emillard discusses how statistical models are used to price �nancial
products and to assess the associated risks. Zhu explains some of the methods
used to decide what products or services are presented to Internet users.

The remaining chapters deal with various scienti�c areas of vital impor-
tance. Chapters by Cowen, Challenger, and Schwarz and by Rivest and Bail-
largeon describe \mark-recapture" methods for the study of populations that
are di�cult to access. They illustrate how the methods can be used to esti-
mate the size of populations as diverse as salmon stocks, injection drug users
and illegal immigrants. Mills Flemming and Field show how statistical models
are used in marine ecology to study the abundance of �sh stocks and en-
dangered species. Zwiers, Hegerl, Zhang, and Wen discuss how evidence for
climate change is assessed, and how statistics is used to study the impact of
human factors. Finally, Kouadio and Newlands describe how satellite data
and other new forms of information are combined with statistical models to
provide forecasts of crop yields and other agricultural features.

Canadian statisticians have made major contributions to many other areas
of statistical theory and methods, as well as to the foundations of statistical
inference. In the selection of areas represented here we have tried to emphasize
topics of major current importance and to consider what might lie ahead.
One strand running through these chapters is the importance of computing
to statistical modeling and analysis. A topic of great current interest is so-
called \big data," which refers to the volumes of information generated, for
example, by the Internet, �nancial systems and other automated processes.
Issues involved with huge amounts of data are discussed in several of the
chapters in this book, and we can expect more and more attention to this
area in future.
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Canadians Studying Abroad and the
Development of Statistics in Canada

David R. Bellhouse

Western University, London, ON

Stephen E. Fienberg

Carnegie Mellon University, Pittsburgh, PA

\Canada is the Scotland of America, and a proof is before you. Scotland
gave a King to England in 1603; to-day Canada gives a President to
the American Statistical Association." (Coats, 1939)

1.1 Introduction

The American Statistical Association (ASA) was created in 1839, and for
many years was one of the key professional associations for Canadian statis-
ticians. For much of its early history and into the 1930s, the ASA and its
Journal were dominated by a focus on economic and other forms of o�cial
statistics. Thus it was �tting that Robert H. Coats, the Dominion Statistician
and an economist by training (BA 1896 Toronto), became the �rst Canadian
president of the ASA in 1938. By the time of the creation of two statistical so-
cieties in Canada in the 1970s, later merged to form the Statistical Society of
Canada (SSC), and a separate Canadian Journal of Statistics, academic statis-
tics in Canada had come into its own. Bellhouse and Genest (1999) describe
some of these activities. Nonetheless, the in
uence of the US on statistics
in Canada has been deep and long-lasting. Well into the 1960s and beyond,
many Canadian statisticians received their graduate training in the US and
returned for the greater bene�t of Canada, while others stayed in the US,
enhancing Canada’s reputation for the quality of its exports. Here we exam-
ine how statistics grew as a discipline in Canada up to about 1970 through
the training of statisticians and the external in
uence, mainly American, on
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that growth. Those who returned developed or enhanced statistics groups and
academic programs at Canadian universities.

To recognize the early \pioneers of statistics in Canada," the SSC created
the award of Honorary Member in 1980 and conferred it on �ve statisticians
(Maag, 1980). The next year the Society conferred three more honorary mem-
berships (Fellegi, 1983), again on statistical pioneers. Since the theme of the
paper is statistical training, we note that of the eight honorary members in
the early years of the award, four had substantial teaching careers at Cana-
dian universities: Daniel DeLury at the University of Toronto, George Edgett
at Queen’s University, Cyril Goulden at University of Manitoba, and Ernest
Keeping at University of Alberta. Of these four, only DeLury received all
his degrees in Canada (BA 1929; PhD 1936 Toronto). Edgett (BA 1923; MA
1926 Mount Allison) obtained his PhD from the University of Illinois in 1936
and Goulden (BSA 1921; MSA 1923 Saskatchewan) from Minnesota in 1925.
Keeping initially studied in England (BSc 1916 London) and later studied
with Harold Hotelling at the University of North Carolina. This trend began
before these pioneers and continued for many years afterward.

In the published descriptions of the work of these early pioneers, some
claims were made about their contributions to the development of courses in
statistics at their universities: DeLury \developed widely-used lecture notes
for statistics courses"; Edgett joined Queen’s in 1930 and taught \the �rst
statistics course in a Mathematics Department in Canada" beginning in 1933;
Keeping \developed an advanced level course in statistics, probably the �rst
such course given in Canada" in the early 1930s. No mention was made of
Goulden’s teaching career at University of Manitoba; see Bellhouse (1992) for
a description. One might be tempted to conclude that these four were the
�rst to develop statistics courses at Canadian universities, although Watts
(1984) cites evidence of a few statistics courses o�ered in the 1910s, mainly
in economics departments and business schools. We have found that statistics
courses were developed in mathematics departments in Canada in the 1920s or
before. Like the \statistical pioneers," these early instructors of statistics were
typically trained at the undergraduate level in Canada and at the graduate
level in the US. We describe some of these developments.

1.2 Statistics’ Rise as a Modern Field in North America

During the Victorian era the �eld of statistics in both the UK and the US was
de�ned by the collection and tabulation of data about social and economic
issues. It is the mathematization of statistics that de�nes the �eld today. This
occurred in late Victorian times initially with Francis Galton and Francis
Y. Edgeworth (Stigler, 1986). In the 1890s, Karl Pearson developed a the-
ory of mathematical statistics (Magnello, 2009). His work was motivated by
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Charles Darwin’s study of biological variation and evolution, and in
uenced
by W. F. R. Weldon’s data and scienti�c questions. Shortly thereafter Pearson
established the Drapers’ Biometric Laboratory at University College London
in 1903, which in 1911 became the �rst department of statistics, although
it only began to o�er a degree in mathematical statistics in 1915. In 1901,
with Weldon and Galton, Pearson also founded Biometrika, the �rst journal
primarily devoted to the development of statistical methodology and theory.
At the time the publications of the Royal Statistical Society (RSS) and the
ASA were focused primarily on economic and vital statistics, and contained
only limited amounts of methodology and essentially no theory until well into
the twentieth century. The founding of Biometrika in many ways marks the
start of the modern era of statistics; see, e.g., Stigler (1986), Porter (1988),
Fienberg (1992), and Hald (1998).

Early in the twentieth century, some American researchers, but apparently
no Canadians, came to see the applicability of the new mathematical statistics
to their work and came to visit Pearson or to study with him at University
College London. They came from a variety of disciplines: biology and evolu-
tion, economics, and psychology. Pearson’s in
uence was also felt on American
mathematics, albeit indirectly, as some studied his work and began to pub-
lish their own research in mathematical statistics. Until 1918, no Canadian
mathematicians seem to have carried out any research in this area.

At the end of World War I, American mathematicians began to awaken to
this newly emerging �eld. In his presidential address to a meeting of math-
ematical societies in the US, Edward Huntington of Harvard University ad-
dressed the topic of statistics (Huntington, 1919). He noted the paucity of
papers on statistics read before the American Mathematical Society in the
previous �ve years and that only a dozen professional mathematicians were
members of the ASA. He encouraged more mathematicians to embrace work
in statistical theory and then went on to give an overview of correlation and
regression. An address to an American society would have had resonance in
Canada. There was no Canadian Mathematical Society and many Canadian
professional mathematics contacts were through the American societies. Con-
sequently, no mathematical statistics courses, or at most very few, would be
expected to appear at Canadian universities until about 1920. In England,
important developments occurred throughout this period with contributions
by towering statistical �gures such as Ronald A. Fisher, Jerzy Neyman, Egon
Pearson, and Harold Je�reys who helped to create the foundations of statistics
as we know it today.

In the US, the earliest department with statistics in its name was the
Department of Biometry and Vital Statistics at Johns Hopkins University,
created in 1918. The Statistical Laboratory at Iowa State College followed in
1933, and the Department of Statistics at George Washington University in
1935. Other departments often taught courses on probability and statistics,
especially mathematics departments, with such notable intellectual leaders as
Edwin Olds at Carnegie Tech, Harold Hotelling at Columbia, Henry Reitz
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and Allen Craig at the University of Iowa, Harry Carver at the University
of Michigan, and Samuel Wilks at Princeton University. They also provided
much of the impetus behind the creation of the Institute of Mathematical
Statistics (IMS) and The Annals of Mathematical Statistics, created by Carver
and edited later by Wilks when it became the o�cial journal of the IMS. The
volume edited by Agresti and Meng (2013) documents the rise of academic
departments of statistics in the US, during this and later periods.

In a somewhat parallel development, sample survey theory also emerged in
the twentieth century; see Fienberg and Tanur (2001). In the 1930s, spurred
on by Neyman’s contributions in particular, statisticians at the US Bureau of
the Census developed the �rst large-scale probability sampling approaches to
measure unemployment, and for auxiliary information, as part of the 1940 de-
cennial census. During this period, the Dominion Bureau of Statistics (DBS),
now Statistics Canada, founded and led by Coats, focused on more traditional
o�cial statistical activities. Its move towards a probability-based labor force
survey came in 1947, in an e�ort led by Nathan Key�tz who went on to a
second proli�c career as a mathematical demographer in both Canada and
the US, following his PhD work at the University of Chicago in the 1950s.

1.3 Statistical Education in Canada between the Wars

Relative to the US, the growth of statistics as an academic discipline in
Canada was slow. In his address to the ASA, Coats (1939) commented on
Helen Walker’s study of statistics curricula (Walker, 1929) in the US. He re-
marked that, with respect to Canada,

\I grieve to say she would have found no chair of statistics, and that �ve
of our twenty-two universities do not know the word in their curricula."

Further, the �rst department in Canada to have \statistics" in its name was
the Department of Actuarial Science and Statistics in 1950 at the University
of Manitoba (Rankin, 2011); in the US it was 1918 at Johns Hopkins. Simi-
lar to most of the US, statistics in Canada grew in mathematics departments.
Coats’ lament is related, in part, to the size of the mathematics departments in
Canada. Typically, these departments were small in size, sometimes compris-
ing as few as two members and usually not more than about six. Toronto was
the exception with faculty numbering into the double digits. This situation
continued with only slight growth into the early 1950s.

Information on early statistics courses o�ered in mathematics departments
can be obtained from university calendars of the time. The entries often, but
not always, include the name of the instructor and the textbook used. We
have used these calendars as a check on the claims about Canada’s statistical
pioneers. Edgett, for example, shows up in the Queen’s calendars as a lecturer
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in the 1931{32 academic year in which he taught \Mathematical Theory of
Statistics," two years earlier than the date claimed in Maag (1980). Over the
next two years, Edgett taught the courses \Statistics and Probability" (1932{
33) followed by \Probability and Statistics" (1933{34). No textbooks for the
courses were mentioned. In addition to the courses by Edgett at Queen’s, we
report on statistical courses from a selection of calendars that we have been
able to examine.

At the University of Toronto, the �rst statistics course in the Department
of Mathematics was o�ered at the graduate level in the 1917{18 academic
year; the same course was o�ered yearly until about 1936. Initially, the course
had the title \Actuarial science: Frequency curves and correlation," showing
Pearson’s impact on statistical education at this time. In the late 1920s the ti-
tle changed to \Frequency curves and correlation, measurement of groups and
series." At the undergraduate level, a course \Mathematics of Statistics" was
o�ered in 1924 at the pass level rather than at the honors level. The graduate
course was taught continuously by Michael Mackenzie; presumably he taught
the undergraduate course as well. No textbook was given for the undergradu-
ate course until 1935 when Yule’s Introduction to the Theory of Statistics was
put on the syllabus. Mackenzie (BA 1887 Toronto) obtained his MA in math-
ematics from Cambridge University. He became interested in actuarial science
and taught the subject for many years at Toronto. He joined the Institute of
Actuaries in 1899 and became a fellow of the Institute in 1907. Prior to Daniel
DeLury’s arrival in the Department of Mathematics at Toronto in 1937, there
were a couple of other developments in the statistics curriculum. In 1930 the
mathematician Jacques Chapelon introduced a graduate course \The Mathe-
matical Theory of Probability and Statistics" and the next year added another
graduate course \The Fundamental Problems of Mathematical Statistics." A
few years later, the \Fundamental Problems" course was taken over by Nor-
ris Sheppard, another actuary teaching in the department. Toronto’s early
experience in o�ering mathematical statistics courses is a harbinger for other
universities that we were able to examine. Mathematicians who were interested
in actuarial science and the mathematics of �nance were often the developers
and teachers of mathematical statistics courses. They obtained their highest
degree abroad.

In the 1920s the University of Manitoba had a downtown campus where
the Department of Mathematics and Astronomy was located. At �rst, courses
with probability content were driven by actuarial science. In 1912 Professor
Neil B. MacLean, whose interests were in geometry, o�ered a course in prob-
ability and life contingencies. Later, Lloyd Warren took over the actuarial
courses and program, and in 1938 set up the new Department of Actuarial
Science. In 1923, when still a member of the Department of Mathematics
and Astronomy, Warren o�ered a graduate course in mathematical statistics
with Yule’s book as the text. Like Michael Mackenzie, Warren was a Cana-
dian who took his graduate degree in mathematics abroad, obtaining his PhD
from the University of Chicago with a thesis topic far removed from actuar-
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ial science. Manitoba had one thing that the University of Toronto did not
have: an agricultural school which was located on a campus in Fort Garry
where now almost the entire university sits. A course on the collection and
analysis of data was o�ered in 1927 in the economics curriculum of the school
and was followed the next year by a course in \advanced statistics." A course
on agronomic experimental methods using \biometrical methods of analyzing
data" was o�ered in the Agronomy Department in 1928 by Gordon McRostie.
When Cyril Goulden arrived in 1931, the course was named \Statistical Meth-
ods in Agronomic Research" and used R. A. Fisher’s Statistical Methods for
Research Workers as the text. Goulden, a Canadian who took his PhD at the
University of Minnesota in the genetics of wheat, spent a year at Rothamsted
Experimental Station studying with Fisher. Goulden’s course is the earliest
known example of Fisher’s in
uence on a statistics course o�ered in Canada.
When the Department of Actuarial Science was founded in 1938, Goulden was
transferred to the new department and the course was o�ered there under the
name \Statistical Methods for Research Workers." All statistics courses pre-
viously o�ered in mathematics were moved to the new department. In 1944,
the department o�ered �ve courses in statistics, including Goulden’s course
and another in mathematical statistics which used Wolfenden’s Fundamental
Principles of Mathematical Statistics, a text intended for actuarial students.
To re
ect the growth of the statistics curriculum, the department’s name was
changed to Actuarial Mathematics and Statistics in 1950.

We compare Manitoba’s situation to the University of Saskatchewan,
which, like Manitoba, has a mathematics department and an agricultural
school. Their �rst course in statistics was o�ered in the College of Agricul-
ture as early as 1938. James Harrington, a Canadian crop scientist who took
his PhD at Minnesota like Goulden, o�ered a course \Biometry and Field
Plot Techniques." The text for the course in 1939 was Goulden’s Methods of
Statistical Analysis. The Department of Mathematics followed in 1940 with a
course entitled \Introduction to the Mathematics of Statistics" with Kenny’s
Mathematics of Statistics as the text. It is uncertain who taught this course.
There were again some parallels to Manitoba and Toronto. A few years prior to
1940, the Department of Mathematics o�ered a course in the theory of invest-
ments which included topics in probability, life annuities and life insurance.
In 1945 Wac law Kozakiewicz joined the department and became the primary
instructor for statistics. Following his arrival from Poland after World War II,
Kozakiewicz worked initially at the DBS where he gave courses to the DBS
personnel in pure and applied mathematics. In 1949 he was lured away from
Saskatchewan by the Universit�e de Montr�eal. This university was beginning
to o�er a program in mathematical statistics and wanted a mathematician
trained in the French tradition to teach statistics (W.L.G.W., 1959).

The initial development of a statistics curriculum at University of West-
ern Ontario is derivative from Manitoba. Harold Kingston, another Canadian
who obtained his PhD in mathematics from the University of Chicago, joined
Lloyd Warren on faculty at Manitoba. In 1921 Kingston was appointed pro-
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fessor and chair of the Department of Mathematics and Astronomy at the
University of Western Ontario. When Kingston arrived, there were only two or
three faculty members in the department. The year following his appointment,
Kingston began an actuarial program at Western and set up a course entitled
\Introduction to Statistics." While statistics grew at Manitoba, it remained
static at Western for many years. The introductory course was dropped after
one year and another statistics course did not appear on the books until 1927.
This time it was o�ered at the third year with Irving Gavett’s First Course
in Statistical Method as the text. It was mathematical but not at the level
of Yule’s introductory book. A follow-up course was added ten years later.
The courses remained essentially service courses to the actuarial program well
into the 1940s. The situation changed in the late 1940s after Randal Cole was
hired in the department. In 1949 the text was changed to Hoel’s Introduction
to Mathematical Statistics and a graduate course in advanced statistics was
o�ered. Cole’s research area initially was di�erential equations. He did publish
two papers in statistics, one in 1944 on biometry and the other in 1951 on
order statistics.

The presence of an actuarial science program did not necessarily go hand-
in-hand with the development of a statistics curriculum in a mathematics
department. McGill was one university where there was di�culty in laying
down early roots for the teaching of statistics in the Department of Math-
ematics. Herbert Tate arrived in the Department of Mathematics at McGill
in 1921 after graduating with an MA in mathematics from the University of
Dublin. The same year he became a fellow of the Royal Statistical Society.
He taught courses related to actuarial science; one of the earliest courses in
that area was \Probability, Finite Di�erences and Statistics" o�ered in 1924.
Although Tate taught several courses related to actuarial science and wrote
two books on the mathematics of �nance, actuarial courses were o�ered only
sporadically in the Department of Mathematics. What may have hampered
the development of statistics courses in the Department of Mathematics is
that the Department of Commerce also o�ered statistics and actuarial sci-
ence courses nearly every year over the years 1922 to 1930. In 1922, Bowley’s
Elements of Statistics was one of the textbooks for the statistics course in
commerce. The next year Yule’s Introduction to the Theory of Statistics was
added to the list. Tate also taught courses in the Department of Commerce
from the mid-1920s onward. In 1927, and continuing for several years, a service
course in elementary statistics was o�ered in the Department of Mathematics,
�rst taught by another mathematician, T. H. Matthews. There was no further
development of statistics courses in the Department of Mathematics even into
the mid-1940s.

Of all the early pioneers, honorary member of the SSC or not, Daniel
DeLury (BA Toronto 1929, PhD Toronto 1936) was the only one educated
solely in Canada. DeLury taught �rst at the University of Saskatchewan and
then at the University of Toronto, where he �rst appears as a lecturer in the
Toronto calendar for 1938. He later went to the US and served on the Faculty
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of Virginia Polytechnic Institute from 1945 to 1947 before returning to the
Ontario Research Foundation in Toronto and later back to the University of
Toronto, whose mathematics department he chaired.

1.4 World War II as a Watershed

In many ways, World War II was a watershed for statistics in the US as well as
the UK. In both countries statisticians became part of the war e�ort as mem-
bers of scienti�c research teams (Wallis, 1980; Barnard and Plackett, 1985;
Fienberg, 1985, 2006). These concentrated activities led to major theoreti-
cal breakthroughs including the creation of sequential analysis (by Abraham
Wald in the US and George Barnard in the UK), statistical decision theory
and methods for quality control, and Bayesian tools used in code breaking
e�orts. Statisticians involved in these e�orts went on to establish major de-
partments in the US (Agresti and Meng, 2013) and active statistics groups
and programs in various UK universities.

It is less well documented, but Canadian scientists were also involved in
the war e�ort, particularly in the areas of operations research and quality
control. There were about sixty Canadian scientists working in operations
research scattered over the Canadian Army, the Royal Canadian Navy (RCN)
and the Royal Canadian Air Force (RCAF); see Morton (1956). Among this
group was John W. Hopkins, who completed an MSc in plant biochemistry at
the University of Alberta in 1931, followed by a PhD under R. A. Fisher at
University College London in 1934. Hopkins led a statistics laboratory at the
National Research Council and during the war was seconded to the Eastern
Air Command and Canadian Heavy Bomber Group (Fellegi, 1983). In quality
control Isobel Loutit, who was working as a school teacher up to the end
of 1941, responded to a Canadian government advertisement for women in
science and mathematics to take jobs in industry. She initially worked for the
Inspection Board of the United Kingdom and Canada, and then transferred to
Northern Electric where she worked testing the quality of a mechanical aiming
device for artillery (Bellhouse, 2002). This e�ort did not have the same e�ect
on the growth of academic statistics programs as was the case in the US.

Another notable Canadian researcher closely linked to statistics was
Howard B. Newcombe, who studied at Acadia and then in Trinidad before
completing his PhD in genetics at McGill in 1939. Following service in the
Royal Navy during World War II, he spent a year at Cold Spring Harbor in
the US and then joined the Canadian Atomic Energy Project at Chalk River,
Ontario. It was there that in addition to his genetics research he pioneered
the development of record linkage techniques that in
uence government and
academic statisticians in both Canada and the US.
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A number of Canadians, who became statisticians at various universities,
�nished high school or an undergraduate degree and then served in the mili-
tary during the war. This group includes Charles W. Dunnett (army), James
L. McGregor (army), John R. McGregor (RCAF), Gilbert I. Paul (RCAF),
Norman Shklov (army) and Ralph Wormleighton (army, medical corps).

1.5 A Second Early Generation of Canadian Statisticians

The next generation of Canadian statisticians received their undergraduate
training during or just after World War II. They began their academic careers
in a variety of disciplines, mainly mathematics, at various universities across
the country. Given that there was very limited opportunity for doctoral studies
at Canadian universities at this time, with one exception, they went abroad to
complete their studies, mostly to the US but some to the UK. Again with one
exception, they embraced statistics in their graduate programs. Most returned
to Canada; the attraction of the US was stronger for later generations. Here
we list some of the most notable of them in approximate chronological order
of �rst degrees:

� Norman Shklov (BA 1940 Manitoba; MA 1949 Toronto). After PhD work
at the University of Indiana, he served on the faculty of the University of
Saskatchewan and later the University of Windsor.

� Charles W. Dunnett (BA 1942 McMaster; MA 1946 Toronto). He worked
as a biostatistician in Canada and the US, receiving a PhD from the
University of Edinburgh in 1960. He returned to McMaster in the 1970s
(Macdonald, 1988).

� Ralph Bradley (BA 1944; MA 1946 Queen’s). After a PhD in statistics
from the University of North Carolina, he had a distinguished statistical
career in the US at Virginia Polytech, Florida State, and Georgia.

� Colin Blyth (BA 1944 Queen’s). After his PhD from the University of Cal-
ifornia at Berkeley in 1950, he taught at Illinois and returned to Queen’s
as a faculty member in the 1970s.

� Ralph Stanton (BA 1944 Western Ontario; MA 1945, PhD 1948 Toronto).
He was more mathematician and computer scientist but exerted enormous
in
uence on the development of statistics in Canada while on the faculties
of Toronto, Waterloo, Manitoba, and Windsor.

� Martin Wilk (BEng 1945 McGill). After work at the National Research
Council he stumbled into statistics as a graduate student at Iowa State
University earning a PhD in 1955. His 25-year US career included Prince-
ton University, Bell Laboratories, Rutgers University, and AT&T. In 1980
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he returned to Canada as Chief Statistician (Genest and Brackstone,
2010).

� Jacques Saint-Pierre (MSc, LSc Montr�eal). He joined the D�epartement de
math�ematiques at Universit�e de Montr�eal in 1947 and obtained a PhD
in statistics from the University of North Carolina in 1954. Remaining at
Montr�eal for his career, he founded the Centre de statistique in 1957 and
the D�epartement d’informatique et de recherche op�erationnelle in 1966.

� Donald Fraser (BA 1946, MA 1947 Toronto). He went to Princeton to
study mathematics but gravitated into statistics under the in
uence of
Sam Wilks and John Tukey, who were both in the Department of Mathe-
matics. Following the receipt of his PhD in 1949, he returned to Toronto
as a faculty member where he has spent the vast majority of his career.
He has in
uenced generations of undergraduates and graduate students,
some of whom followed his lead from Toronto to Princeton (DiCiccio and
Thompson, 2004).

� James L. McGregor (BA 1949 MA 1951 British Columbia). He completed a
PhD in mathematics at Caltech in 1954 and joined the faculty of Stanford
University in mathematics, where he wrote a series of papers on stochastic
processes in population genetics with Samuel Karlin.

� Ralph Wormleighton (MA Toronto). He went to Princeton where he com-
pleted a PhD in mathematics under John Tukey in 1955. He served on the
Toronto faculty for 30 years beginning in 1953.

� Gilbert I. Paul (MSc Alberta). With an undergraduate background in
plant breeding, he obtained a PhD in statistics and genetics from North
Carolina State University in 1956. He taught population genetics at McGill
for four years and then statistics at Manitoba for 30 years, where he in-

uenced a stream of students to take advanced degrees in statistics.

� John McGregor (BSc, BEd, MEd Alberta). He went to England to study
mathematical statistics at King’s College Cambridge, from which he re-
ceived a PhD in 1959. He returned to the Alberta faculty serving as chair of
mathematics and dean of graduate studies before becoming the founding
chair of the Department of Statistics and Applied Probability.

1.6 Generation of the 1950s and Early 1960s

In this generation, many Canadians continued to be attracted to graduate
programs in statistics in the US. From the brief biographies of statisticians
that we have examined from this time, the main attractors in the US were
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Harvard, Princeton and Stanford. The major suppliers of students came from
across the country: Alberta, British Columbia, Manitoba, McGill, Montr�eal,
Queen’s, Saskatchewan and Toronto. Here we document some of the graduates
from that era, focusing on Canadians who took their undergraduate degrees
in Canada and then went on to do graduate work abroad. Some of those
returned to Canada, others did not but had strong Canadian connections,
while yet others forged careers solely in the US.

1.6.1 Princeton Connection

One of the early US attractors for Canadian students was Princeton Univer-
sity. Samuel Wilks, John Tukey and William Feller were on sta� at Princeton
University, joined brie
y by George Box and Frank Anscombe. What also
helped to attract students, especially from Toronto, was the early connection
made by Fraser and later by Wormleighton. Alexander Mood, one of Samuel
Wilks’ �rst students, related the following:

\In his later years [Wilks] maintained that it was impossible for him to
persuade enough su�ciently promising college graduates to undertake
work in statistics at Princeton and therefore he had to go to Britain and
Canada to �nd good students whose attitudes had not been corrupted
by pure mathematicians in the United States." (Mood, 1965)

Many of the early Princeton Canadian students remained in the US after
completing their PhD: Arthur Dempster (BA 1952; MA 1953 Toronto) on the
faculty of Harvard; David Freedman (BSc McGill 1959) and David Brillinger
(BSc Toronto 1959) on the faculty of the University of California at Berke-
ley; and Morton Brown (BS McGill 1962) at UCLA and Michigan. Although
living and working in the US, Brillinger has long maintained strong Cana-
dian connections and support for statistics in Canada; he has been President
of the SSC and received the SSC Gold Medal. Several other Canadians who
obtained their PhD from Princeton returned to Canada to work in academia
or government. Thomas Wonnacott (BA Western Ontario 1957) returned as
a faculty member in statistics to the University of Western Ontario where he
wrote a popular introductory statistics textbook that in
uenced the teaching
of statistics at many universities in the US and Canada. Morven Gentleman
(BSc McGill 1963) has held positions in computer science at Waterloo and
Dalhousie. James Ramsay (BEd Alberta 1964) studied psychology at Prince-
ton and took a faculty position in psychometrics at McGill, and later was SSC
president and Gold Medal winner. Gordon Sande (BSc Alberta 1964) brie
y
taught at Chicago and worked for a time at Statistics Canada on con�den-
tiality and data disclosure issues.

Princeton also attracted Canadians as academic visitors, including Ir-
win Guttman (BSc 1951 McGill) and David Andrews (BSc 1965 Toronto).
Guttman completed his PhD at Toronto in 1955 and Andrews in 1968, both
under Fraser’s supervision. Both were longtime faculty members in statis-
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tics at Toronto, although Guttman also taught in the US at Wisconsin and
the State University of New York at Bu�alo. Both were awarded the SSC
Gold Medal for their pioneering work in statistical theory and methods. Len
Steinberg, whose PhD was also from Toronto under Fraser in 1967, taught at
Princeton before joining the World Bank in Washington, DC. Mikl�os Cs�org}o,
also an SSC Gold medalist, completed his PhD at McGill and did a post-doc
at Princeton before returning to teach at McGill and Carleton.

William \Bill" Williams, was a McMaster undergraduate (BA 1954) and
studied statistics at Iowa State (MS 1956; PhD 1958), returning brie
y to
teach at McMaster before joining Bell Labs, drawn by John Tukey who worked
there as well as at Princeton, and later the faculty at Hunter College, City
University of New York. Ronald Pyke also studied at McMaster overlapping
with Williams, receiving his BA in 1953. He then migrated to the US, complet-
ing an MSc in Mathematical Statistics in 1955 and a PhD in Mathematics in
1956 at the University of Washington. After faculty appointments at Stanford
and Columbia, he returned to Washington for the remainder of a distinguished
career primarily focused on probability.

1.6.2 More Migration from Toronto

Many coming out of the honors courses in mathematics, statistics and chem-
istry at Toronto in the 1950s and early 1960s, went to US universities other
than Princeton. Among the returnees to Canada, Thomas Stroud (BA 1956;
MA 1960 Toronto) took his PhD in statistics from Stanford in 1968 and then
joined the faculty at Queen’s. David W. Bacon (BA 1957 Toronto) joined
Queen’s after obtaining his MS and PhD degrees in statistics from Wisconsin
in 1962 and 1965, respectively. Paul Corey (BSc 1962; MSc 1965 Toronto)
obtained his PhD in Biostatistics from Johns Hopkins University in 1974 and
has been on the faculty in Public Health at Toronto since the late 1960s. Af-
ter her PhD at the University of Illinois in 1969, Mary (Beattie) Thompson
(BSc 1965; MSc 1966 Toronto) became a member of the statistics faculty at
the University of Waterloo. Another SSC Gold Medal winner, she now leads
the Canadian Statistical Sciences Institute. Larry Weldon (BSc 1965 Toronto)
completed his PhD at Stanford in 1969 and returned to Canada to teach at
York, then Toronto, and Dalhousie, and �nally at Simon Fraser. Peter Mac-
donald (BSc 1966; MSc 1967) is the exception to the \study in the US rule."
He received his PhD in 1971 from the University of Oxford and then joined
the faculty at McMaster University, in Hamilton.

Among the Toronto alumni, some notable statisticians decided to remain
in the United States. John Chambers (BSc 1963 Toronto) went to Harvard
for a PhD in statistics, which he completed in 1966. He joined the Bell Labs
research sta� in 1966 where he remained until his retirement in 2005, leading
major e�orts in statistical computing. He is currently on the faculty of Stan-
ford University. Stephen Fienberg (BSc 1964 Toronto) followed Chambers to
Harvard for his PhD in statistics, completed in 1968. He has taught subse-



D. R. Bellhouse and S. E. Fienberg 13

quently at the University of Chicago, University of Minnesota, and Carnegie
Mellon University, with a brief stint back in Canada at York University as Vice
President Academic (1991{1993). Rudolph Beran (BSc 1964 Toronto) went to
Johns Hopkins for his PhD, which he received in 1968. He then joined the
statistics faculty of the University of California at Berkeley, and then moved
to the University of California at Davis in 2001.

Several Canadian-trained undergraduates received PhDs in statistics from
the University of Toronto in the late 1960s and migrated to the US as well.
Hans Levenbach was born in Indonesia of Dutch parents at the beginning of
World War II and came to Canada via the US. He attended Acadia (BSc
in Physics and Math 1961), Queen’s (MSc Electrical Engineering 1964), and
Toronto (PhD 1968). He then joined Bell Labs and later founded an indepen-
dent consulting company. Gerald van Belle was born in Holland, did all of his
degrees at the Toronto (BA 1962, MA 1964, and PhD 1967), and then moved
to the US initially to Florida State, and then to the University of Washing-
ton, in biostatistics. Andrew Kalotay was born in Hungary and immigrated to
Canada following the 1956 revolution. His initial degrees were from Queen’s
(BA Math 1964, MS Math 1966) and he completed a PhD in statistics from
Toronto 1968. He also went to Bell Labs and now focuses on problems of
�nance, leading his own company.

1.6.3 Manitoba In
uence

When Gilbert Paul arrived at Manitoba, he became the head of the statistics
group in the Department of Actuarial Mathematics and Statistics. In the early
1960s, he developed a Master’s program in statistics and the �rst class grad-
uated in 1963. Two of the three graduates were Charles Goldsmith and Brian
Macpherson, both coming from Manitoba’s undergraduate program (Rankin,
2011). Goldsmith went on to take his PhD at Paul’s alma mater, North Car-
olina State. He graduated in 1969 and returned to Canada to a position at
McMaster University. MacPherson remained in the department at Manitoba
and subsequently obtained his PhD at Iowa State in 1981. Bruce Johnston
(BSc Manitoba 1960) also took his PhD at North Carolina State, graduat-
ing in 1968. He returned to Canada, initially to Queen’s University, and then
back to Manitoba. Other Manitoba students were attracted to Harvard. Paul
Switzer (BSc 1960 Manitoba) went to Harvard where he completed a PhD
under Arthur Dempster, and then joined the faculty at Stanford where he
has spent his career. Aaron Tenenbein (BSc 1965 Manitoba) and Allan Don-
ner (BSc 1965; MSc 1967 Manitoba) were classmates and both studied with
William Cochran at Harvard. Tenenbein completed his PhD in 1969 and joined
the faculty at New York University. Donner completed his PhD in 1971 and
returned to Canada to take a position in biostatistics at the University of West-
ern Ontario, where he has become well known for his work in clinical trials.
The connection that the Department of Actuarial Mathematics and Statistics
had to Manitoba’s business school probably led George Alexander Whitmore
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to go to the University of Minnesota to take his MSc and PhD (1968) in busi-
ness following his undergraduate work at Manitoba. He returned to Canada
initially to teach at Saskatchewan, and later at McGill in Montr�eal.

1.6.4 Other Notable Canadians Who Went Abroad

Like many others, French-language universities in Canada had a mixed experi-
ence sending students abroad. The Universit�e de Montr�eal established its own
PhD program and Alexis Zinger was its �rst statistics PhD student in 1957
(Rousseau, 2000). Zinger went on to become \Vice-recteur aux Communica-
tions" at UQAM. The mixed experience is seen in four notable undergraduate
students. Andr�e Plante went to Toronto to obtain his PhD in 1962; Pierre Ro-
billard and Robert Côt�e went to the University of North Carolina, graduating
in 1968 and 1971, respectively; as for Robert Cl�eroux, he stayed in Qu�ebec
and obtained his PhD from the Universit�e de Montr�eal in 1965. Andr�e Plante
was a Professor at UQAM for the better part of his career. Prior to his un-
timely death, Pierre Robillard was a central �gure in trying to bring the two
Canadian statistical societies together in the 1970s (Bellhouse and Genest,
1999); the SSC annual best thesis award is named after him. After his PhD,
Robert Côt�e returned to Universit�e Laval, where he had done his undergrad-
uate studies; he helped to develop a very successful undergraduate program
in statistics and was Chair of the Department of Mathematics and Statistics
for several years. Cl�eroux was a Professor at the Universit�e de Montr�eal and
served as President of the SSC in 1988{89.

There were at least two students from Kingston who went on to the
United States for graduate studies. Jack Graham (BSc 1955 Queen’s) went
to Iowa State University where he obtained his PhD in 1963. Upon returning
to Canada he taught at Carleton for many years. Roger Davidson (BSc 1960
Queen’s; MA 1961 Toronto) obtained his PhD from Florida State under Ralph
Bradley. On his return to Canada, he taught at the University of Victoria.

Another two students bound for studies in the United States came out of
McGill | one came back, the other did not. Donald Dawson (BSc 1958; MSc
1959 McGill) completed his PhD at MIT in 1963. He returned to Canada and
taught at McGill before moving to Carleton in 1970. Edward Rothman (BSc
1965 McGill) went to Johns Hopkins for a PhD in 1969, after which he joined
the University of Michigan.

Saskatchewan also produced two students. Ian MacNeill (BEd 1958; BA
1962 Saskatchewan; MSc 1964 Queen’s) studied at Stanford, receiving his
PhD in 1967. He founded the Department of Statistical and Actuarial Sci-
ences at University of Western Ontario in 1980. James Tompkins (BA 1965
Saskatchewan) went on to do graduate studies at Purdue (MS 1967; PhD
1970). He taught at the University of Regina on his return to Canada and
devoted much energy to promoting the SSC.

Other universities at this time produced a single but notable graduate who
continued his studies, with one exception, in the US. The exception is Don-
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ald Watts (BASc 1956; MASc 1958 British Columbia) who went to Imperial
College to obtain his PhD in 1962. He taught at the University of Wisconsin
(1966{70) before taking a faculty position at Queen’s University. James Zidek
(BSc 1961; MSc 1962 Alberta) received his PhD from Stanford in 1967. He
then joined the faculty at UBC where he remained for his entire career, and
was a founding member of its Department of Statistics in 1983. Christopher
Field (BSc 1964 Dalhousie) went to Northwestern where he obtained his PhD
in 1968, before returning to the Dalhousie faculty where he became the leader
of the statistics group within Dalhousie’s Department of Mathematics. Both
Zidek and Field were SSC presidents and Gold Medal winners. One person
returned after a long hiatus. David Thomson (BSc 1965 Acadia) studied at
the Polytechnic Institute of Brooklyn, where he received his PhD in 1971
in electrical engineering. Following a long career at Bell Laboratories, he re-
turned to Canada to teach at Queen’s in 2001. And there was another who got
away. Barry Arnold (BSc 1961 McMaster) did his graduate work in statistics
at Stanford (MS 1963; PhD 1965) and is a long-time faculty member at the
University of California at Riverside.

As DeLury was the exception to out-of-country study in the 1930s and
1940s, there were also exceptions in the 1950s and 1960s, e.g., Andrews,
Cs�org}o, and Guttman. David Sprott also studied at Toronto in mathematics
(BA 1952; MA 1953) and completed a 1955 PhD there under DeLury, fol-
lowed by postdoctoral study at the Galton Laboratory at University College
London. After three years on the faculty at Toronto, he joined the 
edgling
program at Waterloo, where he remained for his entire career as a researcher
and administrator. Ivan Fellegi completed three years of university in Hungary
before emigrating to Canada in 1956 at the time of the Hungarian uprising.
He joined the sta� of DBS/Statistics Canada and completed his studies with
night courses at Carleton, where he was the �rst MSc (1958) and PhD (1961)
recipient. He spent his entire career at Statistics Canada, succeeding Martin
Wilk as Chief Statistician in 1985, and serving until retirement in 2008.

1.7 A Paradigm Shift

From the 1910s to the 1960s, many Canadians went abroad to do their grad-
uate work in statistics (or mathematics), the vast bulk of them to the United
States. Beginning in the 1960s the whole dynamic began to change as de-
partments in Canada developed and many began producing PhD graduates
in statistics, initially in Montr�eal and Toronto. Both Canadians and students
from other countries entered these programs. Many, both Canadian-born and
not Canadian-born, remained in Canada enhancing the statistics profession in
general and the faculty at Canadian universities in particular. Further, with
the explosion in the size and number of Canadian universities in the 1960s and
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beyond, several statisticians were brought into Canada from other countries to
take faculty positions in statistics, as well as many other disciplines. Many of
these \imports" have contributed greatly to statistics in Canada. The general
growth of the discipline can be seen in the creation of separate departments of
statistics, with Manitoba and Waterloo leading the way in 1967. Later, several
departments with the name \Department of Mathematics" were renamed to
\Department of Mathematics and Statistics."

Although the development of statistics as a discipline in Canada lagged be-
hind that in the US, the same could well be said for other academic disciplines.
But what should be clear from this brief exposition is that the generations of
statisticians who trained initially as undergraduates in Canada, and then went
abroad for graduate study, mostly to the US, went on to shape the course of
statistics as a �eld in Canada, and to some extent in the US as well.
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Some of Statistics Canada’s Contributions
to Survey Methodology

Jean-Fran�cois Beaumont, Susie Fortier, Jack Gambino,
Mike Hidiroglou, and Pierre Lavall�ee

Statistics Canada, Ottawa, ON

The conduct of large scale surveys in national statistical o�ces follows a well-
established process that involves a large number of steps. These steps, which
are described in Statistics Canada’s Quality Guidelines (Statistics Canada,
2008), begin with the setting of objectives for the survey and end with dis-
semination and documentation. In this chapter, we describe some of the im-
portant developments that have taken place at Statistics Canada to improve
the intermediate steps. Some of the steps that we will describe include record
linkage, sample design, editing, imputation, weighting, estimation, variance
estimation, data analysis, benchmarking, and the use of time series. Many of
these developments were necessary to improve the quality of the resulting pub-
lished estimates, to reduce costs, and to aid in the building of either speci�c
or generalized software to automate the methodology.

2.1 Introduction

When most Canadians think of Statistics Canada, they probably think of one
of three things: the monthly consumer price index, the monthly unemployment
rate or the Census. It is not an exaggeration to say that they are seeing just
the tip of an enormous information iceberg. Statistics Canada produces a large
volume of information on a daily basis | so much so that since 1932 it has
had a publication called The Daily (accessible on the web at http://www.

statcan.gc.ca). The Daily was literally a daily (weekday) paper publication
initially and is now published on the web. The web version of The Daily �rst
appeared in 1995. On any given day, The Daily typically covers several major
releases, and each release may include hundreds, sometimes thousands, of
estimates. For example, when the Labour Force Survey results are published
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in the early part of each month, the media focus is on the national employment
and unemployment numbers, but in fact, thousands of estimates are released,
broken down by geography, age and sex, and covering not only employment
and unemployment, but also type of occupation and industry of employment,
wages and other variables.

The information published by Statistics Canada is of interest not only
to the general public but also to policy makers at all levels of government,
as well as to non-governmental organizations, business planners, social and
economic researchers, and so on. The range of topics for which the agency
produces information is very broad. It includes data related to the economy
(labour, commerce, trade, transportation, energy, etc.) and society (health,
education, travel, tourism, the justice system, etc.). Many data users may not
realize how much lies behind the numbers that they use to make decisions
and conduct their studies: where the data come from, how they are collected
and aggregated, and what their strengths and weaknesses may be. One of our
goals in this chapter is to bring to light the statistical methods underlying the
information that is disseminated by the agency.

These methods have evolved over time to satisfy the changing needs of
data users and to take advantage of innovations due to technological change.
Statistics Canada’s mathematical statisticians (often referred to internally
as \survey methodologists" or simply \methodologists") have made major
contributions to the branches of statistics known as survey methodology and
sample survey theory and methods. A second goal of this chapter is to discuss
these contributions and, in the process, introduce numerous domains that may
be unfamiliar not only to the general public but to other statisticians as well.
Some of these domains are familiar to all statisticians: estimation, variance
estimation, data analysis, and time series. But some may not be: imputation,
multiple frames, and record linkage.

As a result of its research and development program, Statistics Canada
is viewed as a world leader in survey methodology and its methods and ap-
proaches to research and development have been used as models by numerous
national statistical organizations throughout the world.

The chapter is organized as follows. Section 2.2 presents innovations re-
lated to sample design. Sample design is a very important part of a survey. It
involves all the steps needed to de�ne and specify the population frame, sam-
ple size, sample selection method, and sample estimation method. Once this is
established, the data are collected and processed. At this stage, survey statis-
ticians need to validate and sometimes replace incorrect or missing data. This
is called edit and imputation and is discussed in Section 2.3. Section 2.4 high-
lights various contributions from Statistics Canada to the estimation process.
This is where the data, possibly in combination with auxiliary information
from other sources, are used to estimate the values of interest in the popu-
lation. The quality of this estimation is often measured in terms of variance,
and variance estimation is presented in Section 2.5. Section 2.6 focuses on how
survey statisticians handle the challenging task of data analysis, especially in
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the context of a complex survey design. Finally, Statistics Canada’s contribu-
tions to the �eld of time series | de�ned as sequences of estimates ordered
in time | are featured in Section 2.7.

2.2 Sample Design

Sample surveys are carried out by selecting samples of persons, businesses
or other entities such as farms (called units) that we survey in order to get
information. Sample selection is often done by randomly selecting certain units
from a list that we call a sampling frame. This sampling frame represents the
set of units for which we want to produce information; this is what makes
up the target population. Obtaining the sampling frame is often di�cult and
costly because we want it to be complete (all units of the target population are
contained in the frame), unique (every unit is present only once in the frame),
and exclusive (no units of the frame are outside the target population).

The sample design describes the way that the random sample is selected.
For instance, we may decide to divide the sampling frame into subgroups
(called strata) to deal with more homogeneous subpopulations. We may also
choose to select the sample using selection probabilities proportional to the
size of the units. All of this is contained in the sample design. We will describe
more aspects of the sample design as we discuss some of the contributions of
Statistics Canada in this domain.

2.2.1 Record Linkage

Data from di�erent sources are increasingly being combined to augment the
amount of information that we have. This is the case especially with the
creation of sampling frames. Often, the sampling frame is built by combining
di�erent sources using record linkage. Another application of record linkage
is to aid in data collection by using address information to match publicly
available telephone numbers with sampled households.

The concepts of record linkage were introduced by Newcome et al. (1959),
and formalized mathematically by Fellegi and Sunter (1969). As described by
Bartlett et al. (1993), record linkage is the process of bringing together two
or more separately recorded pieces of information pertaining to the same unit
(individual or business). Record linkage is sometimes called exact matching,
in contrast to statistical matching. In the latter case, linkages are based on
similar characteristics rather than unique identifying information.

The purpose of record linkage is to link the records from two �les. If the
records contain unique identi�ers, then the matching process is trivial. Unfor-
tunately, often a unique identi�er is not available and then the linkage process
needs to use some probabilistic approach to decide whether two records, com-
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ing respectively from each �le, are linked together or not. With this linkage
process, the probability of having a real match between two records is calcu-
lated. Based on the magnitude of this probability, it is then decided whether
the two records can be considered as really being linked together or not.

With the approach of Fellegi and Sunter (1969), we choose an upper thresh-
old and a lower threshold to which each linkage probability is compared. These
thresholds are chosen to reduce the linkage errors coming from accepting bad
links and rejecting good links. During the linkage process, if the linkage prob-
ability between two records is greater than the upper threshold, the link be-
tween these records is considered a true link. If the linkage probability is lower
than the lower threshold, we consider that we do not have a link. Last, if the
linkage probability is between the lower and upper thresholds, then we have
a possible link, and we will decide on this link by manual resolution. This is
generally done by looking at the data, and also by using auxiliary information.

In addition to frame creation, Statistics Canada uses record linkage in
various other applications. It is used, for example, to add information to �les
for sociological or economic analysis and in the coverage studies of the census.

2.2.2 Multiple Frames

To cover the target population well, one sampling frame may not be su�cient.
For example, for agriculture surveys, we may have available a list of farms,
which can be used as a list frame. But the list frame may be incomplete (for
example, newer farms may not be on it). We can also select farms by �rst
selecting small land areas and then farms within those areas; the set of land
areas is an area frame. The survey may decide to use both the list and area
frames to select its sample. When the units involved in each frame are the
same, it may be possible to combine the frames into a single one using, for
instance, record linkage. However, in the agriculture example, the di�erent
frames do not contain the same type of unit and, in this case, we may decide
to use the frames separately. We then talk about the use of multiple frames.

When using multiple frames, we are typically selecting a sample from each
frame independently. Di�erent approaches are then possible to produce esti-
mates from the resulting samples. In the approach by Hartley (1962), who
was the �rst to formalize estimation for multiple frames, estimates from each
sample portion (i.e., the sample in the intersection of both frames, and the
samples from the non-overlapping portions of the frames) are combined to
produce a global estimate.

Bankier (1986) developed at Statistics Canada an alternative method for
producing estimates from a multiple frame survey. Even though he con�ned
his method to sample designs for which a strati�ed simple random sample
is selected independently from each frame, the estimation technique can be
applied to more complex sample designs. Bankier (1986) viewed a multiple
frame sample as a special case of selecting two or more samples independently
from the same frame. The idea was to combine the di�erent samples selected
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from the frames, and to compute the selection probability of each unit of the
combined sample. As a result, standard techniques for estimating parameters
from a single frame can be applied to multiple frame samples. The resulting
estimators have been found to be simpler to compute and are easier to extend
to three or more frames than those given in Hartley (1962).

2.2.3 Indirect Sampling

In practice, there may be no available sampling frame that directly corre-
sponds to the desired target population. We then have to use a sampling
frame that is indirectly related to this target population. An example of this
is the following. Suppose that estimates are required for young children, but
that the sampling frame is a list of their parents. In this case, the target
population is young children; however, they are selected in two steps. First,
a sample of the parents is selected using the list of the parents, and second,
a sample of their children is selected. Note that the children of a particular
family can be selected through the father or the mother. We then have two
populations that are linked with one another: one is associated with the sam-
pling frame and the other with the target population (parents and children
respectively in our example). This type of sampling is referred to as indirect
sampling (Lavall�ee, 2002, 2007).

Estimation of population parameters, such as totals and means using data
selected by indirect sampling is not straightforward, particularly if the links
between the units of the two populations (the sampling frame and the tar-
get population) are not one-to-one. If we consider the previous example of
families, it can be very di�cult to assign a selection probability to each child
of a selected family. Indeed, we could have selected a family through one
or more of the parents but the computation of the selection probability of
the family, and consequently that associated with each child, requires that
the selection probability of each parent is known, whether the latter is se-
lected or not. Lavall�ee (1995) developed the generalized weight share method
(GWSM) to solve this estimation problem. The GWSM is a generalization
of the weight share method described by Ernst (1989). We can also consider
indirect sampling and the GWSM as a generalization of network sampling as
well as adaptive cluster sampling. These two sampling methods are described
by Thompson (2002) and Thompson and Seber (1996).

2.2.4 Optimal Strati�cation

Populations are typically not homogenous, and sampling from them would
result in estimates with high variability. They are therefore split into subpop-
ulations (called strata) that are relatively homogeneous, and mutually exclu-
sive. For example, a population of persons or businesses can be partitioned
into low, medium and high income strata. The strati�cation of the population
depends on the type of survey that is carried out. For example, in the case
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of household surveys, the strati�cation is mainly based on geography (e.g.,
provinces), whereas for business surveys it is based on a combination of geog-
raphy, industrial classi�cation and size. The strati�cation of a population may
also be constrained by the level at which estimates are required. For example,
if estimates for a household survey are required for the larger cities in a given
province, the strati�cation of that province will account for that requirement.
Once the strata are formed, sample selection takes place independently within
each of them.

The use of a strati�ed sample plan involves �ve di�erent design operations:
(i) choosing a strati�cation variable(s); (ii) determining the number of strata;
(iii) stratifying the population given the chosen strati�cation variable(s); (iv)
allocating the total sample size to the strata; (v) selecting the units within
each stratum according to the adopted sampling design. Note that although
any sampling design can be used in the �fth step, simple random sampling
(SRS) without replacement is often used as the method for selecting the units.
This procedure is extensively used for sampling from list frames, especially for
business surveys.

Some populations, such as populations of businesses, can be highly skewed,
i.e., there will be many small and medium sized units and just a few very big
units. E�cient sampling of highly skewed populations requires that they be
strati�ed into a take-all stratum and a number of take-some strata. In our ex-
ample, the take-all stratum would consist of the biggest units. All units in the
take-all stratum are selected with certainty, whereas units in the take-some
strata are selected via a probability mechanism, such as SRS. Given that a
quantitative strati�cation variable is highly correlated with the variables of
interest, we search for optimal strati�cation boundaries that split the pop-
ulation into subpopulations in such a way that large units will be selected
with certainty (take-all stratum) and smaller units will be selected with some
positive sampling fractions (take-some strata). For example, we may want to
stratify the frame by small, medium and large businesses based on a revenue
variable. The problem is to �nd the stratum boundaries that will categorize
the small, medium and large businesses.

Approximate cut-o� rules for stratifying a population into a take-all and
a single take-some stratum were given by Hidiroglou (1986). Lavall�ee and
Hidiroglou (1988) considered the more complex case where the population is
to be strati�ed into a single take-all stratum and several take-some strata. The
algorithm of Lavall�ee{Hidiroglou minimizes the overall sample size required
for the survey, given the precision of the estimator and the allocation scheme
of the sample to the take-some strata. The allocation scheme used by the
algorithm is power allocation, as described in the next section.

The Lavall�ee{Hidiroglou algorithm has been used extensively in most busi-
ness surveys at Statistics Canada, and elsewhere. The main program where
it has been used is the Uni�ed Enterprise Survey (Li et al., 2011), a business
survey that uni�es more than 60 surveys for di�erent industries.
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2.2.5 Power Allocation

In many surveys, reliable estimates are required both at the national level
and for subnational areas. These subnational areas can be, for example, the
provinces of Canada. The requirement for subnational estimates usually re-
sults in the sample being strati�ed geographically. When the subnational areas
vary considerably in size or importance (e.g., in terms of population in a so-
cial survey or total revenue in a business survey), this variation must be taken
into account when deciding how to allocate the sample to strata. For example,
allocating sample to provinces proportional to their size may produce good
precision at the national level. However, it may cause certain subnational esti-
mators (e.g., for the smallest provinces) to have poor precision. Alternatively, a
sample allocation that achieves nearly equal precision for the subnational esti-
mators may result in the national estimator having much lower precision than
under the above scheme. A compromise between these two types of allocations
was developed by Bankier (1988), which has been called power allocation.

Power allocations were proposed in the past by Carroll (1970) and Fellegi
(1981). The power allocation of Bankier (1988) creates a compromise between
two di�erent sample allocations by the use of a parameter appearing as a power
(in the mathematical sense). By setting the power to di�erent values, we get
various allocations, including the two mentioned in the previous paragraph as
special cases: they correspond to the power 0 and 1, respectively. By choosing
a suitable power between 0 and 1, we create a compromise allocation that
produces subnational estimators of approximately equal precision, without
reducing too much the precision at the national level.

Power allocations have been used in the design of several surveys at Statis-
tics Canada. For example, they have been applied to a sample survey of busi-
ness tax returns where the strati�cation size measures were based on sales. In
addition, they have been used for samples strati�ed by province that evaluate
di�erent aspects of the Canadian census.

2.3 Edit and Imputation

Once the sample is selected, there are numerous ways of collecting data. For
instance, a paper questionnaire can be �lled in by the respondent and returned
by mail, responses can be recorded by an interviewer on a computer during
a telephone or personal interview, or an Internet questionnaire can be �lled
in directly by the respondent. Regardless of the data collection mode, it is
very likely that some returned questionnaires will contain errors and missing
values. Computer-assisted data collection can reduce the occurrence of certain
types of error by integrating edit rules in the computer application. Edit rules
are used to verify that responses are valid and consistent. An example of an



26 Contributions to Survey Methodology

edit rule is that the age of a mother must be greater than the age of any of
her children. However, there is a limit to the number of edit rules that can be
integrated in the computer application without unduly lengthening the time
needed to complete the questionnaire. As a result, errors in the collected data
must be anticipated in most surveys.

After data collection, the goal of editing is to detect invalid responses
and inconsistencies, and treat these errors either through a follow-up with
respondents or through an automated algorithm. Statistical agencies long ago
recognized that following up all the respondents with suspicious or erroneous
values was a costly activity. In the context of business surveys, Latouche
and Berthelot (1992) suggested coping with this issue by following up only
a subset of these respondents, namely those that are expected to have a non-
negligible impact on the survey estimates. They proposed three score functions
to prioritize respondents to be followed up and concluded that their approach,
often called selective editing, led to estimates that are similar to those obtained
after following up all the respondents. Granquist and Kovar (1997) argued in
favor of selective editing as a tool for reducing costs while maintaining the
quality of estimates. They also suggested that editing should not only be
viewed as a correction tool but also as a process that provides information
about the quality of survey data. Such information could then serve as a basis
for future improvements to the whole survey.

Although edit rules can be used to detect inconsistencies, they do not
generally tell us how to resolve them. To do so, the �rst step is to determine
which values need to be modi�ed to resolve inconsistencies. This step is called
error localization. Imputation, which is the process of replacing values that
need modi�cation or �lling in missing values, can then be carried out. The goal
of imputation is to produce a complete �le that satis�es all the edit rules. Such
a �le simpli�es the production of estimates for ultimate users who may not
be familiar with more complex statistical techniques dealing with inconsistent
and missing values.

Prior to the seminal paper of Fellegi and Holt (1976), there was no uni�ed
theory of edit and imputation. They developed such a theory and proposed
the minimum-change principle for error localization. Their principle consists
of changing the smallest number of values in a record so as to remove inconsis-
tencies. They also proposed an algorithm to solve this minimization problem.
The minimum-change principle is still used and is implemented in Statistics
Canada’s BANFF edit and imputation system. A description of BANFF can
be found in Kozak (2005).

Inconsistencies represent one type of error. There are also other types of
potential errors that need to be detected such as outliers, which are unusually
large or small values. There are numerous univariate outlier detection tech-
niques in the literature. In practice, survey analysts are often interested in
detecting outliers in the ratio of collected values from one period to the next.
Univariate outlier detection methods can be applied to ratios. However, ratios
tend to be more volatile for smaller previous-period values than for larger
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previous-period values in business surveys. This implies that the straight ap-
plication of univariate techniques would tend to detect too many outliers for
smaller previous-period values and not enough for larger previous-period val-
ues. Hidiroglou and Berthelot (1986) proposed a simple method for tackling
this problem that is used in many surveys in di�erent statistical organizations
and is implemented in BANFF. See Section 2.4.2 for a more general discussion
on outliers.

We have already noted that, once errors have been identi�ed and follow-
ups have been completed, imputation can be carried out to complete data
cleaning. Imputation replaces missing values or values that need modi�cation
by other values, such as predicted values from a linear regression model. A
key feature of imputation methods is that they rely on auxiliary information
available for all the sample records, including those with missing or erroneous
values. In business surveys, di�erent types of imputation methods are used.
One popular imputation method is linear regression imputation. Another pop-
ular imputation method, especially in social surveys, is donor imputation. It
replaces missing values or values that need modi�cation by the value of a
\donor" chosen among the set of records that are deemed to have correct
values. Characteristics of di�erent imputation methods in business surveys
are discussed in Kovar and Whitridge (1995). Most of these methods are
implemented in BANFF. Greater detail about imputation methods and the
associated theory can be found in Haziza (2009).

In the context of donor imputation in the Canadian census, it was noted
that some implementations of the minimum-change principle sometimes led
to imputed records that seem implausible. A new imputation approach was
developed to handle this issue; see, e.g., Bankier et al. (1999). Instead of
localizing errors and then imputing, Bankier et al. proposed to reverse this
order. In their approach, close donors are �rst determined for each record
with missing or inconsistent values, which is called a recipient. Then, for each
donor-recipient pair, imputation actions are found such that the chosen ac-
tions minimize a weighted average of two distances. An imputation action is
chosen at random for a recipient among the set of best imputation actions for
that recipient. This approach is an attempt to compromise between satisfying
the minimum-change principle and plausibility. It has been implemented in
the Canadian Census Edit and Imputation System (CANCEIS) developed at
Statistics Canada.

2.4 Estimation

Once the data have been collected and validated, they are used to estimate
parameters of interest, including simple statistics such as means, totals, and
proportions as well as more complex parameters. The latter are usually linked
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to the analysis of the survey data. Examples include the estimation of regres-
sion parameters and chi-squared tests.

Formally, estimation is the survey process in which unknown population
parameters are estimated using data from a sample, possibly in combination
with auxiliary information from other sources. Estimation results are used to
make inferences about these unknown parameters, that is, to draw conclusions
about characteristics of the complete population.

Survey data are typically obtained via a sampling procedure, and estima-
tors of the parameters of interest must re
ect this. The �rst step is to assign
a design weight to each of the responding sampled units. The design weight
is the inverse of the probability of selection associated with this unit. For ex-
ample, if one percent of a population is selected completely at random, then
the probability of selection for each unit is 1=100 and the sampling weight is
100. If the sampling design is multi-stage or multi-phase, the design weight of
a given unit will be the product of the design weights at each stage or phase.
This ensures that the estimates are unbiased, or approximately unbiased, in
the sense that the average value of the estimator over all possible samples is
equal to the population parameter being estimated.

Once the design weights have been computed, they may need to be ad-
justed for nonresponse when all or almost all data for a sampled unit are
missing. Nonresponse occurs when information for some units cannot be col-
lected. This can happen for a variety of reasons, including refusals, inability
to contact the unit (e.g., because of incorrect contact information or because
the potential respondent is on vacation), natural disasters (e.g., 
oods, major
winter storms) and so on. Because of nonresponse, design weights are adjusted
upward based on the assumption that the responding units represent both re-
sponding and non-responding units. These modi�ed weights are called survey
weights. For a given sampled unit i, we denote its corresponding survey weight
by wi. Estimates are then obtained for the parameters for arbitrarily de�ned
subsets of the population, i.e., for domains. Common domains of interest are
the individual strata and the entire population. Domains may also cut across
the design strata; for example, the domain may consist of all companies that
have been in existence for less than �ve years. If we are interested in estimating
totals for a given domain d, then the estimate for that domain is given by

Ŷ(d) =
X
i2sd

wiyi;

where yi is the variable of interest and sd is the part of the sample s that
belongs to that domain. In the example, s is the sample of companies and sd
is the set of companies in the sample that are less than �ve years old.

Auxiliary data, such as age-sex population counts and other information
from external sources, are usually incorporated in the weighting process at
Statistics Canada. There are two main reasons for using auxiliary data in es-
timation. The �rst reason is that it is often important for the survey estimates
to match known population totals or estimates from another, more reliable,
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survey. This can be viewed as a desire for consistency. The second reason is
that the resulting estimators will be more e�cient (in the sense of smaller
variance) than those only weighted with the survey weights, if the auxiliary
data are well correlated with the variables of interest. Examples of estimators
that incorporate auxiliary data range from the ratio estimator that uses a
single auxiliary variable to more complex estimators that use several variables
via regression or calibration. This range of estimators can be obtained via the
calibration theory given in Deville and S�arndal (1992). Calibration adjusts
the survey weights by incorporating auxiliary variables. The resulting weights
~wi known as calibrated weights are obtained by minimizing a function of the
calibrated weights and the survey weights subject to a benchmark constraint.
Given that xi are the auxiliary data, the constraint requires that the sum of the
product between the calibrated weights ~wi and the auxiliary data (

P
i2s ~wixi)

equals the known population totals (
P
i2U xi), where U represents the whole

population.
An important application of this method is used by most household sur-

veys. The weights of individuals in the sample are adjusted so they add up to
population-level age-sex totals, which are the auxiliary variables in this case.
For example, if there are P boys aged 5{9 in the population, then the weights
of boys in the sample who are in this age group are adjusted so they add up to
P (this P corresponds to the �nal summation in the previous paragraph, with
x equal to 1 for boys aged 5{9 and 0 otherwise). This is done simultaneously
for all age groups and both sexes. In practice, household surveys that produce
both person-level and household-level estimates (such as the unemployment
rate and average household income, respectively), may impose an additional
constraint on the weights: the weights of all persons in a given household are
forced to be equal. This is sometimes referred to as an integrated weight and
is described by Lemaitre and Dufour (1987).

2.4.1 Generalized Estimation System

The development of the Generalized Estimation System (GES) in the early
nineties allowed Statistics Canada to consolidate numerous estimation proce-
dures for cross-sectional surveys. GES is currently applied to a multitude of
Statistics Canada surveys. Speci�cations for a general estimation system were
initially written in 1990 and 1991. The methodology that underpins GES is
described in Estevao et al. (1995). GES is built around the following elements:
the sampling plan, the population parameters to be estimated, the use of aux-
iliary information, and domains of interest. The sampling designs covered by
GES include not only simple designs such as strati�ed simple random sam-
pling, where all units in a stratum have the same probability of selection, but
also a variety of complex designs, where units may be selected in several steps
and need not have the same probability of selection (e.g., the probability may
be related to the size of each unit). GES computes estimates of totals, means,
and ratios with their associated measures of reliability given that auxiliary
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information has been incorporated in the estimation process. This auxiliary
information can cut across design strata, or be included within them. This
allows the computation of most of the commonly used estimators in survey
sampling, including separate and combined ratio or regression estimators (or
intermediate combinations), post-strati�ed estimators (separate, combined or
a hybrid version of those two procedures), and others such as the raking ratio
estimator. Estimates and their associated measures of reliability are computed
by GES for user-speci�ed domains of interest.

2.4.2 Outliers

Outliers are observations that are numerically distant from the rest of the
data. Grubbs (1969) de�ned an outlier as follows: \An outlying observation,
or outlier, is one that appears to deviate markedly from other members of the
sample in which it occurs." Outliers can occur by chance in any survey, but
they are often indicative of a population that has a heavy-tailed distribution.
Such surveys run into the danger of including outliers in their sample if these
populations have not been properly (or cannot be) strati�ed by size. In the
case of business surveys, this will occur when there is tremendous growth
in the size of some businesses that has not yet been recorded on the frame.
For household surveys, this may occur when �nancial data are collected. The
presence of outliers in the sample may result in unrealistically high or low
estimates of population parameters, such as means and totals.

Even though an e�cient sample design can minimize outlier problems, it
cannot eliminate them. This means that outliers must be detected and treated.
Outliers can be detected via univariate or multivariate methods depending on
the dimensionality of the variables. Their impact on the estimates can be
dampened by trimming their values (Winsorizing), reducing their weights, or
using robust estimation techniques such as M-estimation. These three methods
have been studied at Statistics Canada, and these procedures are discussed in
Lee (1995) and in Beaumont and Rivest (2009).

In the context of simple random sampling without replacement, Rao (1971)
suggested changing the weights of the outlier units to 1, and adjusting the
weights of the remaining units in the sample. Hidiroglou and Srinath (1981)
proposed alternative weight modifying procedures. Additional work on a Win-
sorization approach to outliers was done by Tambay (1988), who designed a
procedure that performs well on data from skewed populations.

2.4.3 Composite Estimation

Monthly surveys such as the Canadian Labour Force Survey (LFS) deliber-
ately retain a part of their sample in consecutive months. The LFS does this
by changing (or rotating) only one sixth of its sample each month. The LFS
sample is a set of dwellings (i.e., single family homes, apartment units, etc.).
As a result, �ve sixths of the dwellings are the same in consecutive months,
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four sixths are the same two months apart, and so on. This is done primarily
to reduce costs: interviews can be shorter in subsequent months, less travel
is needed since subsequent interviews can usually be conducted by telephone,
etc. A bene�t of having some overlap in the sample is that it can be used to
improve the quality of the estimates produced by the survey.

For example, to estimate the month-to-month change in employment, it
is advantageous to focus on the �ve-sixths of the sample that is common
because any observed di�erences are not due to sampling error. In fact, this
estimate of change can be added to last month’s overall estimate to update
it, thereby giving us an alternative estimate of this month’s employment. As
a result, we then have two estimates for this month’s total: the \usual" one
based only on this month’s sample, and a second estimate derived by updating
last month’s estimate using the common (or \matched" sample) to estimate
change (Statistics Canada, 2008).

Whenever we have two estimates of the same quantity, it is natural to
combine them in some way to obtain an estimate that we hope will be better
than its parts. In the survey world this combined estimate is referred to as
a composite estimate. In the case of the LFS, if we are interested in the
number of employed people in the current month, then the composite estimate
of employed is a linear combination of the above two estimates. It can be
expressed as

C � (\usual" estimate)

+ (1� C)� (last month’s estimate

+ estimate of change based on the common sample):

The constant C is chosen to make the variance of this combination as small
as possible. The estimator used by the Canadian LFS is a more elaborate
version of this and is described by Singh et al. (2001), Gambino et al. (2001),
and Fuller and Rao (2001).

2.4.4 Small Area Estimation

Sample surveys are generally designed to provide reliable estimates for large
areas or major domains of a population. Direct survey estimates such as those
computed by GES are likely to yield unacceptably large sampling errors if the
domain size is small. Examples of such domains include small communities
and small subpopulations. For example, the Labour Force Survey is designed
to produce good estimates of unemployment at the province level, but unem-
ployment estimates for small cities and for occupations such as nursing are
not expected to be of high quality because of the limited sample size in those
domains. However, there is a need for such estimates, and the methodology
that has been developed to meet this demand is known as small area esti-
mation. Small area estimation, for a given small area, essentially combines
in an optimal manner the associated direct estimates with model-based esti-
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mates. The model-based estimates involve known population totals (auxiliary
data) and estimates of the regression between the variable of interest and the
auxiliary data across the small areas. In general, these models are classi�ed
into two groups: unit level models and area level models. Unit level models
are generally based on observation units (e.g., persons or companies) from
the survey and auxiliary variables associated with each observation, whereas
area level models are based on direct survey estimates aggregated from the
unit level data and related area-level auxiliary variables; see Rao (2003) for
an overview of small area models.

The basic area level model is based on the methodology proposed by Fay
and Herriot (1979). This model takes into account the survey design through
the use of direct survey estimates and related design-based variance estimates.
A variation of the Fay{Herriot model was proposed by You and Rao (2002a)
to deal with the estimation of proportions such as the unemployment rate.
Their approach was used at Statistics Canada in two instances: (i) You and
Rao (2002a) estimated the Canadian census undercount via a speci�c un-
matched model; and (ii) You (2008) proposed a time series model to estimate
unemployment rates using Labour Force Survey data.

You and Rao (2002b) also contributed to the unit level approach for small
area estimation. Their proposed estimator has several desirable properties; in
particular, it satis�es a benchmarking property in that its estimators for the
domains add up to a regression estimator of the overall total. This method
has been used in many o�cial statistics programs for di�erent surveys.

The methods in the above two paragraphs have been incorporated in a
Generalized Small Area Estimation prototype system that Statistics Canada
is currently building (Estevao et al., 2012, 2013).

2.5 Variance Estimation

Estimates produced from a survey are subject to errors that need to be quan-
ti�ed. It is important to quantify these errors to give users of the associated
estimates an idea of how reliable these estimates are. The most widely used
statistic to measure this reliability is the variance. For convenience, a related
measure, the coe�cient of variation (CV) is often presented. The CV is a rel-
ative measure that is usually expressed as a percentage, making it easier to
compare di�erent estimates.

The variance (and the CV) measure one particular type of error, namely,
sampling error. In survey sampling, in addition to sampling error there are
also non-sampling errors.

Sampling error is the error that results from estimating a population char-
acteristic by measuring a portion of the population rather than the entire
population. The most commonly used measure to quantify sampling error is
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sampling variance. Sampling variance measures the extent to which di�erent
possible samples of the same size and the same design yield di�ering estimates
of the same characteristic. Factors a�ecting the magnitude of the sampling
variance include:

a) the variability of the characteristic of interest in the population (the more
variable the characteristic in the population, the larger the sampling vari-
ance);

b) the size of the population (the size of the population only has an impact
on the sampling variance for small to moderate sized populations); and

c) the sample design and method of estimation.

For sample designs that use probability sampling, the magnitude of an esti-
mate’s sampling variance can be estimated on the basis of observed variation
in the characteristic among sampled units (i.e., based on the values observed
for the units in the one sample actually selected). The estimated sampling
variance depends on which sample was selected and varies from sample to
sample. In other words, the estimated variance itself has a variance.

A non-sampling error, on the other hand, is a catch-all term for all other
possible errors associated with the sample. These include under or over-
coverage of the sampling frame, nonresponse, measurement and recall errors,
etc. Although the non-sampling errors can be measured individually, there are
no methods that combine them all into a single measure. One exception is that
the variation introduced into estimation by either nonresponse adjustments
or imputation can be incorporated in the variance.

The estimation of the sampling variance can become di�cult if the esti-
mated parameters are statistics that are not simple linear functions of the
observed data or if the estimators incorporate auxiliary data. Examples of
complex statistics include medians and functions of totals or means. An exam-
ple of an estimator that incorporates auxiliary data is the calibration estimator
discussed in Section 2.4. In this section, we focus on a number of developments
that took place at Statistics Canada regarding the estimation of the sampling
variance, as well as the estimation of variance re
ecting nonresponse adjust-
ments or imputation. These developments can be split into two broad classes:
(i) Procedures based on Taylor linearization; and (ii) Procedures based on
replication.

2.5.1 Taylor Linearization

For linear statistics, the estimated variance incorporates the �rst order and
second order inclusion probabilities of the sample, and the observed values
of the sample. Here, �rst order refers to the probability that a unit will be
included in the sample, and second order refers to the probability that a given
pair of units both will be selected. For nonlinear statistics, however, variance
estimation can be much more di�cult. Fortunately, the variance estimation
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procedures for linear statistics can be used to approximate the variance of
nonlinear ones by using Taylor’s theorem to approximate (or \linearize") the
nonlinear statistics and then obtaining the variance of this linear approxima-
tion.

Binder (1983) used linearization to obtain the estimated variance of com-
plex statistics represented as weighted estimating equations. Special cases of
his approach include the generalized linear models described by Nelder and
Wedderburn (1972), logistic regression, and log-linear models for categorical
data. The Binder procedure is highly quoted in the literature, and is used to
obtain variances for parameters other than the ones just mentioned.

Demnati and Rao (2004) presented a uni�ed approach to deriving Tay-
lor linearization variance estimators and applied it to a variety of problems.
Their methodology produces the correct variance estimates for many complex
statistics used in survey sampling. A non-comprehensive list of those complex
statistics includes proportions, ratio estimates, generalized linear regression
models, and the Wilcoxon two-sample rank-sum test.

2.5.2 Replication Methods

Replication methods involve selecting several subsets of the sample that are
representative of the population, i.e., each so-called replicate is a subset of
the sample. The number of units included in each replicate is roughly the
same. Each replicate is selected using the same design. Since each replicate is
essentially a sample itself, it can be used to produce an estimate. Therefore,
estimates of the parameter of interest can be computed for each replicate in
exactly the same way that they were computed for the full sample. It turns
out that the variation in these replicate estimates is related to the variance
we are trying to estimate, and this fact is used to obtain a valid variance
estimate. There are several ways of creating the replicates. The two most
widely used replication procedures at Statistics Canada are the jackknife and
the bootstrap.

The jackknife. A very common way of estimating the variance using
the jackknife method is to form each replicate by removing a single sampled
unit (cluster or element) from the original sample, and recomputing the esti-
mate for the parameter of interest. This procedure, known as the delete-one
jackknife, can become time consuming for a survey with many clusters or
elements, whereas the corresponding Taylor procedure requires fewer compu-
tations. Given an estimator and its corresponding variance expression in terms
of the jackknife procedure, Yung and Rao (1996) showed how to linearize the
jackknife variance estimator to obtain a linearization-type variance estimator
for post-strati�ed and regression estimators.

Two-phase sampling poses interesting variance estimation challenges for
complex estimators. A two-phase sampling design works as follows. A large
�rst-phase sample is selected and some minimal information is collected at a
small cost. The information collected at the �rst-phase is then used as aux-
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iliary data for the selection of a subsample (the second-phase sample) drawn
from the units of the �rst-phase sample. For example, the information col-
lected at the �rst phase can be used as strati�cation variables. In the context
of agriculture surveys, for example, the �rst phase of sampling can identify
farms with speci�c crops, and the second phase can measure pesticide use on
those crops.

To estimate the variance of complex estimators under two-phase sampling,
Kott and Stukel (1997) tackled the problem using the jackknife technique.
They showed that the jackknife may be used to estimate the variance for one
common type of estimator (the reweighted expansion estimator) under cer-
tain conditions; it is not generally e�ective as a variance estimator for another
type of estimator (the double expansion estimator). They found that the jack-
knife variance estimator can be nearly unbiased for the reweighted variance
estimator, while the jackknife can fail as a variance estimator for the double
expansion estimator. These results are found to be very useful at Statistics
Canada because several social surveys use multi-phase sample designs, and
also because a two-phase sample design is planned for the Integrated Business
Statistics Program (Turmelle et al., 2012).

The bootstrap. The bootstrap di�ers from the jackknife in that random
subsamples are selected with replacement from the original sample a number of
times. Each random subsample is viewed as a replicate. The weights associated
with each replicate depend on the original sampling design. Rao and Wu
(1988) provide details on how these weights can be generated for fairly complex
sample designs. For each subsample, the same estimation procedure used for
the entire sample is repeated. The resulting estimates for each replicate are
then used to estimate the variance. The bootstrap method most commonly
used at Statistics Canada was originally described by Rao et al. (1992).

In practice, instead of resampling sampled units, the bootstrap can be
carried out by attaching a series of adjustment weights to each observation in
the original sample. Beaumont and Patak (2012) generated these weights in a
novel way that maintains key properties of the sampling error (speci�cally the
�rst two moments). It can be applied to most sampling designs. Most previous
bootstraps, such as the one by Rao and Wu (1988), are special cases of their
procedure.

2.5.3 Variance Estimation in the Presence of Imputation

The above variance estimation methods can deal with the variability due to
selecting a sample of the �nite population. There are many other sources of
error. One important source of error that can be accounted for at the variance
estimation stage is the error due to missing values. Many developments were
made at Statistics Canada on this topic over the last 25 years, especially when
imputation is used to compensate for the missing values. Two excellent reviews
are Lee et al. (2001) and Haziza (2009). The earliest work on this subject at
Statistics Canada is described in handwritten notes by Mike Hidiroglou from
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1989. In these unpublished notes, Hidiroglou provided the required variance
estimator for some special cases of regression imputation. The methodology
is based on modeling the variable to be imputed.

A dataset will most likely have been imputed using a mixture of imputation
procedures. Beaumont and Bissonnette (2011) provided a simple methodology
to estimate variances for datasets that were imputed using such a mixture
of procedures. This methodology has been implemented in the System for
the Estimation of Variance due to Nonresponse and Imputation (SEVANI)
developed at Statistics Canada; see Beaumont et al. (2010).

Yung and Rao (2000) looked at jackknife variance estimation in the pres-
ence of missing values for both the post-strati�ed and the GREG estima-
tor. They were able to develop consistent jackknife variance estimators under
weighting adjustments for unit nonresponse and under weighted mean and
hot deck stochastic imputation procedures for item nonresponse. Following
Yung and Rao (1996), they also derived corresponding jackknife linearization
variance estimators.

2.6 Data Analysis

Up to the 1970s, survey research was mainly focused on the estimation of
simple descriptive parameters of a �nite population such as population totals,
population means and ratios of two population totals. In this context, the
quality of estimators of descriptive parameters is often assessed by estimating
their sampling variance, as discussed in Section 2.5.

After the seventies, survey analysts became more interested in studying re-
lationships between variables by postulating models, such as regression mod-
els which relate a variable of interest y to one or more explanatory variables
x1; : : : ; xp. In this case, the parameters to be estimated are no longer descrip-
tive parameters, but model parameters, sometimes called analytical parame-
ters. In the regression example, these parameters would be the regression co-
e�cients and correlations between variables. Analysts are usually interested
in drawing conclusions about the unknown model parameters using sample
survey data; i.e., they are interested in making inferences.

Throughout this chapter we have mentioned the variability due to the se-
lection of a sample from the �nite population. When making inferences about
model parameters, an additional source of variability, namely the variability
due to the model, must be considered. Rubin-Bleuer and Schiopu-Kratina
(2005) developed a formal theoretical framework for inferences about model
parameters in the joint model-design space. If the overall sampling fraction
is small, i.e., if the size of the sample is small compared to the size of the
population, the model variability can often be neglected; see, e.g., Binder and
Roberts (2003). This simpli�es variance estimation. For instance, we can use
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the linearization technique of Binder (1983) or replication techniques that ac-
count for the sampling design. However, it is not always appropriate to ignore
the model variability. Methods were developed at Statistics Canada to handle
this issue. Demnati and Rao (2010) extended their linearization method to ac-
count for the model variability while Beaumont and Charest (2012) extended
the generalized bootstrap.

Often, survey analysts are interested in testing di�erent types of hypothe-
ses about model parameters. For instance, it may be of interest to test whether
education is related to the propensity to leave low-income status. There are
numerous procedures that can be used to test hypotheses in classical statistics.
For survey data, these procedures need some adaptation to account for the
sampling design. An early example of this is Fellegi (1980), who adapted such
a procedure. After this, Statistics Canada statisticians, often in collabora-
tion with university researchers, made numerous contributions to the analysis
of survey data; see Hidiroglou and Rao (1987), Roberts et al. (1987), and
Roberts et al. (2009). Beaumont and Bocci (2009) developed bootstrap tests
of hypotheses that can be obtained by replicating a standard test statistic
several times.

2.7 Time Series

The information published by Statistics Canada is often in the form of time
series, i.e., as a sequence of estimates available for a speci�c period and ordered
in time. Over the years, Statistics Canada has contributed to the development
of many methods related to the dissemination and analysis of time series data.
Two areas are particularly worth emphasizing: seasonal adjustment and trend-
cycle estimation as well as benchmarking and reconciliation methods.

2.7.1 Seasonal Adjustment and Trend-Cycle Estimation
Method

Seasonal adjustment is the process used to identify, estimate and, when appro-
priate, remove seasonal and/or calendar e�ects from a time series. These are
the repetitive patterns that normally occur at the same time and in about the
same magnitude every year. For example, construction activity slows down
every winter and students seek summer jobs at about the same time every
year. These patterns yield little information on the underlying socio-economic
situation and make the data more di�cult to interpret. As such, most key eco-
nomic indicators published by national statistical organizations are seasonally
adjusted, i.e., the seasonal e�ects are removed. Some of the most popular sta-
tistical methods used to perform seasonal adjustment are based on the X{11
variant of the Census Method II Seasonal Adjustment program. This method
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was thoroughly reviewed and documented in Ladiray and Quenneville (2001),
a book mostly written at Statistics Canada as part of an exchange with the
\Institut national de la statistique et des �etudes �economiques" (INSEE). The
book quickly became an important reference for government agencies, macroe-
conomists and other users of economic data.

While the core X{11 method itself was developed at the US Census Bureau
in the 1950s and 1960s, it underwent many enhancements and extensions over
the years. A major one was proposed by Dagum in the mid-1970s and concerns
the use of so-called ARIMA time series models in combination with the X{11
method, as described in Dagum (1978). To estimate the seasonal component
of a data series at any given point in time, statisticians use moving averages
on previous, current and future observations. Because information on future
observations is not available, seasonal adjustment can be conducted using only
previous and current values, and asymmetric moving averages. Dagum showed
that the asymmetric approach yields higher revisions than using a forecasted
value with symmetric �lters (Dagum, 1982). Under her leadership, the X{11{
ARIMA method (Dagum, 1980) was developed at Statistics Canada. Various
other enhancements such as extra diagnostics and treatment of calendar ef-
fects were included in subsequent years (Dagum, 1988, 2000). The idea of
using ARIMA forecasts in combination with the X{11 method is still in use
and available today with newer methods (X{12{ARIMA and X{13{ARIMA{
Seats). Dagum (1996) also established a method to further extract the eco-
nomic signal from a seasonally adjusted series. This method helps identify
turning points in the economic signal by minimizing unwanted ripples (false
turning points) and revisions.

2.7.2 Benchmarking and Reconciliation Methods

When they deal with time series, statistical agencies also face various coher-
ence issues. For example, statistical programs often have two sources of data
measuring the same target variable: (i) a more frequent measurement (e.g.,
monthly) with an emphasis on accurate estimation of the period-to-period
movement; and (ii) a less frequent measurement (e.g., annually) with an em-
phasis on accurate estimation of the level. These two sources are not always
perfectly aligned. Benchmarking refers to techniques used to ensure coher-
ence between time series data of the same target variable measured at di�er-
ent frequencies, for example, monthly and annually. It entails imposing the
level of the benchmark series while minimizing the revisions to the observed
movement in the sub-annual series as much as possible. Statistics Canada
has been developing and adapting methods to solve this problem for many
years. An important contribution came from Cholette (1984) who modi�ed
a well-known procedure from Denton (1971) to better take into considera-
tion assumptions about the �rst terms of the series. Techniques for related
issues such as non-binding benchmarking, interpolation, temporal distribu-
tion, calendarization, linkage and reconciliation were developed at Statistics
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Canada and documented through the years (Dagum and Cholette, 2006). The
methods have also been implemented as SAS procedures in a generalized sys-
tem initially called Forillon (now G-series) (Latendresse et al., 2006; B�erub�e
and Fortier, 2009). More recently, research and development has continued on
topics such as calendarization | an advanced application of benchmarking
techniques used to transform values from a time series observed over vary-
ing time intervals into values that cover calendar intervals such as day, week,
month, quarter and year (Quenneville et al., 2013).

2.8 Conclusion

Survey statisticians have played an important role in ful�lling Statistics
Canada’s mandate to provide information to Canadians on the economy and
society. In the process, they have made signi�cant contributions to statistical
methodology in a wide variety of areas, as outlined in this chapter. As society
evolves, and in particular, as technological change continually a�ects the ways
in which a statistical agency can interact with citizens, new challenges present
themselves. We can expect statisticians to continue to play an important role
in dealing with these challenges. For example, Statistics Canada is in the
process of adopting the Internet response option for most of its surveys, fol-
lowing its successful use in the 2011 Census of Population. Giving Canadians
this alternative to traditional response modes (telephone, personal visit, paper
questionnaire) is both logical and inevitable, but it leads to methodological
issues that need to be addressed.

Other examples where statisticians will continue to play an important role
include dealing with decreasing response rates, meeting the increasing demand
for estimates for small domains by developing methods for producing such
estimates, and making more e�ective use of other sources of data such as tax
data and administrative data, all while respecting privacy and con�dentiality.
It is also likely that massive administrative databases (often referred to as
\big data") will start to play a bigger role in the statistical process. Ensuring
that such data are used appropriately for o�cial statistics will be another
challenge for Statistics Canada’s statisticians. With its well-established survey
methodology program, Statistics Canada has the strengths needed to meet
these challenges. As in the past, we can expect new developments that will
bene�t not only Statistics Canada, but the statistics community around the
world as well.
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Watching Children Grow Taught Us All
We Know

James O. Ramsay

McGill University, Montr�eal, QC
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A statistician, like Alfred Hitchcock, aims to reveal the shocking in seemingly
ordinary data. His or her technology is a large variety of mathematical models,
powerful computational devices and a wide selection of data display methods.
But in the end, great statistics require great data; meaning information that
many people care deeply about, that has a structure that is genuinely infor-
mative, and in a quantity that provides answers with useful precision. Data
on growth of children works on all three counts; and in this chapter a Cana-
dian statistician and a German pediatrician/auxologist team up to surprise
the reader and record our own discoveries along the way.

3.1 Introduction

It is often not the reader of statistical analyses who gets the �rst shocks. The
statistician arrives at the construction site, opens his toolbox, and discovers
that there is nothing there that precisely meets the requirements of the job.
This collision between science and data is where much of the evolution in the
discipline of statistics happens, and we highlight a number of challenges that
we encountered in our work together. It was unexpected that the study of
human growth would require so many new ideas and approaches. These are
now bundled into the larger enterprise of functional data analysis, which is
methodology for the analysis of data distributed over continua such as time
and space.

What, then, are functional data? The left panel of Figure 3.1 illustrates
much of the answer. The data, from Hermanussen et al. (1998), are measure-
ments, accurate to a tenth of a millimeter, of the length of a baby’s lower leg
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FIGURE 3.1: The left panel contains the measurements of lower leg length for
a baby on its �rst forty days, along with a smooth monotonic curve estimated
from these data. The right panel displays the �rst derivative or height velocity
for the �tted curve.

over its �rst 40 days, the lower leg length being around eleven centimeters at
birth. The plot also contains a smooth curve that approximates each point.
Of course we have many babies available for measurement, and so we can
think of these data as representative of a reasonably large sample of growth
curves. We were amazed by the pulse-like nature of growth, with changes over
a single day of two or more millimeters, or about three percent. These pulses
are separated by three or four days of negligible growth, which seems essen-
tial since a sustained 3% per day growth would produce in a year a lower leg
length of over three kilometers! If this were a heating system, we’d look for
the thermostat that shuts the furnace down to prevent overheating.

The right panel of Figure 3.1 presents the �rst derivative of the curve
in the left panel, which we will call velocity. There we see eight complete
growth peaks, suggesting a growth spurt roughly every �ve days. There is
some suggestion that later peaks tend to be smaller, broader, and spaced
farther apart.

Functional data analysis is the exploration of variation in samples of curves,
most often de�ned over time, but also over space, wavelength, and other con-
tinua. The data themselves are seldom continuous, but we assume that they
are su�ciently accurate and su�ciently densely sampled that a curve �t to
them can be considered to have an error that is small relative to the inter-
curve variation that we wish to study. Functional data analysis has a short but
vigorous history. The �rst paper to use the term was by Ramsay and Dalzell
(1991). The �eld was de�ned more completely in the monographs by Ramsay
and Silverman (1997), Ramsay and Silverman (1997, 2005) and Ramsay et al.
(2009).
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3.2 Modeling Growth

Since data, like our lower leg lengths, do not conform to any obvious mathe-
matical model, we need a 
exible strategy for expressing an arbitrary curve in
mathematical notation to any desired accuracy. The oldest and still the most
useful approach is to express a function x(t) as a blend of known functions
�k(t), called basis functions. That is, x(t) is expressed as the linear combina-
tion

x(t) =

KX
k=1

ck�k(t): (3.1)

By manipulating and estimating the coe�cients ck, and making K large
enough, we hope to �t data as well as we wish. A function family very much
in vogue for this purpose are splines, constructed by joining polynomials to-
gether at �xed locations called knots, in such a way as to ensure a smooth
transition over a knot from one polynomial to another. The more knots there
are over the interval of approximation (the �rst 40 days in this example), the
more 
exible the �t to the data.

But here’s the �rst nasty surprise. We expect growth to be positive, so
we need a curve that is monotone, or everywhere at least non-decreasing.
Series expansions like (3.1) don’t do this well; if they �t the data closely, they
will almost surely violate monotonicity. Or, to put the problem another way,
monotonicity is a powerful but demanding constraint on a function’s shape,
and the science of human growth, auxology, requires that growth models have
this feature.

Growth, as we have said, is all about change in a data-�tting curve x,
and we keep our notation clean by using v(t) (for velocity) rather than dx=dt.
Now since v is required for our purposes to be everywhere positive, it can be
expressed as the exponential of an unconstrained function W , i.e.,

v(t) = eW (t) or W (t) = log v(t): (3.2)

This is a di�erential equation in x, and the solutions to the equation can be
expressed as

x(t) = C0 +

Z t

0

eW (v)dv; (3.3)

where C0 is a constant indicating the lower limb length of the baby at birth.
We have now expressed two constrained functions, x and v, in terms of an un-
constrained function W , and this function in turn can be expressed in terms
of a basis function series. Moreover, this is a universal expression for a strictly
monotonic di�erentiable function. Ramsay (1998) �rst articulated this ap-
proach, and provided fast and reasonably accurate numerical methods for
computing values of x.



50 Watching Children Grow Taught Us All We Know

3.3 Phase/Plane Plots of Derivative Interactions

Conventional plots like those in Figure 3.1 display what we see at the level of
the data or a single derivative, but don’t convey much information about how
the function and one or more of its derivatives interact. In part, this limitation
arises because one of the axes is used to display variation over something
that we already understand, namely clock time. A good graph highlights the
informative but downplays the obvious. Can we rise to this second challenge
by replacing time by something more revealing?

The capacity to accurately estimate, inspect and model features of func-
tions like their slope and curvature is the aspect of functional data analysis
that most separates it from multivariate data analyses of the raw discrete
data. The concept of energy, de�ned in physics as the capacity to do work,
leaps to our attention in Figure 3.1 and seems natural in a context where
growth represents work done in terms of adding to a baby’s mass and size. A
baby adds to its energy pool by ingesting nutrients in order to compensate for
energy lost through growth.

We now want to consider acceleration in lower leg length, denoted here
as a(t) = d2x=dt2, as o�ering further information on growth. The following
equation o�ers a useful breakdown of what produces a change v(t2)� v(t1) in
velocity over two times t2 > t1:

v(t2)� v(t1) = w(t1)v(t1)(t2 � t1):

That is, a change in velocity is proportional to (i) the current velocity (usually
the bigger the velocity, the bigger the change) and (ii) the time di�erence (the
bigger this di�erence, the bigger the potential change). The instantaneous
constant of proportionality is w(t), which may be positive, negative or zero,
but will most likely vary with t. Dividing both sides by the time di�erence
and allowing this di�erence to go to zero leads to

a(t) = w(t)v(t): (3.4)

This is a �rst order di�erential equation in velocity v(t), the solutions to which
are of the form (3.2), where W (t) in (3.3) is given, for some constant C1, by

W (t) = C1 +

Z t

0

w(z)dz:

Figure 3.2 shows how velocity and acceleration are coupled together over
these forty days by plotting acceleration as a function of velocity. Each peak
appears as a balloon shape with the mouthpiece at point (0; 0) where both
velocity and acceleration vanish. On the up-side of each peak, both the accel-
eration and velocity are positive, whereas the down-side has negative acceler-
ation. The symmetry of each peak shows up as symmetry of these balloons
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FIGURE 3.2: The second derivative or height acceleration for the baby plotted
against height velocity. This is called a phase/plane plot. The numbers to the
right of each loop are the day of the corresponding peak velocity in the right
panel of Figure 3.1.

about a horizontal zero axis. The \power" of a peak, or work done per unit
time, corresponds roughly to the area of the corresponding balloon. The two
thinnest loops correspond to the last two peaks, which seem here as well as in
Figure 3.1 to have less power. Time now plays the much humbler role of sepa-
rating one balloon from another. We use the term phase/plane plot, borrowed
from dynamic systems jargon, for a plot of one derivative against another.

How long does the bursty nature of growth that we see in Figures 3.1 and
3.2 persist? Thalange et al. (1996) report daily data on the growth of a ten-
year old boy, and we estimate from their data the same phase/plane diagram
shape as Figure 3.2, except that the velocity peaks reach only .5 mm/day, the

acceleration swings through �:05 mm=day
2
, and the peaks are about 100 days

apart. It is remarkable that velocities between the peaks are no more than
a tenth of the peak heights. Applications like these of functional statistical
methods have led auxologists to some profound rethinking about the nature
of human growth.

Let’s see what the phase/plane plot brings to the study of growth over the
entire �rst 18 years of a child’s life. The left panel of Figure 3.3 shows the
heights of ten girls in the Berkeley growth study (Tuddenham and Snyder,
1954) along with strictly monotone �tting curves, and the right panel displays
the corresponding height velocities. Notice the pubertal growth spurt, which
is a peak in velocity for each girl at times varying around about 12 years.
Figure 3.4 presents the acceleration curves. Data like these in Figure 3.3 are
typical of older growth studies, including the Fels (Roche, 1992) and Z�urich
(Falkner, 1960) studies, where the focus was on long-term skeletal growth, and
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FIGURE 3.3: The left panel shows the height measurements and �tted curves
for the �rst ten girls in the Berkeley growth data. The right panel displays
the corresponding height velocity functions.

it was not considered necessary to measure heights any more frequently than
twice a year. We now know better.

Figure 3.5 plots acceleration a(t) against velocity v(t) for each girl. Now we
see that there are three distinct phases to long-term growth. The �rst, starting
from the lower right of the �gure, shows a nearly linear relation between
acceleration and velocity such as would be exhibited by an exponential decay
process, and that is precisely what we see in the left panel of Figure 3.3
where velocity decreases exponentially up to the age at which the pubertal
growth spurt (PGS) begins. The second phase, which begins quite abruptly
for some girls, consists of a loop spanning the pubertal growth spurt, quite
similar in shape to the balloon in the baby’s phase/plane plot. In this case,
however, there is no (0; 0) point in the loop, but rather the loops center on
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FIGURE 3.4: The height acceleration functions for the �rst ten girls in the
Berkeley growth data. The dashed line indicates the mean of these curves.
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FIGURE 3.5: A phase/plane plot of the �tted curves for the �rst ten girls in
the Berkeley growth data. The circle on each curve indicates the mean center
of the pubertal growth spurt, 11.7 years.

a velocity of about seven cm/year and zero acceleration. Finally, there is the
half-balloon phase in which both velocity and acceleration decay to zero as
the girl approaches her adult height. Of course, we now know that all this is
too simple, since right up to puberty there are distinct cycles between high
and low intensity growth. The PGS is only the �nal growth blowout, after
which energy is diverted to, among other things, reproductive behavior.

We will say more about this interesting plot in the next section, but already
we can conclude that plots of one derivative against another can highlight a
lot of information that might escape our attention in ordinary data plots. In
e�ect, a phase/plane plot is a graphical analog of a di�erential equation like
(3.4), where a higher order derivative is expressed as a function of lower order
derivatives and the function itself.

3.4 Identi�cation and Analysis of Phase or Tempo Vari-
ation

The PGS is an example of what we call a feature in a curve, typically seen
as a peak, valley or crossing of a �xed threshold. In Figure 3.5 we have put
a small circle on each curve at the average PGS age, 11.7 years; girls having
an early PGS will, at 11.7 clock years, be already in the �nal wind-up phase
of growth in the left portion of their curves, while girls with late PGS’s will
have the small circle in the right lead-up portion prior to the loop. We see
two types of variation across curves: in intensity or size of features, called
amplitude variation, and in timing of the feature, called phase variation in
classical mathematics. Because \phase" carries such a heavy semantic burden
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in the mathematical sciences, we rather like borrowing the term \tempo" from
music for the idea of time as an elastic medium.

The drastic consequences for statistical methodology of mixing tempo and
amplitude variation were not obvious to Ramsay and Silverman (1997, 2005)
when they began their work. These consequences are nicely illustrated by the
dashed line in Figure 3.4, which displays the cross-sectional mean of the ten
acceleration curves. The mean, which is supposed to capture typical behavior
in data, fails miserably here. The amplitude of the mean PGS acceleration
is less than that of any observed curve, and the duration of the PGS shown
in the mean as peak-to-valley time substantially exceeds the four years that
most girls actually take.

One can presume that, if the mean doesn’t work, not much else in classical
statistics will either. Such is the case; standard deviation functions, correlation
surfaces and other summaries are distorted by tempo variation, and data
exploration tools such as principal components analysis show that even a
small amount of tempo variation in the data in
ates the number of modes
of important variation detected. An approach to quantifying the amount of
tempo variation developed by Kneip and Ramsay (2008) estimates that over
50% of the variation in the Berkeley growth data is in tempo, and similar
percentages have been reported for the Fels and Z�urich data. Moreover, one
sees tempo variation in almost all sets of functional data; for example, about
35% of seasonal variation in temperature is due to tempo, which is mostly
attributable to the early or late arrival of winter.

Our third challenge, then, was to discover either how to simultaneously
estimate tempo and amplitude variation, or to �rst estimate tempo variation
and then remove it from the data so as to leave pure amplitude variation. We
called the process curve registration. Conceptually, at least in the growth con-
text, tempo variation is due to growth evolving at di�erent rates for di�erent
girls. This is to say that there is a physiological or growth time associated
with each girl’s growth relative to which the PGS is always centered on 11.7
growth years; and growth time and clock time are nonlinearly related. We
denote this relationship as \clock time = hi(growth time)" for the ith girl,
and we call function hi that girl’s time-warping function. Each function h is,
of course, strictly monotonic, so that we can consider time, too, as a growth
process, and we can, at least for convenience, add the additional restriction
h(0) = 0 and h(18) = 18.

An elementary tempo estimation method called landmark registration cal-
culates for each girl a smooth transformation of clock time such that trans-
formed feature times all occur at corresponding �xed values. For the growth
curves, the single landmark time is the time at which the acceleration curve
crosses zero with negative slope, and this is visible in all curves, so that land-
mark registration works well and is easy to apply. The left panel of Figure 3.6
shows the warping functions h for each of the ten girls; values above the diago-
nal indicate late growth, and values below this diagonal indicate early growth.
The right panel of Figure 3.6 shows the registered velocities, along with the
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FIGURE 3.6: The left panel contains the warping functions h(t) transforming
clock time into growth time for the �rst ten girls in the Berkeley growth
data. Warping functions above the dashed diagonal line correspond to late
growth, and those below correspond to early growth. The right panel shows
the registered velocity functions for the �rst ten girls in the Berkeley growth
data. The dashed line indicates the mean of these velocity curves.

mean of these velocities. These curves represent pure amplitude variation, and
now we see that the mean does a nice job of summarizing the data.

However, because landmarks are not always distinct, and registering all
features to a �xed time can seem arti�cial, more powerful continuous regis-
tration methods have been developed by an ever-increasing number of statis-
ticians beyond what is detailed in Ramsay and Li (1998) and Ramsay and
Silverman (2005). Indeed, the mathematical analysis of tempo and amplitude
variation is now taking us deeply into di�erential geometry, and it appears
that there is much yet to learn about this fascinating problem.

Once amplitude and tempo variation are separated, it is natural ask if
there are any patterns in their joint variation. In both Figure 3.4 and Fig-
ure 3.5 we notice that early PGS’s tend to be intense, as re
ected in the
large swing between positive and negative acceleration and the larger loops
in the phase/plane plot. Conversely, late PGS’s are usually mild. This makes
sense from the standpoint of growth energy: girls with early PGS’s need large
growth power during puberty in order to compensate for the extra years of
growth that late puberty girls enjoy, and as a consequence adult height does
not depend very much on the timing of the PGS.
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3.5 Conclusion

The fundamental theme in this chapter is the power of di�erential equations
for modeling functional data. The importance of di�erential equations as mod-
els for data has led to new approaches to the estimation of the parameters that
de�ne these equations Ramsay et al. (2007). Growth data have inspired much
of the functional data analysis enterprise, but many other data contexts could
have served the purpose of motivating dynamic systems models in statistics
just as well. Ramsay and Silverman (2005), Ferraty and Romain (2011) and
many more current publications promise a new era of partnerships between
statisticians and the rapidly increasing number of researchers working with
functional data.
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As scientists, looking for relationships between variables is an essential part
of our e�orts to understand the world, identify the causes of illnesses, assess
climate change, predict economic cycles or guard against catastrophic events
such as tsunamis or �nancial crises. Statistical models are often used for this
purpose. To many scientists and engineers, this is synonymous with correlation
and regression because these techniques are typically the �rst, if not the only
ones, to which they were exposed. However, thanks in part to the work of
Canadian statisticians, we now know that there is much more to dependence
than correlation, regression, and the omnipresent \bell-shaped curve" of basic
statistics textbooks. As we will demonstrate in this chapter, those who are
oblivious to new tools may miss important messages hidden in their data.

4.1 Beyond the Normal Brave Old World

It is often said that a little knowledge is a dangerous thing, and so it is
with those who believe that the Normal law, or \bell-shaped curve," is the
appropriate model for just about every phenomenon measured on a continuous
scale. In reality, many variables of interest just aren’t Normally distributed,
whatever scale you use. This is typically the case for �nancial losses, insurance
claims, precipitation amounts and the height of storm surges, among others.
The problem is even more pervasive when several variables are involved.

For example, McNeil (1997) analyzed losses above one million Danish kro-
ner arising from �re claims made to the Copenhagen Re insurance company
between 1980 and 1990. Each of them, adjusted for in
ation, can be divided
into a claim amount for damage to buildings (X), loss of contents (Y ), and
loss of pro�ts (Z). For simplicity, let’s focus on the 517 cases in which these
three amounts were non-zero. Because some losses are very large, these data
are best displayed on the logarithmic scale. This is done in Figure 4.1, where
the best �tting Normal bell-shaped curve is superposed on the histogram of
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losses of each type. A data analyst who is satis�ed with the �t would conclude
that the distributions of X, Y , Z are well approximated by the \Log-Normal
distribution," i.e., a bell-shaped curve on the logarithmic scale. The use of the
logarithmic scale is not just ad hoc in this context; it has been found that the
Log-Normal distribution often provides a good �rst approximation for many
monetary insurance losses.

However, the amounts claimed for damage to buildings, loss of contents and
loss of pro�ts are naturally related because they are generated by the same �re.
More importantly, a severe con
agration is likely to cause substantial damage
on all accounts. When this happens, the insurer may incur large losses. The
dependence between the claim amounts X, Y , Z is thus of paramount interest
to the company. A statistical model that captures the simultaneous variation
of these amounts can be used, among others, to determine su�cient capital
reserves in order to avoid insolvency.

To assess this dependence, people typically start by looking at the plots of
all pairs of variables. To visualize the relationship between damage to buildings
and loss of contents, for example, we can plot the pairs (logXi; log Yi), where
the subscript refers to �re event #i, so that i = 1; : : : ; 517. The scatterplots
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FIGURE 4.1: Histograms for X, Y , Z after transformation to the logarithmic
scale.
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FIGURE 4.2: Top: pairwise scatterplots for X, Y , Z on the logarithmic scale;
bottom: random sample of the same size from a �tted trivariate Normal law.

corresponding to the three possible pairs are displayed in Figure 4.2. The point
clouds clearly show that the losses are positively associated. This is plausible
because small �res generate smaller losses than big ones do.

Traditionally, this association is summarized by Pearson’s correlation co-
e�cient, which measures how close a point cloud is to a straight line. This
coe�cient always lies between �1 and 1; it equals either of these two values
if the scatterplot is a perfect line. Here, the observed correlations are

corr(logX; log Y ) � :282;

corr(logX; logZ) � :307;

corr(log Y; logZ) � :667:

Thus, on the logarithmic scale, losses of contents (Y ) and pro�ts (Z) are
much more highly correlated with each other than they are with damage to
buildings (X). Because the distributions of log(X), log(Y ) and log(Z) appear
to be Normal, the simplest joint statistical model for these three variables
then consists of assuming that they are jointly Normal. Among others, this
implies that the 3D histograms of all pairs of losses are bell-shaped on the
logarithmic scale. What makes this model especially seductive is that the
relationship among the three losses is then fully explained by the correlation
coe�cients computed above.
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But is such a joint model plausible? To address this question, we simulated
an arti�cial sample of 517 data points from the best �tting trivariate Normal
distribution. The resulting pairwise scatterplots are displayed in the bottom
row of Figure 4.2. The shapes of the point clouds are strikingly di�erent from
those of the original data that appear in the top row of the same �gure. This
suggests that the data are not jointly Normal, a fact that is con�rmed by
formal statistical tests (Cox and Small, 1978). Of course, more sophisticated
transformations might improve the �t, at the cost of interpretability. However,
we shall see that try as we may, no transformation of these data can make
them jointly Normal.

4.2 Dangers of Ignoring Non-Normality

For many years now, statisticians have been pointing out that modelers and
data analysts may miss something important, or worse, reach disastrous con-
clusions, when they assume that the Normal distribution applies universally.
Inadequate protection against insolvency is a case in point. Other examples
include the underestimation of risks associated with 
oods and catastrophic
storms. The paper by Embrechts et al. (2002) and the subsequent book by
McNeil et al. (2005) have been particularly e�ective at delivering this mes-
sage. In spite of this admonition, however, the notions of linear correlation
and Normality are so deeply entrenched that many people remain blind to
their limitations.

First, Pearson’s correlation is merely a number, and as such, it cannot
possibly tell the whole story. In Figure 4.2, each of the three datasets displayed
in the top row has the same correlation as the Normal dataset appearing just
below it, yet their shapes are strikingly di�erent. In particular, there are many
more points in the upper right corner of the real data plots than in the plots
generated from the trivariate Normal model. In other words, the chances of
large losses occurring simultaneously is much higher in reality than the Normal
model would predict. An insurance company that �xes its premiums based on
the Normal paradigm would thus be underestimating the risk of large claims.

Second, linear correlation is not easy to interpret outside of a speci�c
model. People often view it as a measure of association between two variables,
but they do not always realize that it is a�ected by the choice of scale. In
the Danish �re loss data, for instance, the correlations between the original
variables are

corr(X;Y ) � :627; corr(X;Z) � :791; corr(Y;Z) � :617:

These �gures are very di�erent from those computed from the same data
once they have been transformed to the logarithmic scale. While the losses of
contents and pro�ts had the largest correlation on the latter scale, it is the
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FIGURE 4.3: Scatterplot of X and Z on the original scale (left) and after
removing the largest observation (right).

damage to buildings and losses of pro�ts that are the most correlated on the
original scale. Given that corr(X;Z) is large, we might be tempted to think
that the relationship between X and Z is nearly linear. However, the left panel
of Figure 4.3 reveals that this is not at all so. The high correlation between
the two variables is actually driven by a few in
uential points in the upper
right-hand corner of the graph. Yet these points should not be ignored. In
fact, they are exactly the type of event that the insurer wants to anticipate
and guard against! But even if these points are removed, as in the right panel
of Figure 4.3, a linear pattern remains hard to discern.

In e�ect, linear correlation does not make all that much sense beyond the
Normal paradigm. As additional evidence, consider the widespread miscon-
ception that any degree of correlation between �1 and 1 can be achieved. For
instance when two losses are Normally distributed on the logarithmic scale, it
can be shown that the theoretical value of the correlation coe�cient actually
lies between %min and %max, where

%min =
e��1�2 � 1q

(e�
2
1 � 1)(e�

2
2 � 1)

; %max =
e�1�2 � 1q

(e�
2
1 � 1)(e�

2
2 � 1)

:

Here, �1 > 0 and �2 > 0 quantify the variability of the Normal distributions
about their respective means. These so-called standard deviations are also
related to the height of the bell-shaped curves. For the Danish �re loss data,
with �1 and �2 estimated from the sample, the correlations should satisfy
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�:12 � corr(X;Y ) � :63;

�:09 � corr(X;Z) � :52;

�:02 � corr(Y;Z) � :98:

The fact that the observed correlations did not all fall within these bounds
could simply be due to the \luck of the draw" or sampling variation but in
view of the large sample size, it is more likely a sign that the losses are not
Log-Normal after all. Indeed, the presence of very large claims, visible in the
left panel of Figure 4.3, suggests that the individual loss distributions are
heavy-tailed. This suspicion can be con�rmed with a Q{Q plot or the test of
Normality due to American statistician Samuel Shapiro and Canadian Martin
Wilk (Shapiro and Wilk, 1965). If the loss distributions are really heavy-tailed,
the sample linear correlation coe�cient is trying to estimate a quantity that
may not even be de�ned theoretically. The observed correlations would then
be meaningless!

4.3 Copulas to the Rescue

When dealing with non-Normal data, it is crucial to think beyond correlation,
linear regression, and joint Normality. An interesting concept that makes it
possible to study dependence in broader terms was proposed by the Ameri-
can mathematician Abe Sklar in response to a question posed by his French
colleague Maurice Fr�echet.

4.3.1 Fr�echet’s Problem

Cast in the simplest possible terms, Fr�echet’s problem is the following. Sup-
pose that X and Y are two �re claim amounts, say, for which we know how
to compute the probabilities Pr(X � x) and Pr(Y � y) for any values x and
y. Viewed as functions of x and y, the probabilities F (x) = Pr(X � x) and
G(y) = Pr(Y � y) are called the marginal distribution functions, or margins,
of X and Y . The question is then how to construct a model for the prob-
ability of the events X � x and Y � y occurring simultaneously, denoted
Pr(X � x and Y � y), while ensuring that X has distribution F and Y has
distribution G.

Sklar’s solution can in fact be traced back to work done in the 1940s by
Wassily Hoe�ding, a statistician of Danish origin. The idea is to write

Pr(X � x and Y � y) = CfPr(X � x);Pr(Y � y)g; (4.1)

where C is a speci�c function of two variables called a copula. The purpose
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of a copula is to \glue together the margins" or \couple the individual prob-
abilities" (hence the Latin term \copula") in order to generate dependence
between the variables. Any copula can be expressed as

C(u; v) = Pr(U � u and V � v) (4.2)

in terms of variables U and V that are uniformly distributed on the interval
[0; 1], meaning that they are equally likely to lie anywhere between 0 and 1.

While regression imposes a linear relationship between the variables (after
transformations), Sklar’s formula provides complete 
exibility in capturing
the relation between X and Y because any copula C can be combined with
any margins F and G to construct a valid joint model for the pair (X;Y ).
Conversely, any joint model for a pair (X;Y ) can be expressed in terms of its
margins and some copula C. This is \the joy of copulas" (Genest and MacKay,
1986a,b).

4.3.2 Measuring Association

Sklar (1959) showed that the copula C of a pair (X;Y ) is unique when the
variables are measured on a continuous scale. It then contains all the relevant
information about the dependence between X and Y . Thus it makes sense to
measure their association using C or, equivalently, in terms of the uniform
variables U and V appearing in formula (4.2). These variables, which satisfy
the relations U = F (X) and V = G(Y ), govern the dependence between X
and Y .

Surprisingly, the fact that association should be measured in terms of U
and V , rather than X and Y , was recognized as early as 1904 by the British
psychologist Charles Spearman. His measure of association, now termed
Spearman’s rank correlation coe�cient (Spearman, 1904), turns out to be
the sample analog of Pearson’s linear correlation between U and V . It can be
computed from C alone from a formula involving a double integral, viz.

%(X;Y ) = corr(U; V ) = �3 + 12

Z 1

0

Z 1

0

C(u; v)dvdu:

Similarly, the di�erence between the proportions of \concordant" and \dis-
cordant" pairs of observations popularized by the British statistician Maurice
Kendall is a sample analog of another copula-based quantity called Kendall’s
tau (Kendall, 1938). [Two observations (X1; Y1) and (X2; Y2) are called concor-
dant if the ranking of X1 and X2 is the same as that for Y1 and Y2; otherwise,
the observations are said to be discordant.] As mentioned earlier, working on
the uniform scale was also favored by Hoe�ding in his seminal dissertation
(Hoe�ding, 1940).

The fundamental role of copulas in measuring association was crystallized
in the work of Schweizer and Wol� (1981), who highlighted the fact that cop-
ulas are invariant with respect to increasing transformations of the variables,
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and hence scale-free. In the context of the Danish �re loss data, for instance,
this means that the pairs (X;Y ) and (log(X); log(Y )) share the same copula.
As a consequence of this fact, Spearman’s rho, Kendall’s tau and other mea-
sures of dependence based on copulas yield the same values whether they are
computed from the original data or after transforming them while preserving
their order. In all cases, the sample values of Spearman’s rho and Kendall’s
tau are

%(X;Y ) � :19; %(X;Z) � :29; %(Y;Z) � :64;

�(X;Y ) � :12; �(X;Z) � :2; �(Y; Z) � :46:

By focusing on the copula, what we have achieved is a complete separation
of the dependence pattern of the variables from their individual behavior. This
has several advantages. For example, both Spearman’s rho and Kendall’s tau
can now reach all possible values between �1 and 1; the bounds are attained
if one variable is a monotone (but not necessarily linear) function of the other.

Moreover, there are many other aspects of dependence that can be studied
by looking at the copula. For example, UBC professor Harry Joe (Joe, 1997)
used copulas to construct a coe�cient �(X;Y ) which quanti�es the tendency
of variables X and Y to take large values simultaneously. His upper-tail co-
e�cient, which varies between 0 (no tail dependence) and 1 (comonotonic
dependence), is especially relevant for measuring the riskiness of a �nancial
position. In the �re loss data, for example, tail dependence turns out be quite
strong, viz.

�(X;Y ) � :56; �(X;Z) � :5; �(Y; Z) � :68:

This nicely echoes the simultaneous presence of large values of X, Y , Z which
is clearly visible in the plots in the top row of Figure 4.2, and in Figure 4.3.

Given the complexity of relationships between variables, dependence can
be quanti�ed in more sophisticated ways than merely through one-number
summaries. Originating in the work of Erich Lehmann, a professor of statis-
tics at the University of California at Berkeley, many dependence concepts and
orderings have been proposed (Lehmann, 1966; M�uller and Stoyan, 2002) and
much of this methodology is still under development. Many Canadian statisti-
cians have contributed to this line of research, including Philippe Cap�era�a and
Louis-Paul Rivest at Universit�e Laval and Mhamed Mes�oui in Trois-Rivi�eres.
Many actuarial implications of these results have also been considered, notably
by H�el�ene Cossette and �Etienne Marceau, also at Laval (Denuit et al., 2005).

4.3.3 Stress Testing

When the individual behavior of risks is well understood but the way in which
they interact is uncertain, Sklar’s formula is the ideal tool to explore the
impact of various dependence scenarios on quantities of interest.
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FIGURE 4.4: Top: scatterplots of random samples of size 517 from the Clayton
(left), Gumbel (middle) and Student t4 copulas (right); bottom: corresponding
samples with �tted Normal margins.

For example, suppose that the losses of contents (Y ) and pro�ts (Z) are
indeed Log-Normal. By calibrating these distributions to the data at hand,
we can compute Pr(Y � y) and Pr(Z � z) for any real numbers y and z. By
varying C in expression (4.1), we can then generate a host of models that can
be used to investigate, say, the distribution of the total loss of contents and
pro�ts, Y + Z.

To illustrate, consider the Clayton, Gumbel, and Student t4 copulas. These
are merely three common choices among the wealth of copula families listed
in the popular 1999 book An Introduction to Copulas by the American math-
ematician Roger Nelsen. The word \family" is used here because copulas typ-
ically involve a constant �, called a parameter, that can be used to adjust the
degree of dependence. For example, the copula de�ned, for all u; v 2 (0; 1), by

C(u; v) = (u�� + v�� � 1)�1=� (4.3)

is the Clayton copula with parameter � > 0. The theoretical value of Kendall’s
tau for this model is � = �=(� + 2), which increases from 0 to 1 as � !1.

Displayed in Figure 4.4 are simulated samples of size 517 from the models
corresponding to a Clayton (left), Gumbel (middle) or t4 (right) copula. The
top row displays samples from the copulas themselves; their parameters were
calibrated so that Kendall’s tau is the same as in the data. For example, to
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adjust the Clayton copula to the pair (Y; Z), we solved the equation �=(�+2) =
:46, leading to � = 1:7. The very same samples were then transformed so as to
reproduce the marginal behavior of Y and Z. To generate a pair from (X;Y ),
one generates a pair (U; V ) = (u; v) from the chosen copula and then one
�nds the values of x and y for which F (x) = u and G(y) = v; this is done by
numerical inversion. One then sets X = x and Y = y.

The result of this transformation is shown on the logarithmic scale in the
bottom row of Figure 4.4. The shape of the point clouds makes it abundantly
clear that di�erent copulas can induce very di�erent dependence patterns. The
same conclusion applies when the models are used to compute probabilities or
make predictions. This is illustrated in two di�erent ways in Tables 4.1{4.2.

Table 4.1 reports estimates of the probability that the total loss of contents
and pro�ts, Y +Z, exceeds either 50 or 100 million (M) Danish kroner. All the
estimates are based on the same marginal distributions; only the copula varies.
In addition to the Clayton, Gumbel and Student t4 copulas, we included the
Normal copula which corresponds to the joint Normal model. The estimates
were obtained by simulating one million pairs from each of these models. As
one can see, the probability that Y + Z > 50M varies by a factor of about
1:75 between the most (Clayton) and the least (Gumbel) optimistic scenario.
This factor grows to 2:18 for the probability that the total loss exceeds 100M.

At a �rst glance, the probabilities reported in Table 4.1 may seem very
small and the di�erences between them appear to be inconsequential. Nev-
ertheless, these di�erences can have a substantial impact on the �nancial re-
serves that regulators require the insurance companies to keep in order to
cover potentially large claims. A quantity that often enters the calculations of
such reserves is the Value-at-Risk, commonly abbreviated VaR. In statistical
terms, the VaR at level � is the upper �th percentile of the loss distribution
or, in other words, the \maximum loss which is not exceeded with probability
�"; see Section 2.2.2 of McNeil et al. (2005) for further details and discussion.

Typically, the VaR is computed at � = :99 or even :999. Table 4.2 re-
ports the VaR (in millions of Danish kroner) at both levels when Log-Normal
marginal loss distributions are linked by di�erent copulas. While the VaR es-
timates are quite close at the level :99, they vary much more when � = :999.
These di�erences show how important is the choice of dependence structure.

TABLE 4.1: Estimates of the probability of a total loss of contents and pro�ts
(Y + Z) based on four di�erent copulas and Log-Normal margins.

Copula
Clayton Normal Student t4 Gumbel

103 � Pr(Y + Z > 50M) 1.3 1.8 2.0 2.3
103 � Pr(Y + Z > 100M) .22 .3 .37 .48
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TABLE 4.2: Estimates of the Value-at-Risk for the total loss of contents and
pro�ts (Y + Z) based on four di�erent copulas and Log-Normal margins.

Copula
Clayton Normal Student t4 Gumbel

VaR at � = :99 21.44 23.07 23.61 24.21
VaR at � = :999 55.05 63.42 68.75 71.69

Imagine, for instance, that a �nancial reserve is determined from the VaR at
level :999 using a Clayton copula. If the true dependence structure happens
to be Gumbel, the reserve would then be underestimated by over 16M Danish
kroner, or nearly 3M Canadian dollars!

Needless to say, errors of judgment in the choice of margins can also lead
to serious underestimation of the VaR or other measures of risk at such high
levels. In the Danish �re loss example, there is evidence that the upper tails
of the marginal distributions are much heavier than those of the Log-Normal
distribution. If this were taken into account, the resulting VaR estimates would
be quite a bit higher. More details and additional illustrations can be found
in McNeil et al. (2005); see also Chapter 15 by Bruno R�emillard.

4.3.4 Validate, Validate, Validate!

The �nancial crisis of 2008 is arguably the most famous case of risk underes-
timation due to an inappropriate choice of copula and marginal distributions.
It was described by the English journalist Felix Salmon in an award winning
article entitled \Recipe for disaster: The formula that killed Wall Street."
Originally published online (Wired Magazine: 17.03) and later reproduced in
print (Salmon, 2012), the article recounts how quants (i.e., quantitative ana-
lysts from the �nancial sector) underestimated a joint probability of default by
assuming that loans in di�erent pools, say A and B, were linked by a Normal
copula. In his article, Salmon cites

Pr(TA < 1; TB < 1) = �2[��1fFA(1)g;��1fFB(1)g; 
]:

as the formula that was \instrumental in causing the unfathomable losses that
brought the world �nancial system to its knees." This formula simply states
that the probability of observing loan defaults in pools A and B within one
year is given by a distribution of the form (4.1) in which the margins are
denoted FA and FB rather than F and G, and

C(u; v) = �2f��1(u);��1(v); 
g

is the Normal (or Gaussian) copula of the bivariate Normal distribution �2

with standard Normal margins � and Pearson’s correlation 
.
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David X. Li, a quant of Chinese origin, proposed this model (Li, 2000).
While he and his formula were repeatedly blamed for bringing on the �nancial
crisis, this is clearly an oversimpli�cation, though it makes a good story with
a Canadian twist, given that Li did his graduate work at Laval and Waterloo.
In e�ect, Li himself was aware of the limitations of his model (Meissner, 2008,
p. 71), but this did not prevent the bankers from using it extensively. They
failed to realize that it led to an underestimation of the risk of joint defaults
because it has no tail dependence (i.e., Joe’s coe�cient is 0).

Compounded with the fact that in �nancial markets, dependence often
changes over time, the static Normal copula model led to prices and capital
reserves that were too low, and therefore unduly attractive for traders and
bankers in quest of �nancial gain. Does this mean that the Normal copula
should be locked up, never to be used again? Hardly. It may not be appropriate
for modeling default times or �re insurance claims, but there are situations in
which it makes perfect sense. Copula models are versatile tools that must be
used wisely. What we need is to understand their limitations and, even more
important, to make sure that they are �t for use in the situation at hand. This
requires good data and proper model validation.

4.4 Proof of the Pudding Is in the Ranking

The strategy for building a statistical model is always more or less the same.
First look at the data and choose a class of models that captures its main char-
acteristics. Next, use the data to estimate the model parameters e�ciently and
check whether the �t is satisfactory. If it isn’t, try over again and make sure
to validate your choice before you use the model to compute probabilities
or make predictions that inform a decision process. What is meant by \e�-
cient" and \satisfactory" depends on the context and involves a fair dose of
pragmatism.

When it comes to copula modeling, the main stumbling block is the fact
that except in the rare instance where the individual behavior of the variables
is known with absolute certainty, we never actually observe data from the
copula. Remember from (4.2) that C is the distribution function of the uniform
variables U = F (X) and V = G(Y ). What we collect and observe, however,
are data from X and Y , say (X1; Y1); : : : ; (Xn; Yn). If the formulas for F and
G were available (that is, if we knew the exact distributions of X and Y ), we
could simply transform these data into a sample from (U; V ) by setting U1 =
F (X1) and V1 = G(Y1), etc. We could then plot the pairs (U1; V1); : : : ; (Un; Vn)
to start the model building process. However, we simply don’t have this luxury.

It was only in the late 1970s and 1980s that statisticians gradually realized
that one could uncover the concealed copula by ranking the observations in
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ascending order and plotting the resulting pairs of ranks divided by the sample
size n. As a simple illustration, suppose that only n = 3 �re claims are observed
and that �ctitious amounts for losses of contents and pro�ts are as follows:

(Y1; Z1) = (2900; 50); (Y2; Z2) = (80; 45); (Y3; Z3) = (150; 120):

The ranks of the Y values are then R1 = 3, R2 = 1, R3 = 2 while those of
the Z values are S1 = 2, S2 = 1, S3 = 3. The rank plot would then show
the points�
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This does not amount to much of a plot because the sample is impractically
small. However, look at Figure 4.5 and see what happens when this procedure
is used on the Danish �re loss data. It transpires from the graphs that the
dependence structure di�ers from one pair to the next.

For simplicity, focus on the dependence between losses of contents and
pro�ts. Comparing the point cloud in the lower panel of Figure 4.5 to the
three scatterplots in the top row of Figure 4.4, would you rather pick the
Clayton, Gumbel or Student t4 copula as a plausible dependence structure
between Y and Z? Though this strategy may sound simplistic, this is in essence
what model builders need to do; and it isn’t just black magic. Expressed in
mathematical terms, the points on the rank plot constitute the support of
what statisticians call the empirical copula, a \random function" de�ned by

Cn(u; v) = proportion of �re events for which Ri � nu and Si � nv;

=
1

n

nX
i=1

1

�
Ri
n
� u; Si

n
� v
�
:

As it turns out, Cn gets closer and closer to the true C as the sample
size n becomes in�nitely large. In the limit,

p
n (Cn�C) is related to a multi-

dimensional version of the well-known Brownian motion. This interesting phe-
nomenon was �rst studied by the German probabilist Ludger R�uschendorf
(R�uschendorf, 1976) and the French academician Paul Deheuvels (Deheuvels,
1979). Many re�nements and extensions have since been developed, notably
by Canadian statisticians Bruno R�emillard and Kilani Ghoudi (Ghoudi and
R�emillard, 1998).

At �rst sight, it seems that in the Danish �re loss data, the Gumbel copula
is preferable to the Clayton or the Student t4 as a descriptor of the dependence
between losses of contents (Y ) and pro�ts (Z). The formula for the Gumbel
copula involves a parameter �, viz.

C(u; v) = e�fj log(u)j�+j log(v)j�g1=�

and the value of � � 1 is linked to Kendall’s tau via the relation � = 1� 1=�.
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FIGURE 4.5: Rank plots for (X;Y ) (top left), (X;Z) (top right) and (Y; Z)
(bottom).

Proceeding as we did earlier with the Clayton copula, we could calibrate � from
the data by solving the equation 1�1=� = :46, which yields � = 1=:54 � 1:85.

This estimate, denoted by �̂n to remind us that it is based on a data sample of
size n, gives us a good idea about the value of the unknown parameter �. To
make it even more precise, we can exploit the so-called rank-based likelihood. If

c�(u; v) =
@2

@u@v
C�(u; v)

is the density of the copula C�, obtained by di�erentiating C� once with respect
to u and once with respect to v, the rank-based likelihood is a function ‘ of
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the parameter � given by

‘(�) =

nX
i=1

log

�
c�

�
Ri
n
;
Si
n

��
:

A much more e�cient estimate is then given by the value of � that max-
imizes ‘(�). This estimation technique, originally studied by Genest et al.
(1995) and Shih and Louis (1995), is now deemed the \industry standard."
We could also maximize the full likelihood involving the margins | either
globally or by steps as in Joe (2005) | but proceeding from ranks protects us
against errors in the choice of the marginal distributions (Kim et al., 2007).

Having settled on an estimate �̂n of the parameter, we need to check
whether the selected copula C� with � = �̂n does indeed reproduce the pattern
observed in the data, represented by the empirical copula Cn. The closer C�̂n
is to Cn, the better the model. This proximity can be conveniently measured
by the statistic

Sn =

nX
i=1

�
Cn

�
Ri
n
;
Si
n

�
� C�̂n

�
Ri
n
;
Si
n

��2

advocated and investigated by Genest et al. (2009b).
For the losses of contents (Y ) and pro�ts (Z), one gets Sn = :0799, which

seems small, but beware of appearances! What do we know of the sampling
variation of Sn in datasets of size 517 when the copula is Gumbel with param-
eter � = 1:85? One way to �nd out is to generate thousands of datasets from
that copula and compute the value of the statistic for each one of them. This
technique, called the \parametric bootstrap," was shown to be valid for copula
models by Genest and R�emillard (2008). Another popular computer-intensive
method is based on the Multiplier Central Limit Theorem �rst applied in this
context by R�emillard and Scaillet (2009); see also Kojadinovic et al. (2011).

At the end of the day, it turns out that a value of :0799 or bigger is a pretty
rare occurrence. The probability that Sn is at least :0799 when the true copula
is Gumbel is then about :0005 or about 5 in 10,000. Because this value is so
small, the Gumbel copula no longer seems satisfactory and the search for a
more adequate dependence structure must go on. One viable option is the
\survival Clayton," de�ned, for all u; v 2 (0; 1), by

�C�(u; v) = 1� u� v + C�(1� u; 1� v)

with C� as in Equation (4.3). In that case, Sn = :0345 and Pr(Sn � :0345) �
:0892 or 8:92%. This probability is larger than the conventional 5% signi�cance
level, meaning that there is no strong statistical evidence against the survival
Clayton model.

But just as with the choice of marginal distributions, the selection of an
appropriate copula requires much care and all sorts of checks and balances.
Many other questions can be asked. For instance, is the copula exchangeable,
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that is, does C(u; v) = C(v; u) always hold? Does the copula exhibit tail
dependence? Does it belong to one of the general classes of copulas proposed
in the literature, such as Archimedean, elliptical or extreme-value? Procedures
are actively being developed to answer these and other questions, and here
again many Canadians are contributing, including Jean-Fran�cois Quessy in
Trois-Rivi�eres; see, e.g., Genest and Ne�slehov�a (2013).

4.5 Applications and Future Challenges

Since the year 2000, the popularity of copula-based modeling has expanded
considerably. For a brief history of this development, see Genest et al. (2009a).
Today, copulas are commonly used in actuarial science, biostatistics and health
sciences, environmental sciences, hydrology, �nance, risk management, and �-
nancial economics, among others. Major books and review articles that discuss
copula modeling at length include Joe (1997), Frees and Valdez (1998), Nelsen
(2006), Cherubini et al. (2004), Denuit et al. (2005), McNeil et al. (2005), Ge-
nest and Favre (2007), Salvadori et al. (2007), and Patton (2012).

In many �elds, researchers encounter data that pose challenges far be-
yond what we sketched here. For example, �nancial and environmental data
typically exhibit time trends and the dependence patterns may also change
over time. In medical studies, variables are often measured on a discrete scale
and may be only partially observed. Furthermore, it is often necessary to in-
clude explanatory variables in the construction of the marginal distributions.
Some of these issues are considered in Genest and Ne�slehov�a (2007), Kolev and
Paiva (2009) and researchers at the University of Waterloo (Cook et al., 2010),
among others. New copula-based tools are constantly being developed to meet
these challenges and many researchers across Canada are at the forefront of
this work.

With the proliferation of large datasets from a variety of sources, perhaps
the most pressing and ubiquitous challenge is posed by the need to \leverage
big data." This calls for ways to build dependence models involving hundreds,
and even thousands of variables. Most of what we described here can be ex-
tended to any dimension; we limited ourselves to two or three variables for
simplicity only. However, the use of these techniques in high-dimensional con-
texts poses serious statistical and numerical challenges. Moreover, several of
the copula families used for two or three variables do not extend easily to
these situations or produce unduly restrictive dependence structures.

New model building strategies for high-dimensional data are being actively
developed. Among them, the so-called vine copula construction, rooted in the
work of Harry Joe (1997), is quite popular at present (Kurowicka and Joe,
2010). For recent books that look at vine copula constructions and their sim-
ulation in a �nancial context, see Ma (2010) and Mai and Scherer (2012). More
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broadly, specialized conferences are regularly being held to stimulate research
on copula modeling, including recent workshops at the Centre de recherches
math�ematiques in Montr�eal and at the Ban� International Research Station.
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Lasso and Sparsity in Statistics

Robert J. Tibshirani

Stanford University, Stanford, CA

In this chapter, I discuss the lasso and sparsity, in the area of supervised learn-
ing that has been the focus of my research and that of many other statisticians.
This area can be described as follows. Many statistical problems involve mod-
eling important variables or outcomes as functions of predictor variables. One
objective is to produce models that allow predictions of outcomes that are as
accurate as possible. Another is to develop an understanding of which variables
in a set of potential predictors are strongly related to the outcome variable.
For example, the outcome of interest might be the price of a company’s stock
in a week’s time, and potential predictor variables might include information
about the company, the sector of the economy it operates in, recent 
uctu-
ations in the stock’s price, and other economic factors. With technological
development and the advent of huge amounts of data, we are frequently faced
with very large numbers of potential predictor variables.

5.1 Sparsity, ‘1 Penalties and the Lasso

The most basic statistical method for what is called supervised learning relates
an outcome variable Y to a linear predictor variables x1; : : : ; xp, viz.

Y = �0 +

pX
j=1

xj�j + �; (5.1)

where � is an error term that represents the fact that knowing x1; : : : ; xp does
not normally tell us exactly what Y will be. We often refer to the right-hand
side of (5.1), minus �, as the predicted outcome. These are referred to as
linear regression models. If we have data on the outcome yi and the predictor
variables xij for each in a group of N individuals or scenarios, the method of
least squares chooses a model by minimizing the sum of squared errors between
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the outcome and the predicted outcome, over the parameters (or regression
coe�cients) �0; : : : ; �p.

Linear regression is one of the oldest and most useful tools for data analysis.
It provides a simple yet powerful method for modeling the e�ect of a set of
predictors (or features) on an outcome variable. With a moderate or large
number of predictors, we don’t typically want to include all the predictors
in the model. Hence one major challenge in regression is variable selection:
choosing the most informative predictors to use in the model. Traditional
variable selection methods search through all combinations of predictors and
take too long to compute when the number of predictors is roughly larger
than 30; see, e.g., Chapter 3 of Hastie et al. (2008) for details.

Penalized regression methods facilitate the application of linear regression
to large problems with many predictors. The lasso uses ‘1 or absolute value
penalties for penalized regression. In particular, it provides a powerful method
for doing variable selection with a large number of predictors. In the end it
delivers a sparse solution, i.e., a set of estimated regression coe�cients in which
only a small number are non-zero. Sparsity is important both for predictive
accuracy, and for interpretation of the �nal model.

Given a linear regression with predictors xij and response values yi for
i = 1; : : : ; N and j = 1; : : : ; p, the lasso solves the ‘1-penalized regression so
as to minimize

1

2

NX
i=1

0@yi � �0 �
pX
j=1

xij�j

1A2

+ �

pX
j=1

j�j j; (5.2)

for the unknown parameters �0; : : : ; �p. The second term above is called a
penalty function; it balances the �t of the model with its complexity. The
non-negative parameter � governs that tradeo�. The larger �, the more sparse
the �nal solution vector �̂. The statistician chooses the value of �, or uses a
method like cross-validation, to estimate it.

The lasso problem (5.2) is equivalent to minimizing the sum of squares
with constraint

pX
j=1

j�j j � s:

For every � in (5.2), there is a bound parameter s yielding the same solution.
Note that choosing � = 0 or equivalently a su�ciently large value of s, yields
the usual least squares solution. Lasso regression is similar to ridge regression,
which has constraint

pX
j=1

�2
j � s:

Because of the form of the ‘1 penalty, as shown in Figure 5.1, the lasso
does variable selection and shrinkage, while ridge regression, in contrast, only
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FIGURE 5.1: Estimation picture for the lasso (left) and ridge regression
(right). Shown are contours of the error and constraint functions. The solid
gray areas are the constraint regions j�1j+ j�2j � t and �2

1 + �2
2 � t2, respec-

tively, while the ellipses are the contours of the least squares error function,
centered at the full least squares estimates �̂. The sharp corners of the con-
straint region for the lasso regression yield sparse solutions. In high dimen-
sions, sparsity arises from corners and edges of the constraint region.

shrinks. If we consider a more general penalty of the form0@ pX
j=1

�qj

1A1=q

;

then the lasso uses q = 1 and ridge regression has q = 2. Subset selection
emerges as q ! 0, and the lasso corresponds to the smallest value of q (i.e.,
closest to subset selection) that yields a convex problem. [A convex problem is
an optimization of a convex function over a convex set. If a function is strictly
convex, the problem is guaranteed to have a unique global solution.]

Figure 5.1 gives a geometric view of the lasso and ridge regression. Fig-
ure 5.2 shows an example. The outcome is the value of the log PSA (prostate-
speci�c antigen) for men whose prostate was removed during cancer surgery,
modeled as a function of eight measurements such as age, cancer volume,
tumor weight, etc. The �gure shows the pro�les of the lasso coe�cients as
the shrinkage factor s is varied. This factor is the bound on the total norm
j�̂1j+� � �+j�̂pj, and we have scaled it to lie between 0 and 1 for interpretability.
The vertical dotted line is the value of s chosen by cross-validation: it yields a
model with just three nonzero coe�cients, lcavol, svi, and lweight. Recall that
s is in one-to-one correspondence to the tuning parameter � in (5.2): thus �
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FIGURE 5.2: Pro�les of the lasso coe�cients for the prostate cancer example.

is large on the left of the plot forcing all estimates to be zero, and is zero on
the right, yielding the least squares estimates.

5.2 Some Background

Lasso regression and ‘1 penalization have been the focus of a great deal of work
in recent years. Table 5.1, adapted from Tibshirani (2011), gives examples of
some this work.

My original lasso paper was motivated by an idea of Leo Breiman’s called
the garotte (Breiman, 1995). The garotte chooses c1; : : : ; cp to minimize

NX
i=1

0@yi � �0 �
pX
j=1

cjxij �̂j

1A2

+ �

pX
j=1

cj ; (5.3)

where �̂1; : : : ; �̂p are the usual least squares estimates and cj � 0 for all
j 2 f1; : : : ; pg. Thus Leo’s idea was to scale the least squares estimates by
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TABLE 5.1: Some examples of generalizations of the lasso.

Method Authors
Adaptive lasso Zou (2006)
Compressive sensing Donoho (2004), Cand�es (2006)
Dantzig selector Cand�es and Tao (2007)
Elastic net Zou and Hastie (2005)
Fused lasso Tibshirani et al. (2005)
Generalized lasso Tibshirani and Taylor (2011)
Graphical lasso Yuan and Lin (2007b), Friedman et al. (2007)
Grouped lasso Yuan and Lin (2007a)
Hierarchical interaction models Bien et al. (2013)
Matrix completion Cand�es and Tao (2009), Mazumder et al. (2010)
Multivariate methods Joli�e et al. (2003), Witten et al. (2009)
Near-Isotonic regression Tibshirani et al. (2011)

nonnegative constants, some of which might be zero. I noticed that the garotte
wouldn’t be de�ned for p > N , since the least squares estimates are not
de�ned in that case. Hence I just simpli�ed the method by removing the
\middle man."

Not surprisingly, it turned out that using absolute value constraints in
regression was not a completely new idea at the time. Around the same time,
Chen, Donoho and Saunders proposed \Basis Pursuit" (Chen et al., 1998),
which used absolute value constraints for signal processing. Earlier, Frank
and Friedman (1993) had (brie
y) discussed the \bridge" estimate, which
proposed a family of penalties of the form

P
j�pjq for some q.

The lasso paper was published in 1996, but did not get much attention
at the time. This may have been in part the due to the relatively limited
computational power that was available to the average statistician, and also
the relatively small size of datasets (compared to today). Now the lasso and ‘1
constraint-based methods are a hot area, not only in statistics but in machine
learning, engineering and computer science.

The original motivation for the lasso was for interpretability: it is an al-
ternative to subset regression for obtaining a sparse (or parsimonious) model.
In the past 20 years some unforeseen advantages of convex ‘1-penalized ap-
proaches emerged: statistical and computational e�ciency.

On the statistical side, there has also been a great deal of interesting
work on the mathematical aspects of the lasso, examining its ability recover a
true underlying (sparse) model and to produce a model with minimal predic-
tion error. Many researchers have contributed to this work, including Peter
B�uhlmann, Emmanuel Cand�es, David Donoho, Eitan Greenshtein, Iain John-
stone, Nicolai Meinshausen, Ya’acov Ritov, Martin Wainwright, Bin Yu, and
many others. In describing some of this work, Hastie et al. (2001) coined the
informal \Bet on Sparsity" principle. ‘1 methods assume that the truth is
sparse, in some basis. If the assumption holds true, then the parameters can
be e�ciently estimated using ‘1 penalties. If the assumption does not hold
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| so that the truth is dense | then no method will be able to recover the
underlying model without a large amount of data per parameter. This is typ-
ically not the case when the number of predictors, p, is much larger than the
sample size, N , a commonly occurring scenario.

On the computational side, the convexity of the problem and sparsity of the
�nal solution can be used to great advantage. Parameters whose estimates are
zero in the solution can be handled with minimal cost in the search. Powerful
and scalable techniques for convex optimization can be applied to the prob-
lem, allowing the solution of very large problems. One particularly e�ective
approach is coordinate descent (Fu, 1998; Friedman et al., 2007, 2010), a sim-
ple one-at-a-time method that is well-suited to the separable lasso penalty.
This method is simple and 
exible, and can also be applied to many other
‘1� penalized generalized linear models, including multinomial, Poisson and
Cox’s proportional hazards model for survival data. Coordinate descent is im-
plemented in the glmnet package in the R statistical language, written by
Jerome Friedman, Trevor Hastie, Noah Simon and myself.

Here is the basic idea of coordinate descent. Suppose we had only one
predictor and wished to solve the lasso problem, i.e., minimize

NX
i=1

(yi � xi�)2 + �j�j:

Then the solution is easily shown to be the soft-thresholded estimate

sign(�̂)(j�̂j � �)+;

where �̂ is usual least squares estimate, and the + indicates positive part. The
idea then, with multiple predictors, is to cycle through each predictor in turn,
solving for the each estimate, using this method. We compute residuals

ri = yi �
X
j 6=k

xij �̂k

and apply univariate soft-thresholding, pretending that our data is (xij ; ri).
We cycle through the predictors j = 1; : : : ; p several times until convergence.
Coordinate descent is like skiing to the bottom of a hill: but rather than
pointing your skis towards the bottom of the hill, you go as far down as you
can in the north-south direction, then east-west, then north-south, etc., until
you (hopefully) reach the bottom.

5.3 A History for Coordinate Descent for the Lasso

This history is interesting, and shows the haphazard way in which science
sometimes progresses. In 1997 Weijiang Fu, a graduate student of mine at the
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University of Toronto wrote his thesis on lasso-related topics, and proposed the
\shooting method" for computation of the lasso estimates. I read and signed
it, but in retrospect apparently didn’t understand it very well. And I basically
forgot about the work, which was later published. Then by 2002 I had moved to
Stanford and Ingrid Daubechies | an applied mathematician at Stanford |
discussed a theorem about a coordinate-wise method for computing solutions
to convex problems. Trevor Hastie and I went to the talk, took notes, and then
programmed the proposed method ourselves in the S language. We made a
mistake in the implementation: trying to exploit the e�cient vector operations
in Splus, we changed each parameter not one-at-a-time, but at the end of each
loop of p updates. This turned out to be a fatal mistake, as the method did
not even converge and so we just \wrote it o�."

Then in 2006 our colleague Jerry Friedman was the external examiner at
the PhD oral of Anita van der Kooij (in Leiden) who used the coordinate
descent idea for the elastic net, a generalization of the lasso. Friedman showed
us the idea and together we wondered whether this method would work for the
lasso. Jerome, Trevor and I started working on this problem, and using some
clever implementation ideas by Friedman, we produced some very fast code
(glmnet in the R language). It was only then that I realized that Weijiang Fu
had the same basic idea almost 10 years earlier! Now coordinate descent is a
considered a state-of-the-art method for the lasso | one of the best methods
around | and remarkable in its simplicity.

For a long time, even the convex optimization community did not seem to
take coordinate descent very seriously. For example, my good friend Stephen
Boyd’s standard book on the topic (Boyd and Vandenberghe, 2004) does not
even mention it. The only work I could �nd on the coordinate descent for
convex problems was that of Paul Tseng, a Canadian at the University of
Washington who proved (in the 1980s) some beautiful results showing the
convergence a coordinate descent for separable problems (Tseng, 1988). These
include the lasso, as a special case. When the problem is not separable, coor-
dinate descent may not converge: this may explain the lack of interest in the
method in the convex optimization world.

I never met Paul, but we corresponded by email and he was happy that his
work was proving to be so important for the lasso. Sadly, in 2009 he went miss-
ing while kayaking in the Yangtze River in China and is now presumed dead.
His seminal work provides the underpinning for the application of coordinate
descent in the lasso and many related problems.

5.4 An Example in Medicine

I am currently working on a cancer diagnosis project with coworkers at Stan-
ford. They have collected samples of tissue from a number of patients undergo-
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Spectrum sampled at 11,000 m/z values

Spectrum for each pixel

FIGURE 5.3: Schematic of the cancer diagnosis problem. Each pixel in each of
the three regions labeled by the pathologist is analyzed by mass spectrometry.
This gives a feature vector of 11,000 intensities for each pixel (bottom panel),
from which we try to predict the class of that pixel.

ing surgery for cancer. We are working to build a classi�er that can distinguish
three kinds of tissue: normal epithelial, stromal, and cancer. Such a classi�er
could be used to assist surgeons in determining, in real time, whether they
had successfully removed all of the tumor. It could also yield insights into
the cancer process itself. The data are in the form of images, as sketched in
Figure 5.3. A pathologist has labeled each region (and hence the pixels inside
a region) as epithelial, stromal or cancer. At each pixel in the image, the in-
tensity of metabolites is measured by a type of mass spectrometry, with the
peaks in the spectrum representing di�erent metabolites. The spectrum has
been �nely sampled, with the intensity measured at about 11; 000 sites (fre-
quencies) across the spectrum. Thus, the task is to build a prediction model to
classify each pixel into one of the three classes, based on the 11; 000 features.
There are about 8000 pixels in all.

For this problem, I have applied an ‘1-regularized multinomial model. A
multinomial model is one which predicts whether a tissue sample (pixel) is of
type 1(epithelial), 2 (stromal) or 3 (cancer). For each class k 2 f1; 2; 3g, the
model has a vector of parameters �1k; : : : ; �pk, representing the weight given
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to each feature in that class. I used the glmnet package for �tting the model:
it computes the entire path of solutions for all values of the regularization
parameter �, using cross-validation to estimate the best value of � (I left one
patient out at a time). The entire computation required just a few minutes
on a standard Linux server.

The results so far are promising. The classi�er shows 90{97% accuracy
in the three classes, using only around 100 features. This means that when
the model is used to predict the tissue type of a pixel, it is correct 90{97%
of the time. These features could yield insights about the metabolites that
are important in stomach cancer. The power of this approach, both its pre-
diction accuracy and interpretability, are not shared by competing methods
such as support vector machines or decision trees. For example, this method
is based on the multinomial probability model and so we obtain not only class
predictions but estimated probabilities for each class (unlike support vector
machines). Thus for example we can create a \I don’t know" category, and
assign a pixel to that category if the gap between the two largest class proba-
bilities in small (say 10%). There is much more work to be done | collecting
more data, and re�ning and testing the model on more di�cult cases. But this
shows the potential of ‘1-penalized models in an important and challenging
scienti�c problem.

5.5 Nearly Isotonic Regression

Another recent example of the use of ‘1 constraints is nearly isotonic regres-
sion (Tibshirani et al., 2011). Unlike the regression problem, here we have no
predictors but just a sequence of outcome values y1; : : : ; yN which we wish to
approximate. Given this sequence, the method of isotonic regression solves

minimize
X

(yi � ŷi)2 subject to ŷ1 � ŷ2 � � � �

This assumes a monotone non-decreasing approximation, with an analogous
de�nition for the monotone non-increasing case. The solution can be com-
puted via the well-known Pool Adjacent Violators (PAVA) algorithm; see,
e.g., Barlow et al. (1972). In nearly isotonic regression we solve

minimize
1

2

NX
i=1

(yi � �i)2 + �

n�1X
i=1

(�i � �i+1)+;

with x+ indicating the positive part, x+ = x1(x > 0). The solutions �̂i are

the values ŷi that we seek. This is a convex problem; with �̂i = yi at � = 0
and culminating in the usual isotonic regression as �!1. Along the way it
gives nearly monotone approximations. A toy example is given in Figure 5.4.
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l=0 l=0.25

l=0.7 l=0.77

FIGURE 5.4: Illustration of nearly isotonic �ts for a toy example. An interpo-
lating function is shown in the top left panel. There are three joining events
(indicated by the arrows) shown in the remaining panels, with the usual iso-
tonic regression appearing in the bottom right panel.

Note that (�i � �i+1)+ is \half" of an ‘1 penalty on di�erences, penalizing
dips but not increases in the sequence. This procedure allows one to assess the
assumption of monotonicity by comparing nearly monotone approximations
to the best monotone approximation. Tibshirani et al. (2011) provide a sim-
ple algorithm that computes the entire path of solutions, a kind of modi�ed
version of the PAVA procedure. They also show that the number of degrees
of freedom is the number of unique values of ŷi in the solution, using results
from Tibshirani and Taylor (2010).

This kind of approach can be extended to higher order di�erences, and
is also known as ‘1-trend �ltering (Kim et al., 2009). For example a second-
order di�erence penalty (without the positive part) yields a piecewise linear
function estimate.
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5.6 Conclusion

In this chapter I hope that I have conveyed my excitement for some recent
developments in statistics, both in its theory and practice. These methods
are already widely used in many areas, including business, �nance and nu-
merous scienti�c areas. The area of medical imaging may be greatly advanced
by the advent of compressed sensing, a clever method based on ‘1 penalties
(Cand�es and Tao, 2005; Donoho, 2006). I predict that sparsity and convex
optimization will play an increasingly important role in the development of
statistical methodology and in the applications of statistical methods to chal-
lenging problems in science and industry.

One particularly promising area is that of inference, where the covariance
test recently proposed by Lockhart et al. (2014) provides a simple way to assess
the signi�cance of a predictor, while accounting for the adaptive nature of the
�tting. In essence, the exponential distribution that arises in this new work
is the analog of the usual chi-squared for the F -test for �xed (non-adaptive)
regression. It appears that this new test will have broad applications in other
problems such as principal components, clustering and graphical models. See
Tibshirani (2014) for a brief overview.
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Optimizing and Adapting the Metropolis
Algorithm

Je�rey S. Rosenthal

University of Toronto, Toronto, ON

6.1 Introduction

Many modern scienti�c questions involve high-dimensional data and compli-
cated statistical models. For example, data on weather consist of huge numbers
of measurements across spatial grids, over a period of time. Even in simpler
settings, data can be complex: for example, Bartolucci et al. (2007) consider
recurrence rates for melanoma (skin cancer) patients after surgery. The prob-
ability of recurrence for an individual may depend on physical or biological
characteristics of their cancerous lesion, as well as other factors.

Typically, a statistical model for high-dimensional data not only involves a
large number of variables but also a correspondingly large number of parame-
ters, which are often represented by a vector � of some dimension d. To assess
the relevance of speci�c variables for disease recurrence, and to build models
that give a risk of recurrence for any given individual, researchers often use
Bayesian analysis; see, e.g., Box and Tiao (1973), Gelman et al. (2003) and
Carlin and Louis (2009). In this framework, the parameter vector is assumed
to follow some probability distribution (of dimension d), and the challenge is
to combine a \prior" distribution for � (typically based on background infor-
mation about the scienti�c area) with data that are collected, so as to produce
a \posterior" distribution for �. This probability distribution, call it �(�), can
then be used to answer important scienti�c questions (e.g., is the size of a can-
cerous lesion related to the risk of recurrence after surgery?) and to calculate
speci�c probabilities (e.g., this person has a 20% probability of a recurrence
within the next �ve years).

One challenge for Bayesian analysis in situations where the data and pa-
rameter vectors are high dimensional is that it is di�cult or impossible to
compute probabilities based on the posterior distribution. If there is some
outcome A of interest (e.g., the outcome that a speci�c individual’s cancer
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will recur), then its probability is given by an integral over A, written

�(A) =

Z
A

�(x) dx: (6.1)

Also, the expected (average) value of any particular quantity h (e.g., the size
of the lesion if the cancer does recur) is also given by an integral (now over
the state space X of all possible vectors), namely

E�(h) =

Z
X
h(x)�(x) dx: (6.2)

So, to draw conclusions from a Bayesian statistical model, \all" we have to
do is compute integrals like (6.1) and (6.2).

Unfortunately, integrals like (6.1) and (6.2) are sometimes very di�cult
to compute. For example, one commonly-used posterior density (correspond-
ing to a \variance components model" in which individuals are divided into
groups) is given by the formula

�(V;W; �; �1; : : : ; �K) = C e�b1=V V �a1�1

� e�b2=WW�a2�1e�(��a3)2=2b3V �K=2W�
1
2

PK
i=1 Ji

� exp

8<:�
KX
i=1

(�i � �)2=2V �
KX
i=1

JiX
j=1

(Yij � �i)2=2W

9=; :

Here K is the number of di�erent groups (i.e., the number of di�erent values
�i), V , W and � are additional unknown parameters of the model, while
the ai; bi and Yij are known constants. A typical application might have,
say, K = 19, so that � is a 22-dimensional function. In such cases, direct
computation of integrals like (6.1) and (6.2), using calculus tricks or numerical
integration or anything else, appears to be impossible, and alternative methods
must be sought (Evans and Swartz, 2000). What can be done to compute
estimates of quantities like E�(h) in such complicated cases?

6.2 Monte Carlo Algorithms

One answer to this question is provided by Monte Carlo algorithms. These
algorithms, named after the famous casino in Monaco, use randomness to
estimate quantities like (6.1) and (6.2). Surprisingly, this turns out to be very
helpful!

The most basic (\classical") form of Monaco requires us to sample from �,
i.e., generate a sequence of independent d-dimensional random vectors (vari-
ables) X1; : : : ; XM which each follow the density �, i.e., each have probabilities
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given by Pr(Xi 2 A) =
R
A
�(x) dx for all (measurable) A � X . We can then

use this random sample to estimate quantities like (6.2), by

E�(h) � 1

M

MX
i=1

h(Xi): (6.3)

If the Monte Carlo sample size M is su�ciently large, then by the Law of Large
Numbers the estimate (6.3) will be close to the true expected value (6.2).

Classical Monte Carlo can be very e�ective, and is widely used for lots
of di�erent applications. However, in many cases (such as the above variance
components example), it is infeasible to directly sample from � in this sense,
i.e., there is no known way to run a computer program which will produce the
required sequence of vectors Xi. This state of a�airs presented a serious lim-
itation to the use of Monte Carlo algorithms in Bayesian statistical inference
problems, until it was largely solved with the introduction of Markov chain
Monte Carlo algorithms, as we now discuss.

6.3 Markov Chain Monte Carlo (MCMC)

Markov chain Monte Carlo (MCMC) algorithms were �rst developed in the
statistical physics community by Metropolis et al. (1953), and later expanded
by statisticians such as Hastings (1970) before being introduced into the wider
statistical community by Gelfand and Smith (1990). They do not use or re-
quire a sequence of independent vectors Xi as above. Instead, they de�ne a
dependent sequence, more precisely a Markov chain, with each new vector
Xi+1 constructed using the previously-constructed vector Xi.

Suppose we can de�ne a sequence of vectors X0; X1; : : :, where each Xi+1 is
constructed using the previous Xi, such that for large n, Xn is approximately
a sample (i.e., observation) from �. That is, for large n,

Pr(Xn 2 A) �
Z
A

�(x) dx

for all A � X . This situation is worse than for classical Monte Carlo as
in (6.3), since it is just approximate, and furthermore the random vectors Xn

are no longer independent but rather are each constructed sequentially using
the previous vector. Nevertheless, it is sometimes true that if M is su�ciently
large, then we can still approximate E�(h) by

E�(h) � 1

M �B

MX
i=B+1

h(Xi): (6.4)
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That is, we still average many values together, similar to (6.3), even though
they are no longer independent. Also, by convention we drop the �rst B \burn-
in" observations since they might be too heavily in
uenced by our initial values
X0 and hence bias our estimate.

So when is an approximation like (6.4) valid? It turns out that this ap-
proximation holds as M ! 1 provided that the Markov chain is ergodic for
�, i.e., that the chain’s probabilities converge to those of � in the sense that,
for all A � X ,

lim
n!1

Pr(Xn 2 A) =

Z
A

�(x) dx:

This raises the question of how to de�ne a computationally simple Markov
chain (Xn) which guarantees that, as n!1,

Pr(Xn 2 A) !
Z
A

�(x) dx:

By standard Markov chain theory, this will hold if the updating rules for
(Xn) are irreducible (i.e., the chain can eventually get to anywhere in X ), and
aperiodic (i.e., the chain doesn’t have any forced cyclical behavior), and leave
the density � stationary (i.e., if it starts distributed according to �, then it
will remain distributed according to � at all future times too). How can we
ensure that those conditions hold?

6.4 Metropolis Algorithm

An answer to this question was developed in the physics community over �fty
years ago (Metropolis et al., 1953). Speci�cally, given a (possibly important
and complicated and high-dimensional) target density � on some state space
X � Rd (with �(x) = 0 for x 2 Rd n X ), the original Metropolis algorithm
proceeds as follows.

First, choose a symmetric d-dimensional increment distribution Q; the
most common choice is Q = N (0;�) for some �xed covariance matrix � like
� = c Id. Here N (0;�) is a d-dimensional Normal (Gaussian) distribution,
and Id is the d� d identity matrix.

Also, choose some initial vector X0. Then, iteratively for n = 1; 2; : : :,
compute Xn from Xn�1 as follows:

1. Let Yn = Xn�1 + Zn, where (Zn) � Q are independent and
identically distributed (\proposal").

2. Let � = �(Yn)=�(Xn�1) if this ratio is smaller than 1; otherwise,
set � = 1 (\acceptance probability").
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3a. With probability �, let Xn = Yn (\accept").

3b. Otherwise, with probability 1� �, let Xn = Xn�1 (\reject").

Steps 2, 3a, and 3b can all be accomplished by drawing a random variable Un
uniformly between 0 and 1, and then setting

Xn =

8<: Yn if Un � �(Yn)=�(Xn�1);

Xn�1 if Un > �(Yn)=�(Xn�1):

Intuitively, the above acceptance probabilities � are useful because they
encourage the algorithm to accept more moves toward larger values of �. More
precisely, the formula for � turns out to be exactly the right one to ensure
that the Markov chain (Xn) leaves the density � stationary, a key property for
convergence (as discussed at the end of the previous section). Furthermore, the
irreducibility property will almost always hold, e.g., it is guaranteed if Q has
an everywhere-positive density like N (0;�). And, the aperiodicity property is
essentially never a problem since the algorithm will eventually reject and thus
avoid cyclic behavior. So, this simple algorithm has all the right properties to
guarantee that, as n ! 1, Pr(Xn 2 A) ! �(A). It follows that we can use
this algorithm to estimate E�(h) as in (6.4). Good!

The only problem is that sometimes the Metropolis algorithm will be too
ine�cient, i.e., it will take far too long (i.e., require too many iterations) to
provide a decent approximation to �, which is a very important considera-
tion; see, e.g., Rosenthal (1995). In some cases, even running the algorithm
for months on the world’s fastest computers would not provide a remotely
reasonable approximation to �. Overcoming such problems has often necessi-
tated new and more complicated MCMC algorithms; see, e.g., B�elisle et al.
(1993), Neal (2003), Jain and Neal (2004), and Hamze and de Freitas (2012).
In a di�erent direction, detecting convergence of MCMC to � is so challenging
that some authors have developed perfect sampling algorithms which guaran-
tee complete convergence at the expense of a more complicated algorithm;
see, e.g., Propp and Wilson (1996), Murdoch and Green (1998) or Fill et al.
(2000). However, such perfect sampling algorithms are often infeasible to run,
so we do not discuss them further here.

All of this raises the question of how to improve or optimize the speed
of convergence of the Metropolis algorithm, for example by modifying the
increment distribution Q, as we discuss next.

6.5 Goldilocks Principle

To illustrate the Metropolis optimization issues, consider the very simple case
where � = N (0; 1), i.e., where the target density is just the standard Normal
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FIGURE 6.1: The trace plot (left) and histogram (right), along with the
mound-shaped target density for a one-dimensional Metropolis algorithm with
too small a proposal scaling �, showing slow mixing and poor convergence.

distribution. (Of course we wouldn’t actually need to use MCMC in such a
simple case.) Assume that the proposal distribution is given by Q = N (0; �2).
Our question of interest is, how should we choose �?

As a �rst try, let’s choose a small value of �, say � = :1, and run the
Metropolis algorithm for 1000 iterations with that �. The corresponding trace
plot, graphing the values of the Markov chain (horizontal axis) at each itera-
tion n (vertical axis), is shown in Figure 6.1 (left panel). Looking at this trace
plot, we can see that the chain moves very slowly. It starts at the value zero,
and takes many hundreds of iterations before it moves appreciably away from
zero. In particular, it does not do a very good job of exploring the superposed
mound-shaped target density. This is also illustrated by the histogram of those
1000 iterations, in Figure 6.1 (right panel), which does not match up very well
with the target density.

As a second try, let’s choose a large value of �, say � = 25, and again
run the algorithm for 1000 iterations. The trace plot in this case is shown in
Figure 6.2 (left panel). In this case, when the chain �nally accepts a move, it
jumps quite far, which is good. However, since it proposes such large moves,
it hardly ever accepts them. (Indeed, it accepted just 5.4% of the proposed
moves, compared to 97.7% when � = :1.) So, this chain doesn’t perform very
well either, as illustrated by the histogram in Figure 6.2 (right panel), which
again does not match up very well with the target density.

As a third try, let’s choose a compromise value of �, say � = 2:38, and again
run the algorithm for 1000 iterations. In this case, the chain performs very well.
It accepts a medium fraction of its proposals (44.5%), and moves reasonably
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FIGURE 6.2: The trace plot (left) and histogram (right), along with the
mound-shaped target density for a one-dimensional Metropolis algorithm with
too large a proposal scaling �, again showing slow mixing and poor conver-
gence.

FIGURE 6.3: The trace plot (left) and histogram (right), along with the
mound-shaped target density for a one-dimensional Metropolis algorithm with
a good choice of proposal scaling �, showing much better mixing and conver-
gence properties.
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far when it does accept. It thus explores the target density e�ciently and well,
as illustrated by the trace plot in Figure 6.3 (left panel). Furthermore it now
provides fairly good samples from the target distribution, as illustrated by the
histogram in Figure 6.3 (right panel).

We learn from this that it is best to choose values of the proposal incre-
ment scaling � which are between the two extremes, i.e., not too small and not
too big, but rather \just right" (as the little girl Goldilocks says in the clas-
sic children’s fairy tale The Three Bears; http://w8r.com/the-colorful-

story-book/the-three-bears). Correspondingly, the acceptance rate (i.e.,
the percentage of proposed moves which are accepted) should be far from 0%
but also far from 100%.

6.6 Optimal Scaling

The above intuition was made more precise in a pioneering paper by Roberts
et al. (1997). They decided to consider a Metropolis algorithm (Xn) in dimen-
sion d, with increment distribution

Q = N
�

0;
‘2

d
Id

�
for some �xed scaling constant ‘ > 0, and take the limit as d!1. The beauty
of their approach was that they could compute the speed of the algorithm in
this limit, as an explicit (but messy and uncomputable) function h(‘) of the
scaling constant ‘. They then argued that the best choice of ‘ is the one which
maximizes the limiting speed h(‘). This provided a clear standard for how to
optimize the Metropolis algorithm.

The story gets even better. Roberts and his collaborators also considered
the asymptotic acceptance rate, i.e., the fraction of Metropolis proposals that
would be accepted in the limit as d ! 1, and they computed an explicit
function A(‘) for this as well. They then showed that the limiting speed h(‘)
has a simple relation to the asymptotic acceptance rate A(‘). This in turn
allowed them to compute that if ‘opt is the value of ‘ which maximizes the
speed h(‘), then A(‘opt) � :234 = 23:4%, a speci�c number that does not
depend on any unknown quantities about � or anything else. This means that,
at least under their (strong) assumptions, the optimal acceptance probability
is 23.4%, which leads to the fastest limiting speed regardless of the target
density �.

This provides a clear, simple rule for tuning Metropolis algorithms: adjust
the proposal scaling ‘ so that the acceptance rate is roughly 23.4%. This rule
appears to be quite robust, i.e., :234 is often a nearly optimal acceptance
rate even if the theorem’s formal assumptions are not satis�ed. It has been
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implemented in numerous applied papers and software, including the hugely
popular WinBUGS computer package (Lunn et al., 2000).

A number of authors have attempted to weaken and generalize the origi-
nal strong assumptions; see e.g., B�edard (2007, 2008), B�edard and Rosenthal
(2008), Beskos et al. (2009), and Sherlock and Roberts (2009). Corresponding
results have been developed for Langevin MCMC algorithms (Roberts and
Rosenthal, 1998), and for simulated tempering algorithms (Atchad�e et al.,
2011; Roberts and Rosenthal, 2013). It is also known that any acceptance
rate between about 15% and 50% is still reasonably e�cient (though 23.4%
is best); see, e.g., Figure 3 in Roberts and Rosenthal (2001). Over all, this
school of research has been very in
uential in guiding both applied usage and
theoretical investigations for MCMC.

6.7 Proposal Shape

Despite the :234 rule’s great success, an algorithm’s acceptance rate is just
a single scalar quantity which does not completely control the algorithm’s
e�ciency. To illustrate this, consider the 20-dimensional target density � =
N (0;��), where �� is a 20-dimensional covariance matrix generated randomly
as �� = M>M with M being a 20� 20 matrix consisting of independent and
identically distributed N (0; 1) entries, which shall remain �xed throughout
the remainder of this chapter, and M> is the transpose of M . We shall try
running Metropolis algorithms on this density.

Based on the discussion in Section 6.6, we use an increment distribution
of the form Q = N (0; �2 I20), where we try to adjust � so that the resulting
acceptance rate is approximately :234. After some experimenting, we take
� = :5, leading to an acceptance rate of :228 (close enough). Figure 6.4 shows
the trace plot (left panel) and histogram (right panel) of the �rst coordinate of
this run. The mixing and convergence aren’t so bad, given the relatively large
dimension, but they aren’t great either. Indeed, the performance appears to
be similar to our earlier one-dimensional example’s �rst attempt with � = :1:
it only slowly explores the support of �.

Next, we instead try the increment distribution

Q = N
�

0;
(2:38)2

20
��

�
;

which we shall justify later. This leads to an acceptance rate of :252 (again,
close enough). Figure 6.5 shows the trace plot (left panel) and histogram
(right panel) of the �rst coordinate of this run. Direct inspection (as well
as more precise measurements like squared jumping distance and functional
variance, not discussed here) indicate that this choice of Q, despite leading to
a very similar acceptance rate (approximately :234), actually performs much
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FIGURE 6.4: The trace plot (left) and histogram (right), along with the
mound-shaped target density of the �rst coordinate of a 20-dimensional
Metropolis algorithm with proposal scaling proportional to the identity ma-
trix, showing slow mixing and poor convergence.

FIGURE 6.5: The trace plot (left) and histogram (right), along with the
mound-shaped target density of the �rst coordinate of a 20-dimensional
Metropolis algorithm with proposal scaling proportional to the target covari-
ance matrix ��, showing much faster mixing and much better convergence
properties.
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better, exploring the support of � and converging to the correct probabilities
much more e�ciently. This con�rms that there is more to the story than
just acceptance rate, and indeed that the shape of the proposal distribution
(determined by the proposal covariance matrix, in this case (2:38)2��=20) is
also very important.

This concept was formalized by Roberts and Rosenthal (2001). They
proved that under strong assumptions (similar to before), the optimal Gaus-
sian proposal distribution is given (to three signi�cant �gures) by

Q = N
�

0;
(2:38)2

d
��

�
; (6.5)

where �� is the d � d covariance matrix of the target density �, rather than
Q = N (0; �2Id) for some �2. Furthermore, with this choice, the asymptotic
acceptance rate will again be approximately :234. And, as before, this result
appears to be robust in the sense of being nearly optimal even when the strong
assumptions do not hold.

6.8 Adaptive MCMC

The optimization result of the previous section requires us to know and use the
target covariance matrix ��. Now, in most realistic situations, �� would not
be known in advance, and indeed would be at least as di�cult to estimate as
the quantity E�(h) of ultimate interest. How can we optimize the Metropolis
algorithm in such situations?

In a pioneering paper, Haario et al. (2001) proposed to optimize the algo-
rithm adaptively. That is, even if we don’t know the optimal algorithm at the
beginning, the computer can learn it during the run, and update the algorithm
\on the 
y" as it proceeds.

In its simplest form, this algorithm �nds an approximately optimal incre-
ment distribution by replacing the unknown target d�d covariance matrix ��
by the sample d� d covariance �n = cov(X0; : : : ; Xn�1) of the vectors visited
so far during the run. If those Xi are indeed good approximate samples from
�, then �n will be a good approximation to ��, and hence

Q = N
�

0;
(2:38)2

d
�n

�
can be used (after an initial phase, e.g., for n � 40 only) as a good approxi-
mation to the optimal proposal (6.5). If not, then the algorithm will not work
well initially, but it will hopefully improve as it goes.

Now, �n is easily computed, so this algorithm is quite feasible to run in
practice. Running it on the above 20-dimensional target density � = N (0;��),
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FIGURE 6.6: The trace plot (left) and histogram (right), along with the
mound-shaped target density of the �rst coordinate of a 20-dimensional adap-
tive Metropolis algorithm with proposal scaling computed from previous itera-
tions, showing fairly rapid mixing and good convergence properties, especially
in later iterations (top of left plot).

the resulting trace plot and histogram of the �rst coordinate are shown in
Figure 6.6. Direct inspection, and precise measurements, both indicate that
this algorithm performs poorly during the initial phase (bottom of left plot),
but then performs very well later on (top of left plot), exploring the support of
� nearly as e�ciently as the optimal algorithm presented above, even though
it does not require any prior knowledge about ��.

Adaptive MCMC algorithms have recently been used in a number of dif-
ferent statistical applications, and often lead to signi�cant speed-ups, even
in hundreds of dimensions; see, e.g., Roberts and Rosenthal (2009), Craiu
et al. (2009), Giordani and Kohn (2010) and Richardson et al. (2011). On
the other hand, adaptive MCMC algorithms use previous iterations to de-
termine their future transitions, so they violate the Markov property which
provides the justi�cation for conventional MCMC. This raises the question
of whether adaptive MCMC algorithms are valid, i.e., whether they converge
(asymptotically, at least) to the target density �.

The answer to this question is \no" in general. However it is \yes" un-
der various conditions; see, e.g., Andrieu and Moulines (2006), Haario et al.
(2001), Atchad�e and Rosenthal (2005), Roberts and Rosenthal (2007), Saks-
man and Vihola (2010), Fort et al. (2012) and  Latuszy�nski et al. (2013). In
particular, Roberts and Rosenthal (2007) show that adaptive algorithms will
still converge to the target density � provided they satisfy two fairly mild
conditions: \Diminishing Adaptation" (the algorithm adapts by less and less
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as time goes on), and \Containment" (the chain never gets too lost, in the
sense that it remains bounded in probability). Conditions such as these have
been used to formally justify adaptive algorithms in many examples; see, e.g.,
Roberts and Rosenthal (2009) and Richardson et al. (2011). Adaptive MCMC
appears to hold great promise for improving statistical computation in many
application areas in the years ahead.

6.9 Summary

We summarize the points made in this chapter as follows.

a) The Metropolis algorithm is very important in many applications.

b) This algorithm sometimes runs so slowly that computations are infeasible;
thus, optimization of the algorithm can be crucial.

c) The simplest optimization result is the Goldilocks Principle that the ac-
ceptance rate should be far from 0, but also far from 1.

d) A more detailed result says that the optimal acceptance rate is :234 under
certain strong assumptions (though the conclusion appears to be fairly
robust even when the assumptions are not satis�ed).

e) Another theorem says that the optimal increment distribution is
N
�
0; (2:38)2�� = d

�
, again under strong assumptions (though again with

a fairly robust conclusion).

f) When certain key information is unknown (e.g., ��), it may still be pos-
sible to adapt toward the optimal algorithm. Such adaption is not valid
in general, but is valid under various conditions such as \Diminishing
Adaptation" and \Containment." It can eventually lead to tremendous
speed-ups, even in very high dimensions.

g) In short, to improve statistical computation in important applied areas,
optimization and adaption may well be worth the trouble!
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7.1 Introduction

A computer code or simulator is a mathematical representation of a physical
system, for example a set of di�erential equations. Such a simulator takes
a set of input values or conditions, x, and from them produces an output
value, y(x), or several such outputs. For instance, one application we use for
illustration simulates the average tidal power, y, generated as a function of a
turbine location, x = (x1; x2), in the Bay of Fundy, Nova Scotia (Ranjan et al.,
2011). Performing scienti�c or engineering experiments via such a computer
code (i.e., a computer experiment) is often more time and cost e�ective than
running a physical experiment or collecting data directly.

A computer experiment may have objectives similar to those of a physical
experiment. For example, computer experiments are often used in manufac-
turing or process development. If y is a quality measure for a product or
process, an experiment could aim to optimize y with respect to x. Similarly,
an experiment might aim to �nd sets or contours of x values that make y
equal a speci�ed target value | a type of inverse problem. Such scienti�c
and engineering objectives are naturally and e�ciently achieved via so-called
data-adaptive sequential design, which we describe below. Essentially, each
new run (i.e., new set of input values) is chosen based on the analysis of the
data so far, to make the best expected improvement in the objective. In a
computer experiment, choosing new experimental runs, restarting the exper-
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iment, etc. pose only minor logistical challenges if these decisions are also
computer-controlled, a distinct advantage relative to a physical experiment.

Choosing new runs sequentially for optimization, moving y to a target, etc.
has been formalized using the concept of expected improvement (Jones et al.,
1998). The next experimental run is made where the expected improvement
in the function of interest is largest. This expectation is with respect to the
predictive distribution of y from a statistical model relating y to x. By con-
sidering a set of possible inputs x for the new run, we can choose that which
gives the largest expectation.

We illustrate this idea with two examples in Section 7.2. Then we describe
formulations of improvement functions and their expectations in Section 7.3.
Expectation implies a statistical model, and in Section 7.4 we outline the use of
Gaussian process models for fast emulation of computer codes. In Section 7.5
we describe some extensions to other, more complex scienti�c objectives.

7.2 Expected Improvement and Sequential Design: Basic
Ideas

The ideas behind expected improvement and data-adaptive sequential design
are illustrated via two examples. The �rst, a tidal-power application, shows
the use of expected improvement in sequential optimization. In the second
example, we use a simulator of volcanic pyroclastic 
ow to illustrate how to
map out a contour of a function.

7.2.1 Optimization

Ranjan et al. (2011) described output from a 2D computer-model simulation
of the power produced by a tidal turbine in the Minas Passage of the Bay of
Fundy, Nova Scotia. In this simpli�ed version of the problem there are just two
inputs for the location of a turbine. Originally, the input space was de�ned by
latitude-longitude coordinates for a rectangular region in the Minas Passage
(see Figure 5 of Ranjan et al., 2011). The coordinates were transformed so
that x1 is in the direction of the 
ow and x2 is perpendicular to the 
ow.
Furthermore, only an interesting part of the Minas Passage was considered,
with x1 2 [:75; :95] and x2 2 [:2; :8]. The computational model generates an
output, y, the extractable power in MW, averaged over a tidal cycle for inputs
(x1; x2). For the simpli�ed demonstration here, y was computed for 533 runs
on a 13 � 41 grid of x1 and x2 values, which produced the contour plot of
Figure 7.1(a).

We now demonstrate how the turbine location optimizing the power (i.e.,
max y(x1; x2)) can be found with far fewer than 533 runs of the computer
code. Such an approach would be essential for the computer experiment of
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(c) Standard error
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(d) Expected improvement

FIGURE 7.1: Initial 20-run design and analysis for the tidal-power application:
(a) true power, y, in MW; (b) predicted power, ŷ(x); (c) standard error of
prediction, s(x); and (d) expected improvement, EfI(x)g. The design points
from an initial 20-run maximin Latin hypercube are shown as �lled circles. All
plots are functions of the two input variables, x1 and x2, which are transformed
longitude and latitude.

ultimate interest. A more realistic computer model has a grid resolution 10
times �ner in each coordinate and introduces vertical layers in a 3D code. The
running time would be increased by several orders of magnitude. Moreover,
the �nal aim is to position several turbines, which would interfere with each
other, and so the optimization space (or input space) is larger than two or three
dimensions. Thus, the ultimate goal is to optimize a high-dimensional function
with a limited number of expensive computer model runs. Inevitably, much
of the input space cannot be explicitly explored, and a statistical approach
to predict outcomes (extractable power) along with an uncertainty measure
is required to decide where to make runs and when to stop. The expected
improvement criterion addresses these two requirements.
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Consider a more limited computer experiment with just 20 runs, as shown
by the points in Figure 7.1. The experimental design (i.e., the locations of the
20 points) is a maximin Latin hypercube (Morris and Mitchell, 1995), a strat-
i�ed scheme that is \space-�lling" even in higher dimensions. The choice of
20 runs is based on the heuristic rule that an initial computer experiment has
n = 10d observations (Loeppky et al., 2009), where d is the input dimension;
here d = 2. Among the 20 initial runs, the largest y observed, denoted by

y
(20)
max, is 109.7 MW at (x1; x2) = (:755; :4). The expected improvement algo-

rithm tries to improve on the best value found so far, as new runs are added.
At each iteration of the computer experiment we obtain a predictive dis-

tribution for y(x) conditional on the runs so far. This allows prediction of
the function at input vectors x where the code has not been run. A Gaussian
process (GP) statistical model is commonly used for prediction, as outlined in
Section 7.4, though this is not essential. A GP model was �t here to the data
from the �rst 20 runs, giving the point-wise predictions, ŷ(x), of y(x) in Fig-
ure 7.1(b) along with standard errors of prediction, s(x), in Figure 7.1(c). The
standard error is a statistical measure of uncertainty concerning the closeness
of the predicted value to the actual true value of y(x). We show the predicted
values and standard errors through contours in Figures 7.1(b) and 7.1(c).

Figures 7.1(b) and (c) are informative about regions in the input space
that are promising versus unpromising for further runs of the code. While
the ŷ(x) prediction surface is nonlinear, it suggests there is a single, global
optimum. Moreover, the s(x) surface is uniformly below about 15 MW: For

much of the input space, ŷ(x) is so much smaller than y
(20)
max relative to s(x)

that a new run is expected to make virtually zero improvement.
The expected improvement (EI) for a candidate new run at any x is com-

puted from the predictive distribution of y(x); see Section 7.3.1 for the formal
de�nition of EI. Figure 7.1(d) shows the EI surface based on predictive dis-
tributions from a GP that was �t to the data from the initial 20 runs of the
tidal-power code. By the de�nition in Section 7.3.1, the improvement can never
be negative (if the output from the new run does beat the current optimum,
the current optimum stands). Consequently, the EI is always non-negative
too. Figure 7.1(d) indicates that for most of the input space EI is near zero
and a new run would be wasted, but there is a sub-region where EI is more
than 12 MW. Evaluating EI over the 13 � 41 grid shows that the maximum
EI is 13.9 MW at x = (:785; :45). In other words, a new code run to evaluate

y(:785; :45) is expected to beat y
(20)
max = 109:7 MW by 13.9 MW.

Thus, run 21 of the sequential design for the computer experiment is at
x(21) = (:785; :45). The actual power obtained from the simulator is y = 159:7

MW, so the best y found after 21 runs is y
(21)
max = 159:7 MW, and this is the

value to beat at the next iteration. Note that the actual improvement in the
optimum from the new run is 159:7 � 109:7 = 50:0 MW, compared with an
expectation of about 13.9 MW.
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The new run raises concerns about the statistical model. Before making
the new run, the predictive distribution of y(x(21)) is approximately Normal,
speci�cally N (123:5; 5:672), an implausible distribution given the large value
of the standardized residual

y(x(21))� ŷ(x(21))

s(x(21))
=

159:7� 123:5

5:67
= 6:4:

One de�ciency is that s(x) may not re
ect all sources of uncertainty in estima-
tion of the parameters of the GP (see Section 7.4). A more important reason
here, however, is that the new observation successfully �nds a peak in the
input space, a sub-region where the output function is growing rapidly and
uncertainty is larger. In contrast, the �rst 20 runs were at locations where the
function is 
atter and easier to model. The GP model �t to the initial runs
underestimated the uncertainty of prediction in a more di�cult part of the
input space.

Careful consideration of the properties of a GP model and the possible
need for transformations is particularly relevant for sequential methods based
on predictive distributions. Uncertainty of prediction is a key component of
the EI methodology, so checking that a model has plausible standard errors
of prediction is critical.

One way of improving the statistical emulator of the tidal-power code is
to consider transformation of the output. This is described in the context of
the volcano example of Section 7.2.2, where transformation is essential. For
the tidal-power example, persisting with the original model will show that it
adapts to give more plausible standard errors with a few more runs.

The GP model and predictive distributions are next updated to use the
data from all 21 runs now available. Figure 7.2(a) shows the location of the
new run as a \+" and the updated ŷ(x). Similarly, Figure 7.2(b) gives the
updated s(x). A property of the GP �t is that s(x) must be zero at any
point x, where y(x) is in the dataset for the �t; see Jones et al. (1998) for a
derivation of this result. Thus, s(x) is zero at the new run, and Figure 7.2(b)
shows it is less than 5 MW near the new run. Comparing with Figure 7.1(c),
it is seen that s(x) was 5 MW or more in this neighborhood for the GP �t
before the new run.

On the other hand, comparison of Figures 7.1(c) and 7.2(b) shows that
s(x) has increased outside the neighborhood of the new run. For example,
at the right edge of Figure 7.1(c), s(x) barely reaches 15 MW, yet s(x) often
exceeds 15 MW or even 20 MW at the same locations in Figure 7.2(b). The 21-
run GP �t has adapted to re
ect the observed greater sensitivity of the output
to x1 and x2. (For instance, the estimate of the GP variance parameter �2,
de�ned in Section 7.4, increased.) Thus, the model has at least partially self
corrected and we continue with it.

The EI contour plot in Figure 7.2(c) suggests that there is little further
improvement to be had from a further run anywhere. If a run number 22 is
made, however, it is not located where ŷ(x) is maximized; that location co-
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(c) Expected improvement

FIGURE 7.2: Analysis of the tidal-power application after 21 runs: (a) pre-
dicted power, ŷ; (b) standard error of prediction, s(x); and (c) expected im-
provement, EfI(x)g. The new design point is shown as a \+."

incides with run 21 and there would be no gain. Rather, the maximum EI
of about 1.3 MW occurs at a moderate distance from the location providing
maximum ŷ(x). As we move away from run 21, the standard error of predic-
tion increases from zero until it is large enough to allow a modest expected
improvement. Thus, this iteration illustrates that EI trades o� local search
(evaluate where ŷ(x) is optimized) and global search (evaluate where uncer-
tainty concerning �tted versus actual output values, characterized by s(x), is
optimized).

With this approach, EI typically indicates smaller potential gains as the
number of iterations increases. Eventually, the best EI is deemed small enough
to stop. It turns out that run 21 found the global maximum for extractable
power on the 13� 41 grid of locations.

7.2.2 Contour Estimation

We illustrate sequential design for mapping out a speci�ed contour of a
computer-model function using TITAN2D computer model runs provided by
Elaine Spiller. They relate to the Colima volcano in Mexico. Again for ease
of illustration, there are two input variables: x1 is the pyroclastic 
ow volume
(log base 10 of m3) of 
uidized gas and rock fragments from the eruption; and
x2 is the basal friction angle in degrees, de�ned as the minimum slope for the
volcanic material to slide. The output z is the maximum 
ow height (m) at
a single, critical location. As is often the case, the code produces functional
output, here 
ow heights over a 2D grid on the earth’s surface, but the out-
put for each run is reduced to a scalar quantity of interest, the height at the
critical location.

Following Bayarri et al. (2009), the scienti�c objective is to �nd the values
of x1 and x2 where z = 1, a contour delimiting a \catastrophic" region. Bayarri
et al. (2009) used the same TITAN2D code but for a di�erent volcano. They
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FIGURE 7.3: Analysis of the initial 32-run design for the volcano application:
(a) predicted height, ŷ(x), where y =

p
z; (b) standard error of prediction,

s(x); and (c) expected improvement, EfI(x)g. The design points of the initial
32-run design are shown as �lled circles. The new design point chosen by the
EI criterion is shown as a \+" in the lower left corner of (c).

also conducted their sequential experiment in a less formal way than in our
illustration of the use of EI.

There are 32 initial runs of the TITAN2D code. They are located at the
points shown in Figure 7.3(a). The predicted 
ow height surface also shown in
Figure 7.3(a) relates to a GP model �t to the transformed simulator output
y =
p
z. This choice was made by trying GP models on three di�erent scales:

the z untransformed height; log(z + 1), as chosen by Bayarri et al. (2009);
and
p
z. Our �nal choice of y =

p
z results from inspection of standard cross-

validation diagnostics for GP models (Jones et al., 1998).
The dashed curve in Figure 7.3(a) shows the contour where ŷ(x) = 1.

This maps out the contour of interest in the (x1; x2) input space, but it is
based on predictions subject to error. The standard errors in Figure 7.3(b)
are substantial, and sequential design via EI aims to improve the accuracy of
the estimate of the true y(x) = 1 contour.

The EI criterion adapted for the contouring objective is de�ned in Sec-
tion 7.3.2. It is computed for the initial design of the volcano example in
Figure 7.3(c). EI suggests improving the accuracy of the contour by taking
the next run at (x1; x2) = (8:2; 11:1). Inspection of Figures 7.3(a) and 7.3(b)
show that this location is intuitively reasonable. It is in the vicinity of the
predicted ŷ(x) = 1 contour and has a relatively large predictive standard er-
ror. Reducing substantial uncertainty in the vicinity of the estimated contour
is the dominant aspect of the EI measure of Equation (7.4).

The tidal-
ow and volcano applications both have a 2D input space for
ease of exposition, but the same approaches apply to higher dimensions, where
choosing runs in a sequential design would be more problematic with ad hoc
methods.
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7.3 Expected Improvement Criteria

In this section, we brie
y de�ne the improvement and EI in general. We then
review two implementations, speci�c to global optimization and contour esti-
mation, respectively.

Let I(x) be an improvement function de�ned for any x in the input space,
�. The form of the improvement depends on the scienti�c objective, such as
improving the largest y found so far in maximization. In general, it is formu-
lated for e�cient estimation of a pre-speci�ed computer-model output feature,
 (y). Typically, before taking another run, I(x) is an unobserved function of
x, the unknown computer-model output y(x), the predictive distribution of
y(x), and the best estimate so far of  (y).

Given a de�nition of I(x), as its name suggests, the corresponding EI
criterion is given by the expectation of I(x), viz.

EfI(x)g =

Z
I(x)f(yjx) dy:

Here expectation is with respect to the predictive distribution of y(x) con-
ditional on all runs so far, f(yjx). Assuming the sequential design scheme
selects one new input point at a time, the location of the new point, xnew, is
the global maximizer of EfI(x)g over x 2 �.

7.3.1 EI for Global Optimization

Finding the global minimum,  (y) = minfy(x) : x 2 �g, of a function which
is expensive to evaluate is an extensively investigated optimization problem.
(Finding the maximum is reformulated as min�y(x), and the following results
apply.) Jones et al. (1998) proposed an e�cient sequential solution via the
improvement function to assess the gain if a new evaluation is made at x. The
improvement function is

I(x) = maxfy(n)
min � y(x); 0g;

where y
(n)
min is the minimum value of y found so far with n runs. The objective

is improved by y
(n)
min� y(x) if y

(n)
min > y(x), otherwise there is no improvement.

The GP statistical model outlined in Section 7.4 leads to a Gaussian pre-
dictive distribution for f(yjx), i.e., y(x) � N [ŷ(x); s2(x)]. The Gaussian pre-
dictive model leads to a simple, closed form for the expected improvement,

EfI(x)g = s(x)�(u) + fy(n)
min � ŷ(x)g�(u); (7.1)

where

u =
y

(n)
min � ŷ(x)

s(x)
;
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while � and � denote the standard Normal probability density function (pdf)
and cumulative distribution function (cdf), respectively.

Large values of the �rst term in (7.1) support global exploration in regions
of the input space sparsely sampled so far, where s(x) is large. The second term
favors search where ŷ(x) is small, which is often close to the location giving

y
(n)
min, i.e., local search. This trade-o� between local and global search makes

EI-based sequential design very e�cient, and it often requires relatively few
computer-model evaluations to achieve a desired accuracy in estimating min y.

For instance, in the tidal-power application, the EI surface displayed in
Figure 7.1(d) indicates that the �rst follow-up run is at the location giving
the maximum predicted power; see Figure 7.2(a). Thus, the local-search com-
ponent dominates. Conversely, the suggested location for the second follow-up
run is in an unsampled region near the maximum predicted power; see Fig-
ure 7.2(c).

Attempts have been made to control this local versus global trade-o� for
faster convergence (i.e., using as few runs as possible) to the true global min-
imum. For instance, Schonlau et al. (1998) proposed an exponentiated im-
provement function, Ig(x), for g � 1. With g > 1, there is more weight on
larger improvements when expectation is taken to compute EI. Such large im-
provements will have a non-trivial probability even if ŷ(x) is unfavorable, pro-
vided s(x) is su�ciently large. Hence, global exploration of high-uncertainty
regions can receive more attention with this adaptation. Similarly, S�obester
et al. (2005) developed a weighted expected improvement function (WEIF)
by introducing a user-de�ned weight parameter w 2 [0; 1] in the EI criterion
of Jones et al. (1998), and Ponweiser et al. (2008) proposed clustered multiple
generalized expected improvement.

7.3.2 EI for Contour Estimation

Ranjan et al. (2008) developed an EI criterion speci�c to estimating a thresh-
old (or contour) of y. They applied it to a 2-queue 1-server computer network
simulator that models the average delay in a queue for service.

Let the feature of interest  (y) be the set of input vectors x de�ning the
contour at level a, viz.

S(a) = fx : y(x) = ag: (7.2)

The improvement function proposed by Ranjan et al. (2008) is

I(x) = �2(x)�min[fy(x)� ag2; �2(x)]; (7.3)

where �(x) = �s(x) for a positive constant � (e.g., � = 1:96, corresponding to
95% con�dence/credibility under approximate Normality). This improvement
function de�nes a limited region of interest around S(a) for further experi-
mentation. Point-wise, the extent of the region depends on the uncertainty
s(x) and hence the tolerance �(x).
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Under a Normal predictive distribution, y(x) � N [ŷ(x); s2(x)], the expec-
tation of I(x) can again be written in closed form, namely

EfI(x)g = [�2(x)� fŷ(x)� ag2] f�(u2)� �(u1)g
+ s2(x) [fu2�(u2)� u1�(u1)g � f�(u2)� �(u1)g]

+ 2fŷ(x)� ags(x) f�(u2)� �(u1)g ; (7.4)

where

u1 =
a� ŷ(x)� �(x)

s(x)
and u2 =

a� ŷ(x) + �(x)

s(x)
:

Like EI for optimization, the EI criterion in (7.4) trades o� the twin aims of
local search near the predicted contour of interest and global exploration. The
�rst term on the right of (7.4) recommends an input location with a large s(x)
in the vicinity of the predicted contour. When it dominates, the follow-up point
is often essentially the maximizer of �2(x)�fŷ(x)�ag2. This consideration led
to the new point in Figure 7.3(c) of the volcano application, for instance. The
last term in (7.4) gives weight to points far away from the predicted contour
with large uncertainties. The second term is often dominated by the other two
terms in the EI criterion.

The EI criterion in (7.4) can easily be extended to related aims. For simul-
taneous estimation of k contours S(a1); : : : ; S(ak), with S(�) de�ned in (7.2),
the improvement function becomes

I(x) = �2(x)�min
�
fy(x)� a1g2; : : : ; fy(x)� akg2; �2(x)

�
;

and the corresponding EI can also be written in a closed form. Roy (2008)
considered estimation of the contour de�ning a given percentile of the output
distribution when inputs to the computer model are random (described further
in Section 7.5).

7.4 Gaussian Process Models and Predictive Distribu-
tions

Evaluation of an EI criterion requires the computation of the expectation
of I(x) with respect to the predictive distribution of y(x). In principle, any
predictive distribution can be used, but for the method to be useful, it should
faithfully re
ect the data obtained up to the run in question. In practice,
treating the data from the computer-model runs as a realization of a GP is
nearly ubiquitous in computer experiments. A GP model leads to a Gaussian
predictive distribution, which in turn leads to the closed form expressions
in (7.1) and (7.4) and easy interpretation of the trade-o� between local and
global search.
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A GP model is a computationally inexpensive statistical emulator of a
computer code. A key feature of many codes is that they are deterministic:
rerunning the computer model with the same values for all input variables will
give the same output values. Such a deterministic function is placed within
a statistical framework by considering a given computer-model input-output
relationship as the realization of a stochastic process, Z(x), indexed by the
input vector. A single realization of the process is non-random, hence the
relevance for a deterministic computer code. For a continuous function, the
process is usually assumed to be Gaussian, possibly after transformation, as
was done for the volcano application.

This GP or Gaussian Stochastic Process (GaSP) paradigm for modeling a
computer code dates back to Sacks et al. (1989a,b), Currin et al. (1991), and
O’Hagan (1992). Speci�cally, the code output function, y(x), is treated as a
realization of Y (x) = �(x)+Z(x), where �(x) is a mean (regression) function
in x, and Z(x) is a Gaussian process with mean 0 and variance �2.

Crucial to this approach is the assumed correlation structure of Z(x).
For two con�gurations of the d-dimensional input vector, x = (x1; : : : ; xd)
and x0 = (x01; : : : ; x

0
d), the correlation between Z(x) and Z(x0) is denoted by

R(x;x0). Here, R(�; �) is usually a parametric family of functions, for which
there are many choices (e.g., Santner et al., 2003, Section 2.3). The computa-
tions for the applications in Section 7.2 were based on a constant (intercept)
regression and a stationary power-exponential correlation function,

R(x;x0) = exp

0@� dX
j=1

�j jxj � x0j jpj
1A :

Here, �j (with �j � 0) and pj (with 1 � pj � 2) control the properties of the
e�ect of input variable j on the output. A larger value of �j implies greater
sensitivity (activity) of y with respect to xj , whereas a larger value of pj
implies smoother behavior of y as a function of xj .

Under this model the output values from n runs of the code, Y1; : : : ; Yn,
have a joint multivariate Normal distribution. If the parameters in the statis-
tical model | in the mean function, in the correlation function, and �2 | are
treated as known, the predictive distribution of Y at a new x has a Normal
distribution, N [ŷ(x); s2(x)], where ŷ(x) is the conditional mean of Y (x) given
Y1; : : : ; Yn, and s2(x) is the conditional variance. Without assuming Normality,
ŷ(x) can also be interpreted as the best linear unbiased predictor, and s2(x) is
the associated mean squared error. In practice, the unknown parameters have
to be estimated, usually by maximum likelihood or Bayesian methods. The
predictive distribution is then only approximately Normal, and ŷ(x) and s(x)
are computed from estimated parameter values. Moreover, Bayesian estima-
tion of the correlation parameters may be necessary to capture all sources of
uncertainty in the predictive distribution.

As mentioned already, neither a GP model nor a Normal predictive distri-
bution are essential for sequential design with an EI criterion. For instance,



120 Design of Computer Experiments

Chipman et al. (2012) used the optimization improvement function of Jones
et al. (1998) with Bayesian additive regression trees (BART). Thus, the em-
ulator was a non-parametric ensemble of tree models.

7.5 Other EI-Based Criteria

Over the last two decades, a plethora of EI-based criteria have been proposed
for other scienti�c and engineering objectives.

Applications can involve several outputs of interest. For instance, con-
strained optimization problems arise where the code generating the objective
function y(x) or another code gives values for a constraint function, c(x), (or
several functions). For a feasible solution, c(x) must lie in [a; b]. If c(x) is
also expensive to compute, one can build an emulator, ĉ(x), for it too. The
predictive distribution for c(x) leads to an estimate of the probability that
a < c(x) < b for any new run x under consideration. EI in (7.1) is multiplied
by this probability of feasibility to steer the search to locations where EI for
the objective y(x) is large and c(x) is likely to be feasible (Schonlau et al.,
1998). For a code with multivariate output, Henkenjohann and Kunert (2007)
proposed an EI criterion for estimating the global maximum of the desirability
scores of simulator outputs.

In a computer experiment, each simulator run requires a �xed, \known" set
of values for the x input vector, but in the real world the input variables may
vary randomly, say due to di�erent environmental conditions. Thus, there is an
induced output distribution, and its properties can be of interest. Roy (2008)
estimated the contour in the input space de�ning the pth percentile, �p, of
the output distribution for given 0 < p < 1. At any iteration of the sequential
search based on a limited number of simulator runs, the distribution of the
inputs, x, is propagated through the predictive model, giving a distribution
of the output variable. In practice, this is achieved by taking a large random
sample from the known distribution of the inputs and evaluating ŷ(x) for
each sampled value. This Monte Carlo sample gives an estimate of the output
distribution and hence an estimate �̂p of �p. The improvement function for
the next point is

Ig(x) = �g(x)�min[fy(x)� �̂pgg; �g(x)]:

For g = 2 this is the improvement function in (7.3) with a = �̂p. Hence, the
contour of interest, a, is not �xed throughout the sequential design procedure
of Ranjan et al. (2008) but adapts as �̂p changes. Bichon et al. (2009) adapted
this criterion to estimate the probability of rare events and system failure in
reliability-based design optimization.

Sometimes the simulator input variables partition into those that are con-
trollable in reality and those that are uncontrollable. In a manufacturing pro-
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cess context, for instance, these two types of input could be nominal engineer-
ing dimensions and random environmental conditions, respectively. Lehman
et al. (2004) developed improvement functions for �nding M - and V -robust
designs for optimization for such a process. For a given con�guration of the
control variables, xc, let �(xc) and �2(xc) be the unknown mean and variance
of the simulator output y with respect to the distribution of the uncontrol-
lable variables. An M -robust engineering design minimizes �(xc) with respect
to xc subject to a constraint on �2(xc), whereas V -robust engineering design
minimizes �2(xc) subject to a constraint on �(xc).

The inclusion of measurement error (or equivalently, considering a non-
deterministic simulator) is becoming more popular in computer experiments,
often due to unavoidable simulator biases and inaccurate modeling assump-
tions. It is undesirable to ignore the measurement error when minimizing a
noisy output response, and Ranjan (2013) recommended minimizing a lower
quantile, q(x), via an estimate q̂(x) from the predictive distribution, e.g.,
q̂(x) = ŷ(x)� 1:96s(x) under a Normal predictive distribution. The proposed
improvement function is

I(x) = maxf0; q̂(n)
min � q(x)g;

where q̂
(n)
min is the minimum q̂(x) from n runs so far, and q(x) = y(x) �

1:96s(x) is an unobservable random quantity. Treating s(x) as non-stochastic
and assuming y(x) � N [ŷ(x); s2(x)], the corresponding EI criterion is

EfI(x)g = s(x)�(u) + fq̂(n)
min � ŷ(x) + 1:96s(x)g�(u); (7.5)

where

u =
q̂

(n)
min � ŷ(x) + 1:96s(x)

s(x)
:

Like the EI criterion in (7.1), EI in (7.5) facilitates the trade-o� between
local and global search. One can easily generalize this EI criterion to EfIg(x)g
(as in Schonlau et al., 1998) or introduce a user speci�ed weight (as in S�obester
et al., 2005).

For complex physical phenomena like climate and tidal power, multiple
computer simulators with di�erent computational demands are often available
for experimentation. For instance, there are 2D and 3D codes for the tidal-
power application; the 3D version is a higher-�delity representation of reality
but is much more expensive to run. They can be combined to obtain more
informed prediction, and Huang et al. (2006) proposed augmented expected
improvement for �nding the global minimum of the highest-�delity process,
subject to noise.
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7.6 Summary

The essence of these approaches for sequential computer experiments is to
formulate the scienti�c objective through an improvement function. Following
some initial runs, the next run is chosen to maximize the expected improve-
ment. In contrast to physical experiments, sequential design is convenient,
with the computer handling the logistics of iterating analysis of the data so
far, choice of the next run, and making the new run.

With objectives like optimization and contouring in high-dimensional ap-
plications, sequential strategies are e�cient in terms of solving the problem
with a relatively small number of runs. For these reasons, we expect this area
of the design of computer experiments will continue to receive considerable
research attention from methodologists and users.

Of course, the usefulness of this strategy depends on having a computer
model that provides a satisfactory description of the physical process of inter-
est. Such models have to be checked by reference to real data from the physical
process (Bayarri et al., 2007). However, once a model has been validated it
provides an e�cient route to achieving the goals discussed here.
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8.1 Introduction and Overview

The past 15 years have witnessed remarkable developments in the nature and
volume of genetic variation data that are available for statistical genetic anal-
ysis. Genetic variation generally refers to di�erences between individuals in
the DNA that is inherited from parents. Normally, identical DNA is contained
in each of our cells and does not change during a lifetime; it is organized as a
string of paired nucleotides for each of 22 chromosomes (autosomes), plus the
X and Y sex-chromosomes. A base-pair refers to a pair of nucleotides at a spe-
ci�c position. Simply speaking, a gene can be de�ned as a set of speci�c DNA
instructions that code an RNA or protein product. These in turn can a�ect
the development of physical features as well as the production of proteins and
metabolites that have biological consequences and may eventually play a role
in disease causation and physiological variation. The genome refers to all of
a person’s nucleotides across the chromosomes, and is comprised of 3 billion
nucleotides in total, indexed by base-pair position, with roughly 2% within the
coding regions of genes, known as exons. As a �rst step toward discovering and
characterizing the role of genes, genetic analysis of DNA variation investigates
relationships of speci�c DNA variants with measurable human traits.

In response to technological advances in measuring DNA variation across
the genome of an individual, new ways have arisen to investigate the role of
genetic factors in complex traits and this has led to new methods of statistical
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modeling and analysis. Our objective in this chapter is to describe some con-
tributions of Canadian researchers to statistical methods in human genetics.
We will begin in Section 8.2 by giving a short description of genetic studies
that involve either families or groups of unrelated individuals, with an outline
of some essentials of the methods. Then in Section 8.3 we will discuss ad-
vances in two areas of research, highlighting their applications and impact in
disease studies. Section 8.4 will comment on some other current and emerging
areas of study. Before doing this, we will �rst describe some of the ways that
information on a person’s genome is obtained.

In the investigation of the genetics of complex traits and diseases, in which
trait variation and disease risk arise from a combination of multiple genetic
and environmental factors, the ultimate scienti�c objective is to understand
the underlying genetic and biological mechanisms. This process often begins by
scanning (i.e., screening) the entire genomes of speci�c individuals to identify
a chromosomal region that may harbor a genetic variant that is a risk factor
for the disease or explains variation in the trait of interest. The two primary
methods of analysis used in such genome-wide studies are genetic linkage and
genetic association analysis. Genome-wide studies involve measurement of a
large number of genetic markers, each with a known genomic position (locus)
on a speci�c chromosome. At an observed genetic locus, the measured marker
can take on di�erent values or variants, known as alleles.

As summarized in Table 8.1, early genome scans used sets of markers
known as microsatellites that can take on many di�erent values (referred to
as polymorphisms), but these were subsequently replaced with cost-e�ective
arrays of single nucleotide polymorphisms (SNPs) which are markers that take
on only two values (e.g., alleles A and a) at a single base-pair position on a
chromosome. The design of these arrays exploits information about local de-
pendence between neighboring SNP markers (known as linkage disequilibrium,
LD) to choose so-called tagSNPs which serve to represent the genetic infor-
mation in a small region, saving the e�ort of measuring every SNP therein.
A tagSNP usually has no biological role, but can indirectly detect variation
at an unobserved SNP that is directly involved in disease expression. SNP
arrays are designed to comprehensively assess the kind of genetic variation
across the genome that occurs reasonably often in human populations, both
within genes and in regions outside genes. The density of SNPs measured per
chromosome has steadily increased with each improvement in array technol-
ogy, so that standard arrays can measure more than one million SNP markers
genome-wide, with estimates of another 2 million by genetic imputation based
on LD information available from external population sources through the In-
ternational HapMap Project. Next generation sequencing (NGS) technology,
now emerging, aims to directly measure variation at every base-pair position
with su�cient accuracy for near complete characterization of an individual’s
genome, including variants that occur very rarely in a population.
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TABLE 8.1: Summary of technologies for measurement of genetic variation.
Microsatellite markers have been widely used in genetic analysis of study
designs involving pedigrees, a�ected relatives, and case-parent trios. SNP ar-
rays now predominate in most study designs, including those with unrelated
individuals, particularly case-control studies, and use of next generation se-
quencing is increasing.

High- Type of Number of Genotyping
Throughput Variant Markers/ Accuracy
Technology Variants

Microsatellite Highly Hundreds High
Markers polymorphic

SNP Binary: 1 Million Moderate
Arrays common to High

Next Binary: 3 Billion Variable
Generation Rare, low
Sequencing frequency

and common

8.2 Essentials of Statistical Genetic Methods

By examining patterns of inheritance in families, genetic linkage analysis aims
to detect chromosomal regions containing genes that in
uence the risk of spe-
ci�c inherited diseases or traits. We need to know the pedigree (relationships
among family members), as well as disease or trait information and genetic
typing for at least some of the family members. Two genetic loci are said to
be linked when the parental alleles transmitted to a child at one locus are not
independent of the parental alleles at the other locus. Figure 8.1 illustrates the
genetic transmission of chromosomal material to the children of two parents
drawn from a randomly mating population (i.e., within a nuclear family).

In Figure 8.1(a), the patterned vertical bars represent a pair of chromo-
somes for each of six individuals in a population. The horizontal tick marks
represent chromosome positions at which a genetic marker or variant can be
measured; one allele occurs on each chromosome. As a simple example, sup-
pose that the dark diagonal and light dotted chromosomes each carry the A
allele at a marker locus on this chromosome, and the other chromosomes carry
the a allele at the same locus. A genotype for an individual is composed of the
pair of unordered alleles observed at the marker locus, for example AA, Aa,
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FIGURE 8.1: Illustration of (a) the genetic variability in a population, as
well as (b) genetic transmission from parents to o�spring in a nuclear family
(two parents and their children) and identical-by-descent (IBD) sharing among
siblings.

or aa. Genotyping methods provide information about the two alleles at the
particular location, but not the parental source (so that Aa is not distinguish-
able from aA). In the nuclear family depicted in Figure 8.1(b), which consists
of parents and their children, the parents drawn from the population produce
four children. A chromosome composed of two patterns represents a recom-
binant chromosome, while a chromosome of one pattern is non-recombinant.
A recombinant chromosome can be created by the occurrence of crossovers
during gamete formation (either the egg or the sperm) in which chromosomal
material is exchanged between the two chromosomes of one parent, although
exchange does not always happen. For each gamete, such crossover events oc-
cur independently with varying probabilities and locations. Each child then
inherits one chromosome from their mother, and likewise, one from their fa-
ther. When a genetic marker is close to a disease gene, it is more likely that a
parental allele at the marker locus is jointly transmitted with a speci�c allele
from the same parent at the disease locus. Informative parental genotyping,
here represented by di�erently-patterned chromosomes, is usually required for
precise inference about which parent transmitted a particular allele.

One type of genetic linkage analysis, usually referred to as model-based
or parametric linkage analysis, requires explicit model assumptions about the
relationship between the unknown gene variants and the disease or trait, and



S. B. Bull, J. Graham, and C. M. T. Greenwood 129

the pattern of disease inheritance in a family. Another type of linkage analy-
sis, known as model-free analysis, does not require speci�cation of a disease
inheritance model; see Xu et al. (2012) for a comprehensive summary. Rather,
patterns of genetic similarity among a�ected relatives at a marker locus are
compared to what one would expect at a location distant from a disease gene.
Genetic similarity is typically assessed by allele sharing, which is discussed in
the following subsection. Genetic linkage tests have been used as a �rst step in
the search for disease susceptibility genes, and a genome-wide scan for linkage
may simply identify broad regions that harbor such genes. These regions can
then be examined more closely by analysis with alternative methods or by
collection and analysis of higher density genetic typing data.

Genetic association analysis also aims to detect chromosomal regions that
harbor genes for complex traits, but proceeds by testing the null hypothesis
of no association between a SNP genotype and disease status, or trait value.
Case-control studies of unrelated individuals that compare the distribution
of genotypes in those with and without disease (i.e., \a�ected" and \unaf-
fected") have predominated. Nevertheless, statistical methods for genetic as-
sociation analysis involving families have remained of considerable interest.
Family-based designs for assessing genetic association in families include the
case-parent trio design, in which an a�ected child and his or her parents are
genotyped. Under this design, one examines whether an a�ected child inher-
its a parental allele more often than expected under Mendelian inheritance,
or in other words, whether allele transmission from the parents in a sample
of trios exceeds the expected proportion of 1=2. Family-based designs have
been extended to the analysis of disease status and trait values in nuclear
families and large pedigrees, combining comparisons between unrelated indi-
viduals with comparisons between related individuals from the same family
(Mirea et al., 2012).

Recently and with the advent of next generation sequencing (NGS), there
is renewed interest in classical genetic linkage analysis methods. In families
carrying rare genetic mutations that nearly always produce disease, linkage
analysis can e�ciently narrow down the genomic regions likely to carry the
causal variant. Consequently, there is a substantial increase in the accuracy
of inferring which of the genetic alterations identi�ed by NGS is most likely
to be a disease-causing mutation.

8.2.1 Modeling Genetic Sharing in Sibships and Relative
Pairs

Here, we focus our discussion on genetic linkage analysis for a binary disease
state (a�ected/una�ected), and we assume that su�cient genetic data are
available so that it is possible to quite accurately infer whether two related
individuals share 0, 1 or 2 copies of a chosen chromosomal region. Such sharing
implies that the chromosomal region was inherited from a common ancestor,
and this is termed identical-by-descent (IBD) sharing of chromosomal regions.
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In the nuclear family illustrated in Figure 8.1, the �rst and the second child
share the dark diagonal chromosome inherited from one parent but share only
the lower (solid dark) part of the chromosome inherited from the other parent,
so IBD sharing is equal to 1 in the upper part of the chromosome and equal
to 2 in the lower part. The second and third child have IBD sharing equal
to 0 in the upper part of the chromosome, IBD sharing equal to 1 in the
middle part, and IBD sharing equal to 2 at the lower tip. In contrast, the �rst
and the last child have IBD sharing equal to 0 across the entire chromosome.
An observation in this family that the �rst, second, and third child were all
a�ected with disease, whereas the last was not, would be consistent with a
disease gene locus in the lower tip of the chromosome.

Mendel’s law says that a child is equally likely to inherit one half or the
other half of a parent’s chromosomal material. In sib pairs generally (i.e., not
selected according to their disease status), or in a�ected sib pairs at markers
that are distant from a disease gene locus, we expect IBD sharing proportions
of (1=4; 1=2; 1=4) for IBD sharing of (0; 1; 2) copies, respectively. (At a speci�c
location, for example at the top of the chromosomes in Figure 8.1(b), there are
four possible genotypes that are equally likely to be inherited by a child. Then
for a pair of siblings, there are 16 possible combinations of two genotypes, and
among these, there are four that share IBD = 0, eight that share IBD = 1, and
four that share IBD = 2). However at a marker close to a disease susceptibility
gene, we expect to observe excess IBD in a sample of a�ected sib pairs, with
a higher proportion of IBD = 2 and a lower proportion of IBD = 0.

Conceptually, the goal of genetic linkage analysis is to �nd chromosomal
regions with excess IBD sharing among related individuals. Such a chromoso-
mal region is then likely to contain a gene or genetic variant that alters disease
risk. In the absence of any association with disease, the probability distribu-
tion of IBD sharing follows from Mendel’s laws of inheritance. We denote the
probability that a pair of related individuals share k alleles identical by descent
as zk = Pr(share k copies). For a randomly chosen chromosomal region (i.e., a
region in which no disease gene is located), the IBD sharing probabilities are
(z0; z1; z2) = (1=4; 1=2; 1=4) for siblings, and (3=4; 1=4; 0) for �rst cousins, for
example. When multiple markers within a chromosome region are examined
for linkage in a sample of a�ected relatives, a location with su�ciently large
excess IBD sharing is inferred to be close to a potential disease gene locus,
while more distant loci exhibit lesser amounts of excess sharing.

Figure 8.2 illustrates the characteristic reduction in average IBD sharing
in a�ected siblings with increasing distance from a linkage peak at which IBD
sharing is maximal. Marker locations under the linkage curve of excess sharing
constitute a linkage region.

Statistical estimation and testing of hypotheses is often done using likeli-
hood functions (LF). A likelihood function associated with a particular dataset
is obtained by considering the probability of the observed data under a hy-
pothesized model; it thus is a function of the parameters that specify the
model. Here the zk are the parameters in the likelihood for a simple allele
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FIGURE 8.2: Patterns of identical-by-descent (IBD) sharing in a region of
linkage on chromosome 6 in a sample of a�ected sib pairs (ASPs) with diabetes
(taken from Biernacka et al., 2005). The solid circles indicate average IBD
sharing values in the ASPs at each of 18 markers. The two curves show the
expected IBD sharing for a one-locus model (dashed line) and for a two-locus
model (solid line); cM is a measure of chromosome marker position commonly
used in linkage analysis.

sharing linkage model, and they can be estimated and tested using the LF.
Formally, one way to test for linkage is by a likelihood ratio (LR) statistic
where the likelihood at the estimated IBD proportions z = (ẑ0; ẑ1; ẑ2) is com-
pared to the likelihood under the null hypothesis of no excess sharing. The
LR statistic can be maximized with respect to the zk parameters, and the null
hypothesis of no linkage is rejected when the maximized LR statistic is large
in comparison to a test criterion. The maximum likelihood estimation is con-
strained such that the estimated IBD proportions sum to 1. In a�ected sibling
pairs, the power of the LR test to detect linkage can be improved by evaluat-
ing the likelihood at a di�erent point z�, where z� is constrained to lie within
the so-called plausible triangle of zk values (z1 � 1=2 and z1 � 2z0) that are
consistent with the underlying genetics of IBD allele sharing (Holmans, 1993;
Feng et al., 2005).

8.2.2 Models for Genetic Transmission in Families

Family-based designs for genetic association are also useful in the analysis of
disease status in families, and analysis can be conducted in a nuclear family
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TABLE 8.2: Formulation of allele transmission from parents to an a�ected
child, for family-based association tests of excess transmission under a case-
parent trio design: nAa is the observed count of Aa parents that transmit A
and not a, naA is the observed count of aA parents that transmit a and not A,
nAA is the observed count of homozygous AA parents, and naa is the observed
count of homozygous aa parents.

Not Transmitted

Transmitted A a

A nAA nAa

a naA naa

with only one a�ected child. Returning to Figure 8.1, now we consider that
child 1 is a�ected and with two parents together constitutes a case-parent trio.
Suppose that the dark diagonal chromosome carries the A allele at a marker
locus on this chromosome, and the other chromosomes carry the a allele at the
same locus. When we genotype a marker locus on the chromosome, we �nd
that the �rst parent transmitted their diagonal chromosome A allele and did
not transmit their gray chromosome a allele to the child, whereas the second
parent transmitted their solid dark a allele and not their striped a allele. More
generally, assuming n trios with 2n parents, we can construct a 2� 2 table as
given in Table 8.2 in which nAa is the observed count of parents that transmit
A and not a, naA is the observed count that transmit a and not A, and so
on. In our simple example, parent 1 would contribute to the nAa count, but
parent 2 is homozygous for a and contributes to the naa count. If the marker
allele is unrelated to being a�ected with disease then the probability that a
parent transmits one allele or the other is 1=2, and among parents with the
Aa genotype, no di�erence is expected in the proportions of A and a alleles
that are transmitted. In contrast, excess transmission of the A allele with
nAa greater than naA, for example, would provide family-based evidence for
association of that allele with disease. As in the allele-sharing analysis, the
success of this approach is dependent on the presence of linkage between the
marker locus and the disease locus.

In the case of a biallelic genetic variant such as a SNP (e.g., alleles A and
a) and a single a�ected child, a test statistic to detect excess transmission can
be constructed from the o�-diagonal cell counts in the 2� 2 table, where the
margins correspond to transmitted and untransmitted alleles for the parents,
and each parent contributes one observation to the table (Table 8.2). Among
several model formulations developed for this kind of pattern of genetic in-
heritance, known as transmission disequilibrium, one that lends itself well
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to generalization is the conditional on parental genotypes (CPG) likelihood
(Schaid and Sommer, 1993). Following the notation of Mirea et al. (2012) for
the case-parent trio design, this likelihood models Pr(G j Gm; Gf ; D = 1),
the probability of the child’s genotype G conditional on the child being a
case (D = 1) and the parental genotypes (Gm for the mother and Gf for the
father), in terms of the genotype relative risk parameters

 AA =
Pr(D = 1 j G = AA;Gm; Gf )

Pr(D = 1 j G = aa;Gm; Gf )

and

 Aa =
Pr(D = 1 j G = Aa;Gm; Gf )

Pr(D = 1 j G = aa;Gm; Gf )
:

Assuming a gene-dose model where

 Aa =  and  AA =  2
Aa =  2;

the maximum likelihood estimate is  ̂ = nAa=naA. Families in which both
parents are homozygous (e.g., AA or aa) at a marker locus are uninformative.
The null hypothesis specifying no excess transmissions, H0 :  = 1, can be
formally tested using a LR statistic.

8.2.3 Genetic Association in Unrelated Individuals

The era of genome-wide association studies (GWAS) has been largely driven
by the availability of inexpensive SNP-based technology to systematically ex-
amine the entire genome. Statistical analysis in GWAS is characterized by the
application of conventional methods for hypothesis testing of each one of a
very large number of SNPs genotyped using arrays (see Chapter 9 by Craiu
and Sun for discussion of approaches to statistical inference in GWAS). The
problem of high false positive error rates generated by conducting millions
of tests has been addressed by requiring strict signi�cance thresholds in the
discovery study and replication in an independent study. Because stringent
criteria for genome-wide statistical signi�cance are necessary to reduce the
number of false positive associations, very large sample sizes are required,
and case-control study designs have predominated; these studies compare the
genotypes of unrelated individuals a�ected with disease (i.e., cases) to those
of healthy individuals from the general population or individuals known to be
una�ected with the disease (i.e., controls).

As illustrated in Table 8.3, assuming n cases and m controls have been
genotyped at a SNP locus, we can construct a 2 � 3 table to compare their
genotype frequencies. We denote the genotype probabilities for cases and con-
trols by (p2; p1; p0) and (q2; q1; q0) respectively, according to the number of
copies of the less frequent allele in the genotype (e.g., the number of copies of
A in AA, Aa or aA, aa). Assuming a gene-dose model in which the probability
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TABLE 8.3: Formulation of genetic association in unrelated individuals under
a case-control design: n2 is the observed count of cases with genotype AA,
n1 is the observed count of cases with genotype Aa, n0 is the observed count
of cases with genotype aa, and mx is the observed count of controls with x
copies of allele A.

Individual Genotype

AA Aa aa

Case n2 n1 n0

Control m2 m1 m0

of being a�ected depends on the number of copies of the allele, a genotypic
odds ratio parameter, OR, can be de�ned such that

OR =
p2=q2

p1=q1
=
p1=q1

p0=q0
;

and estimated from the observed genotype counts using likelihood methods.
GWAS provide a cost-e�ective platform to detect associations, and can

often identify a narrower chromosome region than linkage analysis. However,
association analysis has been largely limited to SNP variants that occur in
more that 5% of individuals, and a disease-associated GWAS tagSNP is not
usually causal itself but is close to a causal variant. GWAS typically have
not provided su�cient re�nement at the base-pair level to identify potential
disease-causing variants. Next generation sequencing (NGS) and genetic im-
putation to augment the set of genotyped SNPs can be implemented in GWAS
samples to better determine the base-pair location of the genetic variant that
is possibly relevant. In some studies, only the regions surrounding the signif-
icant tag SNPs are sequenced. In other studies, the entire genome or exome
is imputed or sequenced. The ability to comprehensively examine all genetic
variation, including that occurring rarely or at low frequency in a population,
is the main attraction of NGS for genetic association studies, but in this chap-
ter we leave aside discussion of methods for the analysis of NGS rare variants,
which is currently a very active area of research.
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8.3 Advances in Statistical Genetic Methods

8.3.1 Linkage with Covariate Data

Allele-sharing models such as the one introduced in Section 8.2.1 have been
widely used for the study of genetic linkage in complex traits and diseases.
When the etiology of a disease is complex (i.e., when there are many fac-
tors coming together to cause disease), heterogeneity can occur because of
di�erences in genetic or environmental factors that cause disease, or because
individuals with disease subtypes having di�erent causes appear to be a�ected
with the same disease. In this situation, families may exhibit excess IBD shar-
ing at several marker loci and subsets of the families may be linked to di�erent
markers. Likewise, if an environmental exposure as well as a high-risk gene
variant need to co-occur in order to increase risk of disease, then unexposed
families will not exhibit excess sharing even for a marker close to the disease
gene locus. Classifying families according to covariate data (i.e., data on fac-
tors that may be disease-related) can often help to reduce this heterogeneity,
and improve the sensitivity of linkage analysis. The inherent challenge in con-
sidering covariate e�ects on genetic linkage is that a covariate is de�ned for
an individual, but linkage is de�ned by examining sharing in pairs or sets of
individuals. It is therefore necessary to construct covariates that apply to a
pair or a set. For example, in a pair of diseased siblings, it might be of inter-
est to know if they were both diagnosed at a young age, with the idea that
genetic factors are more important in early onset than in adult onset disease.
The concept of heterogeneity in linkage evidence was instrumental in a study
of genetic factors in
uencing in
ammatory bowel disease. Canadian families
containing at least two individuals diagnosed with either Crohn’s disease (CD)
or ulcerative colitis (UC) were recruited and a linkage analysis based on IBD
allele sharing in 158 families identi�ed a region of interest on chromosome 5
(Rioux et al., 2000). Exploration of covariate associations in a�ected relative
pairs in an overlapping but slightly larger set of families (167 families and
199 a�ected sibling pairs) found evidence for di�erences in allele sharing that
depended on diagnostic subtype and age at diagnosis (Bull et al., 2002). The
sharing patterns in the families were associated more strongly with CD than
with UC, and particularly with families containing at least one individual with
a young age at diagnosis.

For simplicity, the discussion here assumes that one chromosomal region
is being examined and that the genetic data for an individual at that location
are represented by G. If the probability of being diagnosed with disease D
depends on a covariate, x, such as age or an environmental exposure, as well
as the genotype G, this can be thought of as a modi�cation of the conditional
probabilities Pr(DjG) by the covariate; i.e.,

Pr(DjG; x1) 6= Pr(DjG; x2);
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where x1 and x2 are di�erent covariate values. Given this assumption, it can
then be shown that the probability distribution of IBD genetic sharing between
a pair of diseased, related individuals also depends on the covariate values of
the pair; calculations for these probabilities essentially use Bayes rule. Let
xP represent a covariate that applies to a pair of a�ected relatives, and k =
0; 1; 2 enumerate the IBD states. In one of the �rst studies in this direction
(Greenwood and Bull, 1999a), the dependence of the IBD proportions on
covariates in a�ected sibling pairs was parameterized by a multinomial model,

zk(xP ) =
exp (�kxP )

1 + exp (�1xP ) + exp (�2xP )

in which the parameters �1 and �2 correspond to di�erences in IBD shar-
ing that depend on covariates. In the study of CD and UC families noted
above, both family-level and pair-level covariates were de�ned (i.e., ethnic
background: Jewish versus non-Jewish; diagnostic subtype: all sibs CD, all
sibs UC, or both CD and UC sibs; and age at diagnosis: one sib diagnosed
by age 16 years versus both sibs diagnosed after age 16). Although inference
about linkage in the absence of covariate e�ects can be improved by the tri-
angle constraints introduced in Section 8.2.1, their use in linkage models with
covariates is more complicated, since the constraints may no longer apply for
all sibling pairs, particularly for pairs who have di�erent values for the co-
variate. The most attractive option may be to implement partial constraints,
for example within covariate-de�ned subgroups, which although not optimal,
may nevertheless improve power of the likelihood ratio test in most situations
(Greenwood and Bull, 1999a).

Subsequent development of approaches to test for linkage in the presence
of covariates beyond the a�ected sibpair analysis we have described here al-
low many types of relative pairs to be analyzed simultaneously. For example,
because the expected IBD sharing proportions depend on the type of rela-
tive pair, Xu et al. (2006) extended the model of Olson (1999) to include
relative-pair-level covariates. In this framework, the likelihood contributions
of di�erent relative pair types are uni�ed by writing the probabilities in terms
of the increased disease risk for IBD = k (k = 1 or 2) relative to IBD = 0. The
resulting covariate-dependent relative risk formulation could then be incorpo-
rated into a tree-based algorithm designed to select the important covariates;
this method identi�ed clinical covariates altering evidence for linkage at a
candidate region in families including cases of bipolar a�ective disorder (Xu
et al., 2006). It is also possible to include individual-level covariates in IBD-
sharing-based linkage analysis through judicious weighting of each individual’s
contribution to the test of linkage (Whittemore and Halpern, 2006). Finally,
for linkage studies that examine multiple pairs of relatives in the same family,
practical methods to account for the dependence between the pairs provide
accurate assessment of statistical signi�cance (Greenwood and Bull, 1999b;
Schaid et al., 2007).
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FIGURE 8.3: Summary nonparametric linkage (NPL) scores for family sub-
groups with in
ammatory bowel disease in a region of linkage on chromosome
5 (taken From Mirea et al., 2004). The solid line in the upper �gure applies
to all families, CD and UC denote diagnostic subgroups, while CD 16 and
CD>16 distinguishes subgroups de�ned by minimum age at onset � 16 years
in the family. The summary NPL score is an average of family-speci�c linkage
statistics calculated using 17 markers. cM is a measure of chromosome marker
position commonly used in linkage analysis.

Further analysis of the in
ammatory bowel disease families at the chromo-
some 5 locus using family-level tests of covariate-based heterogeneity (Mirea
et al., 2004) also demonstrated some evidence for heterogeneity in linkage
depending on the pedigree minimum age of onset (Xu et al., 2012). The non-
parametric linkage (NPL) statistic used in Figure 8.3 is a summary of excess
IBD sharing among all the a�ected relatives in a family. We see di�erences
between CD and UC subtypes in the family-speci�c NPL score, and according
to early age at diagnosis in the CD subtype. The prominent genomic location
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in the latter has shown consistent association with disease risk in subsequent
studies (Weizman and Silverberg, 2012), but unfortunately, identifying ex-
actly which DNA changes are responsible for the increased disease risk has
proven extremely elusive. Investigation of the genetics of in
ammatory bowel
disease continues, with a recent large meta-GWAS study of over 75,000 cases
and controls, yielding a cumulative total of 163 loci that meet genome-wide
signi�cance thresholds (Jostins et al., 2012).

8.3.2 E�ect Estimation in Genome-Wide Analysis

Whether conducted by linkage or association analysis, genome-wide investiga-
tions are fundamentally discovery studies in that they aim to comprehensively
examine all regions of the genome and discover regions, genes, or variants that
will be evaluated in subsequent studies. It is important for scienti�c accep-
tance that such potential e�ects also be seen in one or more independent
\replication" studies of individuals or families that did not participate in the
discovery study. When the same observations are used for both gene discovery
and e�ect estimation, and a genetic e�ect is estimated only when the test for
linkage or association at that locus meets genome-wide statistical signi�cance
criteria, the e�ect estimate is on average larger in magnitude than the true
value (G�oring et al., 2001). Bias in genetic e�ect estimates, a phenomenon
also known as the winner’s curse or the Beavis e�ect (Xu, 2003), can occur
in both genome-wide linkage and genome-wide association studies. The bias
introduced in this way is a form of selection bias (Efron, 2011), and the ob-
servation of a smaller e�ect in an independent replication sample is common.
This phenomenon is well-illustrated by a case-control GWAS of psoriasis that
reported odds ratios for genetic association calculated in independent discov-
ery and replication samples (Nair et al., 2009). All of the 10 most signi�cant
SNPs identi�ed in the discovery sample of 2759 individuals had smaller odds
ratios in the replication sample of 10,099 individuals, with the percentage
reduction ranging from 5% to 20%.

Such bias is particularly critical in replication study design. When an esti-
mate from a discovery study is used to calculate the sample size required for
a replication study, a biased e�ect estimate will produce a sample size esti-
mate that is too small, leaving the investigators with a study under-powered
to replicate a true association. If the association is not replicated, it may be
assumed the original �nding was a false positive association, when in fact it
is a true association that was not replicated due to inadequate sample size. In
addition, an accurate estimate of the genetic e�ect is important for estimation
of the proportion of heritability explained by signi�cant genetic associations,
for meta-analyses from multiple studies, and for interpretation of detected
associations.

To address the problem of selection bias, initially in the setting of allele-
sharing linkage analysis, Sun and Bull (2005) developed a genome-wide \boot-
strap" resampling method in which random samples drawn from the origi-
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nal study data are reanalyzed. Within each such bootstrap resample, which
consists of a subset of the original study observations, repeating the entire
genome-wide analysis imitates a \discovery" study, and captures the e�ects
of the statistical signi�cance criterion, as well as the correlation structure
among the genetic loci. A genetic e�ect estimate for a locus with a test statis-
tic that exceeds the genome-wide signi�cance threshold in the bootstrap re-
sample analysis, will be subject to the \winner’s curse." Then to imitate an
independent study, the genetic e�ect at the locus discovered in the bootstrap
resample is estimated in the original study observations not included in the
bootstrap resample. The di�erence between these two estimates re
ects the
winner’s curse bias. This process is repeated in each of a large number of
bootstrap resamples and the average di�erence is taken as an estimate of
bias. Because the size of the bias depends on the ranking of the loci accord-
ing to the size of the test statistic (i.e., whether it is the largest or the tenth
largest, for example), the bias for the kth ranked locus detected in the original
analysis is estimated with the bias estimates for the kth ranked locus in each
of the bootstrap resamples. This is called a shrinkage estimator because the
bias calculated in this way is used to reduce the genetic e�ect estimate for
each of the loci identi�ed in the original study.

This bootstrap implementation has proven valuable in several scienti�c
settings, including genetic linkage analysis, GWAS and NGS (Wu et al., 2006;
Yu et al., 2007; Faye et al., 2011, 2013). Wu et al. (2006) evaluated the
bootstrap method for a quantitative trait linkage scan and, in the situation
where multiple signi�cant markers are detected, described how to estimate
the proportion of genetic variance explained by a marker (a quantity known
as locus-speci�c heritability). In GWAS, it can account for SNP selection ac-
cording to statistical signi�cance or relative ranking among SNPs, and a soft-
ware package with an e�cient implementation for GWAS is publicly available
(www.utstat.utoronto.ca/sun/Software/BR2/br2-web/br2.html). Appli-
cations in genetic association studies of psoriasis, diabetic glycemia, and time
to diabetic nephropathy have provided additional insight into the performance
and prospects for replication studies (Al-Kateb et al., 2008; Paterson et al.,
2010; Sun et al., 2011; Poirier et al., 2013). Additional aspects of selection
bias have been studied in the NGS setting in which regions surrounding highly
ranked GWAS SNPs are sequenced by NGS in the same sample used to detect
the region (Faye and Bull, 2011). In addition, SNP genotyping is subject to
both measurement error and to errors of imputation. Recent work has consid-
ered further the consequences of di�erential sequencing error and imputation
error, and applied the bootstrap shrinkage estimator in an analytic re-ranking
method that improves identi�cation of potentially causal variants, for exam-
ple, in locating sequence variants within a chromosome region associated with
the risk of prostate cancer (Faye et al., 2013).
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8.4 Commentary: Current and Emerging Issues

For complex traits, such as cancer and obesity, epidemiologic evidence impli-
cates environment and lifestyle as major factors. On the other hand, familial
clustering of disease suggests that genetics also plays a role. An emerging fo-
cus of complex-trait epidemiology is the role of the environment (E) together
with genes (G), often referred to as G � E, or gene-environment interaction.
In early genome-wide association studies (GWAS), environmental and lifestyle
factors were rarely considered, owing to challenges with the feasibility, cost
and validity of covariate measurement. However, GWAS have explained very
little of the variation in traits that is due to genetic di�erences (Manolio
et al., 2009), and so investigators are taking a closer look at G � E (Ober
and Vercelli, 2011), with some success. For instance, among smokers, colorec-
tal cancer is strongly associated with exposure to carcinogens in well-done
red meat, but only in genetically susceptible individuals (Le Marchand et al.,
2001). As another example, obesity is more highly associated with fat intake
in carriers than in non-carriers of the risk allele in the PPAR-
 gene (e.g.,
Garaulet et al., 2011). In fact, the concept of G � E was instrumental in a
recent longitudinal study of body-mass index (Abarin et al., 2012). The study
followed 1096 children from birth to 14 years of age and analyzed the variation
in their BMI growth trajectories. Among carriers of the risk allele in the fat
mass and obesity gene, FTO, the increase in BMI was attenuated by longer
duration of exclusive breastfeeding. These G� E �ndings have public health
relevance for preventing obesity in genetically susceptible individuals.

Despite the successes described in this chapter, statistical challenges re-
main. For example, in cancer and other rare diseases, the case-control study
is a practical design, but the ability to detect G � E is low, even with large
sample sizes (Greenland, 1983). When the study population is ethnically ho-
mogeneous and E is not genetically in
uenced, it is reasonable to assume that
G and E are statistically independent; i.e., a person’s genotype is unrelated
to their environmental covariates. In these cases, power may be enhanced by
enforcing G{E independence (e.g., Umbach and Weinberg, 1997; Chatterjee
and Carroll, 2005; Shin et al., 2007), as implemented in the R software package
LUCA (Shin et al., 2007), available from the Comprehensive R Archive Network
(CRAN; cran.r-project.org). Outside genetics, these methods can also be
applied to exploit the independence of randomized treatments and covariates
in nested case-control studies (Breslow et al., 2013). One drawback is that
even slight departures from the assumed form of G{E dependence can in
ate
the chance of false-positive results in tests of G � E (e.g., Shin et al., 2007).
Statistical independence of G and E within families, rather than in the popu-
lation, is a weaker assumption that can increase the power to detect G�E in
case-parent study designs. These designs are frequently used for rare diseases
of early onset, such as childhood cancers (e.g., Infante-Rivard et al., 2007) in
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which prenatal factors such as parental occupational exposures may be rel-
evant. Shin (2012) developed a data-driven approach that incorporates G{E
independence within families to visualize and test G�E in case-parent trios.
The approach is implemented in the R software package trioGxE available on
CRAN.

Measurement or misclassi�cation error can a�ect the interpretation of re-
sults for G � E in ways that require more research in terms of identi�cation
and correction (Greenland, 1980). Development of approaches to appropri-
ately deal with the misclassi�cation of G (e.g., Weinberg et al., 2011; Shin
et al., 2012) and with E (Thomas, 2010) is an important area of ongoing
research. Recent commentaries (Thomas, 2012; Thomas et al., 2012) suggest
that methods for the joint analysis of genes and environment are likely to
take on increasing prominence, in part due to the development of molecular
technologies and biomarkers that can broadly assess environmental exposures.
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9.1 Background and Introduction

Statistical genetics is a scienti�c discipline that covers any statistical analy-
sis of genetic data. The interplay between statistics and genetics has a long
history, dating back to the seminal work by Fisher almost a century ago to
con�rm the genetic theory of chromosomal inheritance (Piegorsch, 1990). Re-
cent advancements in genotyping (i.e., collecting genetic data) technologies
have produced vast amounts of data, o�ering statisticians great opportunities
in methodological development, implementation and application. For exam-
ple, the high-dimensional genome-wide association studies conducted in the
last few years have led to the development of a catalog of novel statistical
methods for dissecting the genetic architecture of complex human traits; see,
e.g., Thomas et al. (2009) and Begum et al. (2012).

The types of genetic data available are quite diverse; they include micro-
satellites, single-nucleotide polymorphisms, copy number variations, DNA
methylation, and gene expression. The corresponding statistical methodolo-
gies are equally diverse, as illustrated by Shelley Bull, Jinko Graham, and
Celia Greenwood in Chapter 8. For clarity and a more focused discussion,
this expository piece is centered around studies of genetic association between
single-nucleotide polymorphisms and heritable human traits. In the follow-
ing, we �rst provide relevant genetic terminology. We then formulate genetic
association studies in terms of regression models in which inferences on the
regression coe�cients are of interest. Using a published genome-wide associ-
ation study as an example, we �rst describe the commonly used frequentist
approaches to achieve testing and estimation objectives, and we then discuss
alternative Bayesian methods and associated advantages as well as challenges.
We conclude with discussions of other recent developments in Bayesian statis-
tical genetics, focusing on contributions made by Canadian statisticians, and
comment on future directions.
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9.1.1 Basic Genetic Terminology

The building blocks of the human genome are base pairs, which are part of
the DNA in each person’s chromosomes. There are about three billion base
pairs and over 99% are identical between individuals. A base pair that varies
in a population and has two variants (alleles) is called a single-nucleotide
polymorphism (SNP).

Let A and a denote the two alleles, and without loss of generality, let a be
the minor allele for which the population allele frequency, p(a), is such that
p(a) � :5. This frequency is called the minor allele frequency (MAF) and some
terminology is based on this: a common SNP has MAF � :05, a low frequency
SNP has :01 < MAF < :05, and a rare SNP or rare variant has MAF � :01.

Although the exact number is a moving target, it is believed that there
are over 10 million common SNPs and even more rare variants (1000Genome-
sProjectConsortium, 2012). Human chromosomes are paired, with one inher-
ited from the mother and the other from the father. Therefore, at each SNP
location along the genome, there are two alleles forming a person’s genotype,
which can be AA, Aa, or aa.

9.1.2 Statistical Set-Up of Genetic Association Studies: Two
Intertwined Issues

Let Y be the trait (i.e., phenotype) of interest, e.g., the presence of Type 1
diabetes (T1D) or blood glucose level, and let X represent the genotype of
a SNP under study. Genetic association studies assess whether the response
variable Y varies between di�erent levels of X.

For example, if individuals with genotype aa tend to have a higher risk of
developing T1D than individuals with genotype AA, then there is an associa-
tion between X and Y . To statistically assess the relationship between Y and
X, a so-called simple linear regression model can be considered if the trait is
(approximately) normally distributed (e.g., blood glucose level), viz.

Yi = �+ �Xi + �i; �i � N (0; �2); (9.1)

where Yi is the trait value for individual i, Xi is the SNP genotype for this
individual, and �1; : : : ; �n represent independent random variations, which are
assumed to follow a Normal distribution with mean 0 and variance �2.

In many applications, the three genotypes, AA, Aa and aa, are coded
numerically (additively) as X = 0, 1 and 2 to represent the number of copies
of the minor allele a. In that case, model (9.1) assumes that increasing X
by one unit will increase the Y value, on average, by �. This is also called
the linear additive model because the e�ect of two copies of the minor allele
(genotype aa, X = 2) is assumed to be twice the e�ect of 1 copy (genotype
Aa, X = 1). In some genetic settings, other genotype models may be used,
which we discuss in Section 9.1.3.
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If the trait of interest is binary (e.g., the presence of Type 1 diabetes,
T1D), the classical logistic regression can be used (Agresti, 2002),

logitfE(Yi)g = �+ �Xi; (9.2)

where Yi indicates whether individual i has the disease (Yi = 1) or not (Yi =
0), E(Yi) = Pr(Y = 1) and

logitfPr(Y = 1)g = log

�
Pr(Y = 1)

1� Pr(Y = 1)

�
is called the log odds. Model (9.2) implies that when increasing X by 1 unit
we expect an increase in the log odds value of Y by �, and the interpretation
of � is the well known log odds ratio (log OR). The log odds, rather than
just E(Yi), is used in (9.2) because it tends to give a better description of the
relationship between Yi and Xi.

In either regression setting, the primary objective of an association study is
to identify which SNPs are related to the trait; this is equivalent to comparing
the two hypotheses for each SNP, viz.

H0 : � = 0; H1 : � 6= 0:

It is in this context that we will describe in Section 9.2 the commonly used
frequentist and Bayesian approaches to assess whether the evidence provided
by the data supports H0 or H1.

To a statistician, this may seem like an exceedingly simple problem. How-
ever, signi�cant complications arise in applications. For example:

a) additional variables (also known as covariates) such as sex and age may
need to be included in the regression models (9.1) or (9.2);

b) measurement errors occur in both X and Y ;

c) individuals’ phenotypes and genotypes can be correlated;

d) individuals may come from di�erent populations;

e) multiple (common or rare) SNPs need to be jointly analyzed to increase
power; and

f) multiple (binary, continuous or both) traits can be of interest.

Proper statistical treatment for any of these issues requires experience in sta-
tistical genetics and genetic epidemiology. Since we do not assume here that
the reader has such prior knowledge, we will focus on explaining some of the
basic statistical techniques used for genetic association studies. We brie
y
discuss some more complex issues in Section 9.4.

Once a trait-associated SNP has been identi�ed, it is of interest to report
the corresponding genetic e�ect size such as log OR, � in (9.2), and to plan



150 Bayesian Methods in Fisher’s Statistical Genetics World

follow-up studies that seek to replicate the initial �nding. An interesting sta-
tistical question arises here. Let us assume that � is the true log OR of an
associated SNP, and without loss of generality, assume that the minor allele of
the SNP increases the risk of the disease under study (i.e., OR > 1 and � > 0).

Let �̂ be an estimated value reported from a study based on (9.2). It is known

that �̂ is unbiased, which means that if we were to repeat the experiment
over and over again by collecting a di�erent sample from the same popula-
tion and applying the same statistical analysis, then the average of all the
values of �̂ would be �. However, not all studies are successful in identifying
the association and only studies with su�ciently large �̂ values are signi�cant
(i.e., result in rejecting H0). Therefore, �̂ reported from a signi�cant study
is on average bigger than the true value. How to correct for this upward bias
requires non-trivial statistical remedies, which we discuss in Section 9.3.

9.1.3 GWAS and an Example

Many current \high-throughput" genetic studies, such as the genome-wide as-
sociation studies (GWAS) or next generation sequencing (NGS) studies, com-
prehensively investigate the whole genome to identify trait-associated SNPs.
In that case, the scienti�c objective is to look for association between a trait
and genotypes of hundreds of thousands or millions of SNPs.

Let Xij be the genotype for individual i at SNP j with i 2 f1; : : : ; ng and
j 2 f1; : : : ; pg. One of the key features of GWAS and NGS is n � p, where
n is in the range of 1,000 to 10,000 while p is in the range of 1 million for
GWAS (or 10 millions for NGS). Although joint analyses of multiple SNPs
have recently been tackled using more advanced regression methods such as
the Lasso (see Chapter 5 by Rob Tibshirani), single-SNP association analysis
is still predominant due to its simplicity and interpretability. In that case, re-
gression models (9.1) or (9.2) are �tted repeatedly for each SNP j 2 f1; : : : ; pg,
and the corresponding (frequentist) decision rule concerning H0 is based on
a p-value, which is the probability, computed assuming that H0 is true, that
the test statistic is as extreme as the one observed.

Intuitively, the smaller the p-value, the smaller the evidence in favor of H0

provided by the data. Traditionally, if the p-value is less than :05 we reject
the null hypothesis H0. However, even if the SNP is not associated with the
trait, there is a 5% probability of wrongly rejecting H0; this is known as the
Type 1 error. In the GWAS setting, we perform millions of tests in one analysis
and errors accumulate. In order to control the overall (i.e., genome-wide or
family-wise) Type 1 error rate at 5%, a stringent criterion such as p-value
< 5 � 10�8 is typically used for each SNP included in the study (Dudbridge
and Gusnanto, 2008).

WTCCC (2007) by the Wellcome Trust Case Control Consortium is a land-
mark work in which a GWAS was conducted for each of the seven common
diseases, including coronary heart disease, Type 1 diabetes (T1D), Type 2
diabetes, rheumatoid arthritis, Crohn’s disease, bipolar disorder and hyper-



R. V. Craiu and L. Sun 151

tension, with a total sample size of 16,179. Here we focus on the T1D study for
which the sample consisted of 1,926 individuals with T1D (cases) and 2,872
subjects without T1D (controls). Genotype data were collected for these indi-
viduals at 469; 557 SNPs (after data quality control). To assess the association
evidence between T1D and each of the SNPs, WTCCC (2007) calculated p-
values for testing H0 : �j = 0 for 1 � j � 469,557, and reported the �ndings
in their Table 2 (�ve SNPs with p-values < 5 � 10�7) and Table 3 (seven
additional SNPs with p-values < 10�5). They also provided Bayes factors for
each of the 12 SNPs (Section 9.2.2).

Section 9.2 describes the details of their frequentist and Bayesian associa-
tion analyses. Section 9.3 discusses the upward bias inherent in their reported
�j estimates and reviews di�erent approaches for reducing the estimation bias
using only the summary statistics.

9.2 Identi�cation of Trait-Associated SNPs

9.2.1 p-Value

To identify SNPs associated with T1D using as an example the WTCCC
(2007) study, �rst consider the logistic regression model

logitfE(Yi)g = �+ �jXij ;

where Yi indicates whether individual i in the sample has T1D (Yi = 1) or
not (Yi = 0), and Xij = 0; 1 or 2 if the genotype of SNP j for individual i
is, respectively, AA, Aa or aa. This is the additive model as discussed in Sec-
tion 9.1.2. The p-value for testing H0 : �j = 0 is denoted as pj;add. Covariates
such as age at onset of T1D were not included in the WTCCC analysis.

To discover SNPs with non-additive genetic e�ects, it is also important to
consider the more 
exible genotypic model, where the genotype of a SNP is
treated as a categorical variable with three levels. For the genotypic model,

logitfE(Yi)g = �+ �1jX1ij + �2jX2ij

can be used, where X1 and X2 are the standard dummy variables: (X1ij =
0; X2ij = 0) for genotype AA, (X1ij = 1; X2ij = 0) for Aa and (X1ij =
0; X2ij = 1) for aa. The p-value for testing H0 : �1j = �2j = 0 is denoted as
pj;geno. WTCCC (2007) then de�ned SNPs with strong evidence of association
with T1D as SNPs with min(pj;add; pj;geno) < 5�10�7, and moderate evidence
of association as min(pj;add; pj;geno) < 10�5. We summarize their key results
in Table 9.1. Although the two models generally give similar results, SNP
rs17166496 clearly did not follow the additive assumption and would have
been missed without the consideration of the alternative genotypic model.
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TABLE 9.1: Results of the WTCCC genome-wide association study (GWAS)
of Type 1 diabetes (T1D). All values except the ranks are restated here based
on Tables 2 and 3 of WTCCC (2007). Note that the ranks in the table are
within these 12 SNPs not at the genome-wide level involving all 469,557 SNPs.

Additive Model
Chromo- SNP MAF Frequentist Bayesian

some p-value Rank log10BF Rank
6 rs9272346 .387 2.42 E-134 1 141.93 1
1 rs6679677 .096 1.17 E-26 2 23.07 2

12 rs17696736 .424 2.17 E-15 3 12.53 3
12 rs11171739 .423 1.14 E-11 4 8.89 4
16 rs12708716 .350 9.24 E-08 5 5.15 5
4 rs17388568 .260 5.00 E-07 6 4.42 6

18 rs2542151 .163 1.89 E-06 7 3.91 7
10 rs2104286 .286 7.97 E-06 8 3.31 9
5 rs2544677 .242 8.23 E-06 9 3.32 8
1 rs2639703 .276 8.46 E-06 10 3.25 10

12 rs11052552 .486 1.02 E-04 11 2.22 11
5 rs17166496 .391 6.06 E-01 12 �:97 12

Genotypic Model
Chromo- SNP MAF Frequentist Bayesian

some p-value Rank log10BF Rank
6 rs9272346 .387 5.47 E-134 1 139.77 1
1 rs6679677 .096 5.43 E-26 2 22.83 2

12 rs17696736 .424 1.51 E-14 3 11.56 3
12 rs11171739 .423 9.71 E-11 4 8.24 4
16 rs12708716 .350 4.92 E-07 5 4.71 5
4 rs17388568 .260 3.27 E-06 7 3.89 6

18 rs2542151 .163 1.16 E-05 9 3.52 8
10 rs2104286 .286 4.32 E-05 11 2.88 11
5 rs2544677 .242 4.43 E-05 12 2.70 12
1 rs2639703 .276 1.74 E-05 10 3.06 10

12 rs11052552 .486 7.24 E-07 6 3.80 7
5 rs17166496 .391 5.20 E-06 8 3.25 9

9.2.2 Bayes Factor

The previous section showed that alternative models may lead to di�erent
conclusions regarding the association of a SNP with a given trait. Combin-
ing analyses produced by di�erent models is desirable when there is no clear
evidence supporting a speci�c model. However, this is di�cult under the fre-
quentist framework and leads us to consider Bayesian alternatives. WTCCC
(2007) were among the �rst who considered a Bayesian framework for GWAS,
and in particular they relied on Bayes factors (Kass and Raftery, 1995) to
rank SNPs. Other early Bayesian work in the GWAS context includes Mar-
chini et al. (2007) and Wake�eld (2007), and Stephens and Balding (2009)
gave an excellent review on this topic.

The Bayesian approach treats the parameter of interest, �, as a random
variable for which a prior distribution, p(�jM), is �rst de�ned under assumed
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model M . The prior distribution can be interpreted as a summary of our
information about the parameter � before the data is collected. Inference is
developed based on the corresponding posterior density which is conditional
on the observed data D and is calculated using

p(�jD;M) =
f(Dj�;M)p(�jM)

p(DjM)
=

f(Dj�;M)p(�jM)R
�
f(Dj�;M)p(�jM)d�

: (9.3)

The denominator of (9.3) is the probability of data under model M . We can
interpret p(DjM) as the weighted average probability of observing the data
under the assumed model M , over all possible values of the parameter �.

Let us revisit the logistic additive model (9.2). For a given SNP, let M0

(H0 : � = 0) denote the null model of no association and M1 (H1 : � 6= 0) the
alternative model. To decide which of the two competing models, M0 and M1,
is more suitable, a natural choice is to rely on the Bayes factor of M1 against
M0, viz.

BF10 =
p(DjM1)

p(DjM0)
:

In the WTCCC (2007) application, �0 = (�; 0), �1 = (�; �), � � N (0; 1)
and � � N (0; :2). The prior for � re
ects the belief that genetic e�ects (ex-
pressed as the odds ratio, OR = exp(�)) of SNPs associated with complex
human traits are in the range of :5 to 2 and most likely between :67 and
1:5; see the Supplementary Figure 1 of WTCCC (2007). The choice of prior
is study speci�c and subjective, which contributes to scientists’ reluctance
to using Bayesian methods; see Chapter 10 by Paul Gustafson on Bayesian
methods in observational epidemiology studies. However, techniques such as
model-averaging (see below) can alleviate some of the concerns that di�erent
prior speci�cations might lead to di�erent conclusions.

Let BF10(add) denote the Bayes factor for SNP j under the additive model
and BF10(geno) under the genotypic model. In the latter case, �0 = (�; 0; 0)
and �1 = (�; �1; �2), and prior distributions are speci�ed for both �1 and �2;
see WTCCC (2007) for more details on the choice of prior. For each of the 12
SNPs selected based on the p-value criterion as described in Section 9.2.1, the
corresponding Bayes factors, BF10(add) and BF10(geno) were also calculated
and are restated (on the log10 scale) in Table 9.1.

9.2.3 Additional Considerations

The immediate conclusion from Table 9.1 is that rankings of the SNPs are
remarkably consistent between p-value and Bayes factor. This consistency has
been steadily reported in the GWAS literature; see, e.g., Str�omberg et al.
(2009). It has been theoretically justi�ed by Wake�eld (2009) for case-control
GWAS. However, such conclusions depend on several assumptions, an impor-
tant one being that the MAFs are not too small. Although SNPs analyzed by
GWAS are usually common SNPs, this is not the case for the emerging NGS
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TABLE 9.2: Results of WTCCC GWAS of T1D after \Model Averag-
ing." Here, min(p-value) = min(p-valueadd, p-valuegeno), log10 BF(:8; :2) =
log10f:8 BF(add) + :2 BF(geno)g, p-valueadd, p-valuegeno, BF(add) and
BF(geno) are from Table 9.1.

Chro- Frequentist Bayesian
mosome SNP MAF min(p-value) Rank log10 BF(:8; :2) Rank

6 rs9272346 .387 2.42 E-134 1 141.83 1
1 rs6679677 .096 1.17 E-26 2 23.03 2

12 rs17696736 .424 2.17 E-15 3 12.44 3
12 rs11171739 .423 1.14 E-11 4 8.82 4
16 rs12708716 .350 9.24 E-08 5 5.09 5
4 rs17388568 .260 5.00 E-07 6 4.35 6

18 rs2542151 .163 1.89 E-06 8 3.86 7
10 rs2104286 .286 7.97 E-06 10 3.25 8
5 rs2544677 .242 8.23 E-06 11 3.25 9
1 rs2639703 .276 8.46 E-06 12 3.22 10

12 rs11052552 .486 7.24 E-07 7 3.14 11
5 rs17166496 .391 5.20 E-06 9 2.55 12

area. For analysis of rare variants, it is unclear if the traditional frequentist
approaches (e.g., Lee et al., 2012; Derkach et al., 2014) and Bayesian methods
(e.g., Yi and Zhi, 2011) lead to similar rankings.

Let us reconsider SNP rs17166496 in Table 9.1 for which di�erent genetic
model assumptions (additive vs genotypic) resulted in strikingly di�erent re-
sults. Let p(M) denote the prior distribution for genetic model M , and for
simplicity consider only two models, M 2 fadd; genog, with user-speci�ed
prior probabilities

Pr(M = add) = p(add);

Pr(M = geno) = p(geno) = 1� p(add):

Under the Bayesian framework, we can de�ne an overall Bayes factor as a
weighted average of the individual Bayes factors, viz.

BF10 = p(add)� BF10(add) + p(geno)� BF10(geno):

For a more detailed discussion we refer the readers to Stephens and Bald-
ing (2009). Therefore, instead of selecting one \best" model and reporting
the corresponding �nding, the Bayesian analysis provides a principled way to
combine the evidence from each model, weighted by the prior belief in that
model. For the SNPs in Table 9.1, Table 9.2 provides the Bayes factors after
model averaging (see Section 9.3.1), with more weight (p(add) = :8) given to
the additive genetic model re
ecting the common belief that most SNPs act
in an (approximately) additive manner (Hill et al., 2008).
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9.3 Replication of a Signi�cant Finding

In most scienti�c studies, a negative result is usually not published and a
positive �nding needs to be replicated in an independent sample. For exam-
ple, other investigators might want to validate the association between SNP
rs2542151 and T1D found by WTCCC (2007), and they would typically use

the reported genetic e�ect size (i.e., exp(�̂)) to calculate the sample size needed
for a replication study (e.g., with 80% power at the .05 level). However, as
discussed in Section 9.1.2, the use of the same data �rst for testing and then
for estimation leads to an upward-biased estimate of the e�ect size and, there-
fore, an under-powered replication study. This phenomenon is also known as
the winner’s curse and is ubiquitous in GWAS. In the following, we discuss
the frequentist and Bayesian approaches to correcting such bias using only
the summary statistics that are typically reported.

9.3.1 Conditional MLE vs. Bayesian Model Averaging

Consider �̂, the estimator of �, dSE(�̂), the standard error of �̂, and

T = �̂=dSE(�̂) ;

the test statistic for testing H0 as de�ned in Section 9.1.2. To simplify the
discussion, assume that � > 0 for a truly associated SNP. Since we focus
attention on estimates for which the associated test was signi�cant (i.e., T >

c, where c is some speci�ed value), �̂ is not an (approximately) unbiased

estimator of �; in fact, E(�̂jT > c) � �.
Ghosh et al. (2008) proposed to obtain the maximum likelihood estimate

(MLE) based on the conditional likelihood that incorporates the fact that the
observed test statistic exceeded the signi�cance criterion. Speci�cally, under
the Normal assumption that T follows the N [�=SE(�̂); 1] distribution, the
conditional MLE of � is the parameter value that maximizes the likelihood

L(�) = p(T jT > c) =
�fT � �=dSE(�̂)g

�f�c+ �=dSE(�̂)g
; (9.4)

where � and � are respectively the density and cumulative distribution func-
tion of the standard Normal distribution, N (0; 1) (Ghosh et al., 2008). The
L(�) in (9.4) is a conditional likelihood because it quanti�es the conditional
probability of the observed data given that they yielded a signi�cant �nding
for �. Conditioning on the signi�cant result creates a more realistic statistical
framework. Indeed, compared with the unconditional �̂, the estimate obtained
from this conditional MLE approach is, on average, closer to the true value
�. However, it is di�cult to incorporate prior information on � into (9.4) in
settings where it might be available.
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As an alternative, Xu et al. (2011) considered the Bayesian approach that
speci�es a prior distribution for the parameter of interest, � = � (i.e., the
log OR), and infers the posterior as in (9.3). In the same vein as the conditional
likelihood approach, the Bayesian inference is performed conditional on the
signi�cant �nding for �. Therefore, the prior speci�cation can incorporate this
information. In this setting, Xu et al. (2011) speci�ed the prior distribution
for � as a mixture of a discrete distribution that places all probability mass
at 0 and a continuous distribution g with support on R,

p(�) = ��f0g(�) + (1� �)g(�): (9.5)

Priors such as (9.5) are known as spike-and-slab priors and have been used
repeatedly in Bayesian variable selection and shrinkage estimation; see, e.g.,
Kuo and Mallick (1998). In this application, the mixture parameter � allows
the possibility that the observed signi�cance is due to chance (i.e., � = 0); the
g(�) density function re
ects the prior belief about the range and distribution
of the e�ect of a truly associated SNP. The Bayesian estimator of � is the
posterior mean E(�jD). The spike at 0 will shrink the posterior mean and
reduce the posterior variance of �. The prior distribution p(�) assigned to �
allows us to quantify the uncertainty about a discovery being true or false and
in
uence the amount of shrinkage in the posterior. For instance, if we use a
Beta prior for �, denoted B(a; b), and if the sample size of the discovery study
was small, we may choose large a and small b values (e.g., a = 8 and b = :5)
to represent our initial skeptical view on the signi�cance of any �nding from
such a study.

In practice, a researcher may have a di�cult time deciding which particular
prior to use for the analysis. In many cases, the analysis can be better served
by considering several priors rather than choosing just one of them. Suppose
M1 is the model with p(�) = B(8; :5) and M2 with p(�) = B(:5; 8), and let
p(M1) and p(M2) be the prior probabilities for the two models; see Xu et al.
(2011) for the speci�cation of p(M1) and p(M2). Then the Bayesian model
averaging (BMA) paradigm o�ers a consistent method to combine the two
models by using

p(�jD) =
2X
k=1

p(�jD;Mk)p(MkjD); (9.6)

where p(MkjD) is the posterior probability of model Mk and is proportional
to p(MkjD) / p(DjMk)p(Mk): Formally, the Bayesian BMA estimator is the
mean of the distribution p(�jD), but in practice, the theoretical mean is not
available in closed form and it is approximated via the Monte Carlo method
as discussed in Section 9.3.2.

Using SNP rs2542151 as an example, the genetic e�ect reported by
WTCCC (2007) was

�̂naive = :285; dORnaive = 1:33:
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However, estimates were substantially smaller after bias correction by both
the frequentist approach,

�̂freq = :140; dORfreq = 1:15;

and the Bayesian method,

b�Bayes = :117; dORBayes = 1:12:

This reduction in genetic e�ect estimate (OR from 1:33 to just over 1:1)
is practically meaningful and important because a) the sample size needed
for a successful replication study would not be underestimated; and b) the
potential clinical importance of this SNP would not be overestimated. Between
the two correction methods, Xu et al. (2011) have shown that the Bayesian
estimator has better accuracy (as measured by the mean squared error) than
the conditional MLE in studies with low power, where the winner’s curse is
more likely to impact the conclusions of the analyses.

9.3.2 Computational Considerations

Realistic Bayesian modeling and analysis have been made possible thanks to
signi�cant advances in computational algorithms, particularly Markov Chain
Monte Carlo (MCMC) samplers. Note that the integral that appears in the
denominator of (9.3) is often intractable. For example, the model considered
here along with the prior (9.5) and a uniform prior on � (i.e., �) yields a
posterior distribution that cannot be studied analytically, e.g., one cannot
compute in closed form the posterior mean, viz.

E(�jD;M) =

Z
� p(�jD;M)d�:

However, we can still approximate E(�jD;M) as long as we can draw from
p(�jD;M). For instance, if we can generate a sample �1; : : : ; �K from the
posterior p(�jD;M) we can then estimate E(�jD;M) by

\E(�jD;M) =
1

K

KX
i=1

�i:

Due to space constraints, we cannot get into the details of constructing the
algorithms used to sample from posterior distributions, but we refer the reader
to the review article of Craiu and Rosenthal (2014) and Je� Rosenthal’s review
of Metropolis algorithms in Chapter 6.

The tight connection between Bayesian inference and computational algo-
rithms has also been exploited in situations in which the likelihood cannot
be calculated in closed form (e.g., Tavar�e et al., 1997) or when it may be too
expensive to compute; see, e.g., Wegmann et al. (2009) and Row et al. (2011).
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9.4 Conclusion and Discussion

The collection of vast amounts of genetic data in recent years has provided
statisticians with numerous challenges and opportunities. In the e�ort to un-
derstand the genetic architecture of complex human traits, one important area
of research has focused on genetic association studies which are the central
theme of the discussion here. In addition to the frequentist framework we have
emphasized the value of the alternative Bayesian paradigm. For many, a major
hurdle in a Bayesian analysis comes from the computational and methodolog-
ical challenges involved in the study of the posterior distribution via MCMC
sampling. However, the increase in computational expertise among statisti-
cal geneticists and the advent of user-friendly software has spurred renewed
interest in Bayesian methods.

The frequentist and Bayesian bias-correction methods discussed in Section
9.3 assume that only the summary statistics are available and only for the re-
ported signi�cant SNPs. When genome-wide results are available, it might be
bene�cial to let the empirical distribution of the estimated e�ects in
uence the
speci�cation of the prior. Built upon the work by Efron (2011), this empirical
Bayes approach has been used by Ferguson et al. (2013) to tackle the winner’s
curse in a setting where multiple genetic e�ects are dealt with jointly. When
the original data are available, one could use the alternative bootstrap-based
method reviewed by Bull, Graham, and Greenwood in Chapter 8.

Bayesian methods have also been successfully used in other genetic set-
tings. For example, Lo and Gottardo (2007) coupled a hierarchical Bayesian
model with an empirical Bayes speci�cation of the prior to produce inference
about di�erential expression in microarray studies; Gottardo et al. (2008) pro-
posed a Bayesian analysis of Chromatin-immunoprecipitation microarrays in
which the hierarchical structure of the model accounts for the spatial correla-
tion present between neighboring probes; Wu et al. (2009) proposed a Bayesian
segmentation approach that identi�es copy number variations (DNA segments
that exhibit duplications and deletions when compared to a reference genome);
and Scott-Boyer et al. (2012) introduced a Bayesian hierarchical model that
can combine genotypic and gene expression data to detect the so-called \ex-
pression quantitative trait loci (eQTL)."

Recent progress in genetic association studies has taught us some lessons.
Although simple statistical techniques can identify many trait-associated ge-
netic variants, these \low hanging fruits" are only a few small pieces of a much
bigger puzzle. To solve the remaining puzzle, more sophisticated methodol-
ogy is needed to mine the already available data, to analyze new kinds of
data, and to combine di�erent sources of data. We believe that the Bayesian
methodology can play an important role in solving some of these issues. Dialog
between statisticians and other scientists is becoming a critical component of
the analytical process for these emerging studies.
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10.1 Introduction

The data available to address important questions about harms and bene�ts to
human health are often rather limited. Ethical concerns, logistical constraints,
and resource limitations often mean that only observational studies can be
conducted to address a given question about a possible determinant of health.
And the data from observational studies are indeed prone to be limited in
fundamental ways. Thus, while statistical methodologies play a central role
across the health sciences, they become acutely critical in the observational
study realm. As will be showcased here, Bayesian statistical methods can be
applied to infer as much as possible about the health question at hand, while
acknowledging the limitations of the available data.

As the name implies, observational studies involve measuring, but not oth-
erwise intervening on, human subjects. It is well understood that intervention,
when possible, leads to stronger evidence. Speci�cally, studies in which partic-
ipants are randomly assigned to di�erent levels of a potential health determi-
nant (e.g., drug A versus drug B) lead to the �rmest conclusions. Referring to
a study participant’s level of the potential determinant as the exposure vari-
able, and the consequent health outcome as the disease variable, randomiza-
tion yields well-supported inferences about the exposure-disease relationship.
The extent to which the disease variable varies systematically across groups of
participants de�ned by di�erent exposure levels directly translates to a level
of statistical con�dence about the role of exposure in causing disease.

Unfortunately, in a wide array of settings where understanding the expo-
sure-disease relationship is critical, randomization is impractical, unethical,
or una�ordable. The next best course of action is typically an observational
study, in which exposure level and health outcome are among a slew of vari-
ables measured on study participants. In such a study, however, participants
are essentially self-selected into exposure groups. Thus there is far more trep-
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idation in ascribing an across-group di�erence in health outcome as being a
direct consequence of the di�ering exposure.

The observational studies we have in mind here fall under the rubric of
\risk-factor epidemiology," addressing questions such as: Among children, does
residential exposure to magnetic �elds from power lines increase the risk of
leukemia? Among post-menopausal women, does hormone replacement ther-
apy (HRT) reduce the risk of osteoporosis? Among middle-aged women and
men, does the \distribution" of abdominal fat, as re
ected by the waist-to-hip
ratio, relate to the risk of heart disease? Such questions can be subtle, and
researchers strive to be exceedingly careful in how observational studies are
conducted, in terms of both how the data are collected, and how statistical
methods are brought to bear. However, intentions notwithstanding, messages
from the research community to the public about what exposures are good
and bad for health can be mixed at times, if not downright contradictory. The
research community is well aware of this state of a�airs; see, e.g., Taubes and
Mann (1995) and Ioannidis (2005). At the end of the day, however, it can be
plain old di�cult to navigate from observational studies to conclusions that
are su�ciently robust to convince a broad range of stakeholders and stand the
scrutiny of time.

One of the biggest recent \
ip-
ops" in public messaging concerned HRT
for post-menopausal women. Largely on the basis of evidence accrued from a
series of observational studies conducted over many years, HRT became widely
prescribed for relief of menopausal symptoms, and/or reduction in the risk of
osteoporosis, and/or reduction in the risk of heart disease. In 2002, however,
reports from a \bombshell" randomized study actually linked HRT to an
elevated risk of heart disease. Prescribing practices changed abruptly, and
many assigned some blame for the debacle to the limitations of observational
studies.

The HRT situation is in fact quite complex. It turns out that careful con-
sideration of the de�nition of exposure, with a distinction between initiation
and ongoing use of HRT, goes a long way to reconciling the gap between ob-
servational study and randomized study results (Prentice et al., 2005; Hern�an
et al., 2008). However, some observational study challenges can be explained
in a simple, pared-down context. To illustrate this, in Section 10.2 we describe
a common observational study design, the case-control study. This is followed
by a brief discussion of the Bayesian approach to statistical inference in Sec-
tion 10.3. The Bayesian paradigm quite naturally handles situations involving
multiple sources of uncertainty, as applies to many challenging observational
data problems. Section 10.4 is then our \main feature." We show the Bayesian
approach in action, dealing with the possibility that exposure status may not
be recorded accurately for all study participants. We close in Section 10.5 with
some remarks about broader applications of Bayesian methods to challenging
observational data problems.
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10.2 Case-Control Studies

The case-control study is a common type of observational study. A simple
form arises when the exposure status and disease status of study participants
are both binary. Say the exposure status of a participant is denoted as X,
with X = 0 and X = 1 indicating \unexposed" and \exposed" respectively.
Similarly, let Y = 0 and Y = 1 respectively indicate absence and presence of
the disease in question. A case-control study proceeds by sampling n0 members
of the Y = 0 subpopulation to be the \controls," and n1 members of the
Y = 1 subpopulation to be the \cases." Note here that the study investigators
set n0 and n1, often choosing the two sample sizes to be comparable to one
another. In this way, a substantial number of the study participants can be
individuals with the disease, even if the disease is actually very rare in the
general population. Logistically, often this can be achieved via the use of a
disease registry from which cases can be sampled. After any individual, control
or case, is recruited into the study, his or her exposure status X is measured.
Consequently, the fundamental summary of the study data is a \2� 2 table"
providing counts of study participants for each of the four combinations of
exposure status X and disease status Y .

Before proceeding to an example of a 2 � 2 table, we must comment on
a fundamental point concerning case-control studies. We seek to understand
how Y depends on X. Translating to the language of conditional probabilities
and conditional distributions then, we seek to learn about Pr(Y = yjX = x),
where the common \bar notation" indicates conditioning, and the mathemat-
ical de�nition is

Pr(Y = yjX = x) =
Pr(Y = y;X = x)

Pr(X = x)
:

For instance, Pr(Y = 1jX = 0) is read as the probability that Y = 1 given
X = 0, and is equal to the probability that both Y = 1 and X = 0 divided
by the probability that X = 0. On face value it seems concerning that we
seek to understand the conditional distribution of Y given X, yet the data
arise from the conditional distribution of X given Y , e.g., the data on controls
(cases) arise according to how X values are distributed among the subset of
the population for whom Y = 0 (Y = 1).

Fortunately, we can resolve this issue, particularly if we are willing to
think in terms of the odds of events rather than probabilities. We would like
to know to what extent the odds of contracting the disease are di�erent for the
exposed than for the unexposed. Mathematically, again using the bar notation
to indicate conditioning, we can write the odds of disease given exposure status
X = x as

Odds(Y = 1jX = x) =
Pr(Y = 1jX = x)

Pr(Y = 0jX = x)
:
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TABLE 10.1: Data from a �ctitious case-control study with self-reported ex-
posure status.

Diseased Disease-Free
(Y = 1) (Y = 0) Total

Reported Exposed 150 120 270
Status Unexposed 290 320 610

Total 440 440 880

Then the Y given X odds-ratio,

ORY jX =
Odds(Y = 1jX = 1)

Odds(Y = 1jX = 0)
;

summarizes how the disease rate varies between the unexposed and exposed.
For instance, ORY jX = 1:3 would tell us that the odds of contracting the
disease are 30% higher for the exposed than for the unexposed.

On �rst glance, since case-control data arise from the distribution of X
given Y , it isn’t clear that such data tell us anything about the Y given
X odds-ratio. However, case-control data do directly speak to the \reverse"
odds-ratio for X given Y , de�ned

ORXjY =
Odds(X = 1jY = 1)

Odds(X = 1jY = 0)
:

Then a very fortuitous bit of mathematics kicks in. In fact the two odds-ratios
are identical, i.e., ORY jX = ORXjY , and we can unambiguously use OR to
denote their common value. Consequently case-control data can indeed tell
us about how disease rates, expressed on the odds scale, di�er between the
unexposed and the exposed.

A �ctitious example of a 2�2 table for a study with n0 = 440 controls and
n1 = 440 cases is given in Table 10.1. The labeling of the rows as giving \re-
ported" exposure status foreshadows the problem we will dwell on presently.
For now, however, we assume that the table counts really do cross-classify the
study participants according to exposure status X and disease status Y . We
then note a higher rate of exposure for cases than for controls. Speci�cally, the
odds of exposure are estimated as (150=440)=(290=440) = :517 for cases, but
only (120=440)=(320=440) = :375 for controls. We emphasize that while the
earlier mathematical statements of odds describe the population as a whole,
the data give us only estimates, since we only have information on the ran-
domly sampled subsets on the entire control and case populations. Using the
common statistical convention of the \hat-notation" to distinguish estimates
from the population quantities they are estimating, dOR = :517=:375 = 1:38 is
then the best guess for the association between the exposure and the disease.
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That is, from the available data, we have estimated the odds of acquiring
the disease to be 38% higher for those population members who are exposed,
relative to their unexposed compatriots.

10.3 Bayesian Analysis

In fact, we can use Bayesian statistics to formalize our inferential procedure
above, and to put \error bars" around our estimated odds-ratio. The essence
of the Bayesian method is to specify a prior distribution describing the state
of belief about unknown quantities in advance of receiving of the data. The
laws of probability then update this distribution on the basis of data received,
giving the posterior distribution which summarizes the remaining uncertainty
about the unknowns. In generic terms, say the unknown parameters � are
assigned a prior distribution having density function �(�), and the statistical
model for observable data Z given the parameters � involves the conditional
density function �(zj�). Then the posterior distribution can be expressed via
its density function

�(�jZ = z) / �(zj�)�(�);

with the proportionality understood to be as a function of �. This expression
is widely known as Bayes Theorem.

In the present situation, � has two components, namely

�0 = Pr(X = 1jY = 0) and �1 = Pr(X = 1jY = 1);

the population exposure rates for controls and cases respectively. We can
assign a uniform prior which doesn’t favor any values for these rates over any
others. The posterior distribution for � given by Bayes’ Theorem then induces
the posterior distribution for the odds-ratio, since mathematically

OR =
�1=(1� �1)

�0=(1� �0)
:

Further, quantiles of the posterior distribution of OR can be used to report
a plausible range of values in light of the data. For instance, the interval
from the 5th to 95th percentile of the posterior distribution comprises a 90%
credible interval for the population OR. Moreover, the theory allows a directly
probabilistic interpretation of this interval: we think it nine times more likely
that the true value is inside the interval rather than outside.

Based on the Table 10.1 data, and using some computational details de-
scribed in the Appendix, the 90% credible interval for the population odds-
ratio ranges from 1.03 to 1.90. In practical terms this is quite a lot of uncer-
tainty: a 3% elevation in the odds of illness for the exposed is quite a di�erent
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matter than a 90% elevation. Still, at least these data speak clearly about the
exposed being at elevated risk. In many studies the credible interval for the
odds-ratio will straddle 1. When this happens, the data are consistent with
either an elevated or diminished disease risk for the exposed.

10.4 Exposure Misclassi�cation

With the basics of case-control studies and Bayesian inference in hand, we
now admit that ascertaining the exposure status for study participants may be
easier said than done. A pervasive concern in risk-factor epidemiology is that
exposure status may be misrepresented for a portion of study participants.
For instance, say the nature of the exposure variable in Table 10.1, perhaps
along with resource constraints, limits the exposure ascertainment to self-
report, e.g., each participant checks a box on a questionnaire to record his/her
exposure status. This raises the possibility that a portion of participants may
check the wrong box, and the consequent need to deal with this circumstance
when analyzing the study data.

To delve into this concern about exposure misclassi�cation, we introduce
the technical terms of sensitivity | the probability of correct exposure classi�-
cation for a truly exposed person, and speci�city | the probability of correct
classi�cation for a truly unexposed person. Thus exposure misclassi�cation
is manifested if one or both of sensitivity and speci�city are below 1. To
keep the present example as accessible as possible, say the sensitivity can be
safely assumed to be 1, but speci�city may fall below 1. This could happen,
for instance, if being unexposed is socially undesirable. Consider exposures
such as \brushing one’s teeth twice daily," or \exercising vigorously three or
more times a week." With a self-report questionnaire, or even more so with
a face-to-face participant interview, it is easy to imagine that all truly ex-
posed participants report correctly. It is equally easy, however, to imagine
that a portion of truly unexposed participants report incorrectly. Also to keep
things simple, we assume this proportion | 1 minus the speci�city | is the
same for cases as it is for controls.

Pursuing this line of thinking further, if the speci�city of exposure assess-
ment is known, then the data in Table 10.1 can be analyzed accordingly. Some
mathematical details are given in the Appendix. The estimated odds-ratios
and 90% credible intervals based on some selected values of speci�city ap-
pear in Figure 10.1. (The result corresponding to 100% speci�city is identical
to the \face value" result given in the previous section.) The trends seen in
Figure 10.1 are in fact rather general. As we assume lower speci�city, we as-
sume there is more random variation in our Table 10.1 data. Such variation
will weaken, or attenuate, the relationship between reported exposure and
disease. Thus as we assume more randomness is present, we should boost, or
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FIGURE 10.1: Inference for the exposure-disease odds-ratio based on Ta-
ble 10.1 data, for selected values of speci�city. The posterior estimate of the
odds-ratio and the 90% equal-tailed credible interval are displayed. Techni-
cally, the posterior estimate is the exponentiated posterior mean of the log
odds-ratio. Note the use of a logarithmic axis.

de-attenuate, the estimated odds-ratio for the actual exposure and disease.
The upward march in the estimated odds-ratio as the assumed speci�city is
reduced is then intuitively anticipated. By the same token, admitting that
the data are more a�icted by random error is tantamount to admitting that
they contain less useful information. Therefore, we are not surprised to see the
credible interval widen as the assumed speci�city decreases. Finally, it is both
interesting and typical that in some sense the two trends seen cancel each other
out. As the assumed speci�city decreases, the increase in estimated odds-ratio
and the widening of the credible interval combine such that the lower endpoint
of the credible interval is actually quite stable.

Re
ecting upon Figure 10.1, we have �ve di�erent statistical inferences
that adjust for exposure misclassi�cation, corresponding to �ve di�erent as-
sumptions about the magnitude of the misclassi�cation. If the only overarching
judgment we are comfortable with is that the speci�city is 80% or more, then
perhaps the ensemble of inferences is the take-away item. Such a \what-if"
analysis is often referred to as a sensitivity analysis (as in sensitivity of the
inference to the assumption, not the technical sense of sensitivity as a prob-
ability of correct classi�cation), or a stress test. Of course the results of a
sensitivity analysis are disquieting when, as at present, the inference changes
considerably with the assumption.

Intuitively, at least, our Table 10.1 data do not appear to tell us anything
about the extent of exposure misclassi�cation. Since we don’t observe the
true exposure status for any individuals, we cannot infer how commonly the
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TABLE 10.2: Data from a second �ctitious case-control study with self-
reported exposure status.

Diseased Disease-free
(Y = 1) (Y = 0) Total

Reported Exposed 188 168 356
Status Unexposed 692 712 1404

Total 880 880 1760

true status and self-reported status are discordant. We don’t have to rely
on intuition here, however. Just as Bayesian inference yields the posterior
distribution of the target parameter given the data and an assumed value of
speci�city, it can also give us the posterior distribution of the speci�city itself.
As always with Bayesian inference, such calculation of posterior probabilities
is predicated on the assignment of prior probabilities. Say, for instance, we
assign equal prior probabilities of :20 to each of the �ve speci�city values (80%,
85%, . . . , 100%) considered in Figure 10.1. The Table 10.1 data then induce
corresponding posterior probabilities of :248, :220, :196, :176, :159 (again, some
of the calculation details appear in the Appendix). Thus the data are very
slightly more suggestive of a smaller value of speci�city. This \tilt" is so small
though, that we are really just left with the what-if message from Figure 10.1.
This is a fairly common situation. We can posit di�erent assumptions about
the extent of a problem with observational data, while the data themselves
have little to commend one assumption over the others.

Our plot thickens upon considering a second �ctitious dataset, given in Ta-
ble 10.2. The what-if analysis for these data appears in Figure 10.2. Again, as
we lower the assumed speci�city, the best-guess odds-ratio is boosted, and the
associated credible interval widens. This time, however, the credible interval
consistently crosses 1. Thus we are not completely convinced that exposure is
associated with an elevation in disease risk, regardless of how much exposure
classi�cation error is assumed to be manifested in the data. Also, note that
the change in inference upon reducing the assumed speci�city from 85% to
80% is particularly marked.

Again we can start with equal prior probabilities for the �ve speci�city
values and then update these based on the data. This results in posterior
probabilities of :068, :273, :243, :218, :197, for speci�city ranging from 80% up
to 100% by steps of 5%. A speci�city of 80% is thus far less supported by the
data than the four higher values. In one sense this is good news. Of the �ve
analyses, the one that stands furthest apart from the others is also the one
given by far the least credence by the data. Against this, however, the story
has become more complex. For some datasets, such as that in Table 10.1, a
sensitivity analysis is more or less just that: inferences under some di�erent
scenarios are reported, and the a priori uncertainty about which scenarios
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FIGURE 10.2: Inference for the exposure-disease odds-ratio based on Ta-
ble 10.2 data, for selected values of speci�city. The posterior estimate of the
odds-ratio and the 90% equal-tailed credible interval are displayed. Techni-
cally, the posterior estimate is the exponentiated posterior mean of the log
odds-ratio. Note the use of a logarithmic axis.

are most plausible remains largely unchanged upon receipt of the data. Other
datasets, however, have considerably more to say, e.g., one of the �ve inferences
in Figure 10.2 is considerably less plausible than the others. Also, note that for
a new dataset coming onto the scene, we won’t know which situation applies
until we carry out the posterior analysis.

As a �nal thought about these examples, once we have the posterior distri-
bution of the odds-ratio for each postulated value of speci�city, as well as the
posterior distribution of the speci�city, the laws of probability dictate how the
�ve what-if posterior analyses can be synthesized into an \overall" posterior
analysis. Applied to the �rst dataset, this synthesis produces a best estimate
of 1.67 for the odds-ratio, with a 90% credible interval running from 1.11 to
3.02. With reference to Figure 10.1, this looks about right for bringing the
�ve inferences together. For the second dataset, we synthesize a best guess of
1.38 for the odds-ratio, with a 90% credible interval from .89 to 3.07. With
reference to Figure 10.2, we see that the lower posterior probability attached
to 80% speci�city results in a synthesis relying less on this scenario than the
others.
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10.5 Going Further with Bayesian Analysis

We have seen through a simple, if somewhat contrived example of using
Bayesian analysis to acknowledge a common limitation of observational study
data. In the context of a simple exposure variable prone to a simple form of
misclassi�cation, Bayesian inference was used to estimate the exposure-disease
association while acknowledging uncertainty about the extent of misclassi�-
cation. We emphasize that in this sort of problem we are indeed mitigating,
rather than repairing, the damage caused by the misclassi�cation. No amount
of statistical cleverness can recover the actual exposure status for each study
participant and thereby reclaim the inference we would ideally have drawn.
At best we can draw inferences with su�ciently wide credible intervals to
acknowledge the damage done by misclassi�cation.

In fact, issues of poor measurement in observational studies can arise in a
much more complex manner, in the face of much more complex data struc-
tures. Moreover, measurement error is often mentioned as but one of three ma-
jor challenges that make it hard to obtain broadly convincing evidence from an
observational study. Measurement error, along with uncontrolled confounding
and selection bias, have been referred to as a \holy trinity" of threats to va-
lidity for observational studies in risk-factor epidemiology (Greenland, 2009).
Roughly, uncontrolled confounding refers to the complete absence of data on
a crucial variable that is associated with exposure status and also associ-
ated with disease status. For instance, it may only make sense to look at the
relationship between abdominal fat distribution and heart disease within sub-
populations de�ned by a genotype, but if this genotype is not recorded in the
available data, then we have a severe challenge on our hands. Selection bias, on
the other hand, is somewhat self-explanatory. If the characteristics of study
participants somehow deviate systematically from the characteristics of the
population as a whole, then we need statistical analysis which acknowledges
this lack of representation.

Statisticians are kept busy with devising methodology to deal with this
trinity of threats, and others, in the observational study realm. The Bayesian
approach provides a general framework for such methodologies. As in Sec-
tion 10.4, but with more complex data structures, one can estimate a target
quantity from less than ideal data, and report an honest amount of uncertainty
surrounding the estimate. Arguably, the Bayesian paradigm is particularly
good for this uncertainty management. For instance, the credible intervals
reported at the very end of Section 10.4 seamlessly integrate three types of
uncertainty. The �rst type is the usual statistical uncertainty arising from hav-
ing measurements on only the study participants (a sample), not the whole
population. The second type is the additional uncertainty arising from hav-
ing less than ideal data on a per participant basis, e.g., having self-reported
exposure status rather than actual exposure status. The third type is the yet



P. Gustafson 173

further uncertainty arising because the extent to which the data are less than
ideal is itself unknown. For instance, a priori we might plausibly think that
the speci�city of the exposure classi�cation could be as low as 80% or as high
as 100%, and, as we have seen, this prior belief may not be changed very much
upon observing the data.

Also with regard to the trinity of threats to validity for observational
studies, it is important to note that two of these threats, or even all three, can
easily manifest themselves in the same study. Consequently, some of the most
impressive work is that developing Bayesian (or nearly Bayesian) schemes is
to tackle multiple failings of the data simultaneously. Great examples of this
are the methodological developments of Greenland (2003, 2005), which are
applied to observational studies concerning magnetic �elds from power lines
and childhood leukemia.

This volume celebrates the International Year of Statistics from a Cana-
dian perspective. Happily, in the realm of Bayesian methods for observational
study data, there is considerable Canadian activity to report. Researchers in
Montr�eal and Vancouver are particularly active in this area. On unobserved
confounding, see, e.g., McCandless et al. (2007, 2008), Gustafson et al. (2010),
and McCandless (2012). Concerning measurement error, recent work includes
Ladouceur et al. (2007), Hossain and Gustafson (2009), Liu et al. (2009), Den-
dukuri et al. (2010), Chu et al. (2010), Lu et al. (2010), and Espino-Hernandez
et al. (2011), and Wang et al. (2012).

A considerable portion of the current excitement and challenge and societal
impact in statistical science lies toward the \Big Data" frontier. While it may
be a quieter cousin, the \Di�cult Data" frontier also generates excitement
and challenge and societal impact. Some of the most important decisions to
be taken, such as those relating to what exposures help or harm our health, are
informed by some of the most di�cult data. As part of the modern statistical
�rmament, Bayesian inference applied to observational study data exempli�es
the principled extraction of evidence from di�cult data.

Appendix

Let C0 and C1 be the counts of apparent exposures among the n0 controls and
n1 cases respectively. The analyses presented in Sections 10.3 and 10.4 arise
from modeling these counts as binomially distributed. That is, Ci counts the
number of \successes" among ni independent trials, each of which has success
probability ��i . In formal notation, Ci � Bin(ni; �

�
i ) independently for controls

(i = 0) and cases (i = 1).
For given sensitivity SN and speci�city SP of exposure classi�cation, one

has ��i = �iSN + (1 � �i)(1 � SP ), where �i = Pr(X = 1jY = i) is the true
proportion exposed. Assigning the prior distribution �i � U(0; 1), indepen-
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dently for i = 0; 1 induces the prior ��i � U(1 � SP; SN). Consequently, the
posterior distribution of ��i is the B(ci + 1; ni � ci + 1) distribution truncated
to the interval (1 � SP; SN), again independently for i = 0 or 1. A Monte
Carlo sample can then be drawn directly from the posterior distribution of
(��0 ; �

�
1) and transformed to realizations from the (�0; �1) posterior.

To compare the posterior weight given to di�erent values of (SN; SP ), one
must compute the marginal probability Pr(C0 = c0) � Pr(C1 = c1) for each
pair of values considered. The desired quantity can be computed via a routine
for the Beta distribution, given that Pr(Ci = ci) can be written as

1

SN + SP � 1

�
ni
ci

�Z SN

1�SP
��i

(ci+1)�1(1� ��i )(ni�ci+1)�1 d��i :
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Statistical Models for Disease Processes:
Markers and Skeletal Complications in
Cancer Metastatic to Bone

Richard J. Cook

University of Waterloo, Waterloo, ON

In many chronic diseases, the presence and concentration of molecular com-
pounds circulating in the blood are associated with the stage of the disease and
the risk of disease progression. In diabetes, for example, individuals with poor
blood glucose control are at elevated risk of vascular complications involving
the heart, eyes and kidneys. The level of glycosylated hemoglobin (HbA1c)
in the blood re
ects how well blood glucose levels are regulated, so measure-
ments of HbA1c are used routinely in evaluating the e�ectiveness of medical or
behavioral interventions in diabetes. In individuals with autoimmune diseases
such as rheumatoid arthritis, levels of C-reactive protein (CRP) in the blood
re
ect the degree of in
ammation which in turn predicts joint damage. In
individuals with human immunode�ciency virus (HIV) infection, physicians
monitor viral load, which is the concentration of the virus in the blood at
any given time. In each of these settings, the measurements in the blood are
termed markers which re
ect disease activity or severity. They often play a
useful role in predicting the course of disease and the occurrence of serious
debilitating events. This chapter describes some ways to use marker data in
patients with cancer metastatic to bone.

11.1 Skeletal Complications in Individuals Su�ering
from Cancer Metastatic to Bone

Bone resorption is the process by which osteoclast cells break down bone tis-
sue and release minerals such as calcium into the bloodstream. In healthy
individuals the process of bone resorption is usually well coordinated with
that of bone formation, to ensure repair and maintenance of normal bone
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tissue. In many cancers, however, metastatic lesions develop in the skeleton,
disrupt this equilibrium, and thereby compromise the structural integrity of
the bone. This weakens the skeleton and puts individuals at increased risk of
complications such as fractures, spinal cord compression, hypercalcemia, and
bone pain requiring intervention. These complications signi�cantly reduce a
person’s ability to carry out normal daily activities and decrease their qual-
ity of life. With the increased e�ectiveness of anti-tumor therapy in recent
decades, patients are living longer following cancer diagnosis, so management
of the skeletal metastases is an important aspect of patient care.

N-telopeptide of type I collagen (Ntx) is a marker of bone resorption that
has been found to be associated with the presence and volume of skeletal
metastases in breast cancer patients (Lipton et al., 2001), as well as the oc-
currence of skeletal complications (Coleman et al., 1997). In addition, the
bone formation marker, bone-speci�c alkaline phosphatase (BALP) is often
elevated in prostate cancer patients (Smith et al., 2011). Scientists are inter-
ested in relating the levels of bone formation and resorption markers to the
occurrence of skeletal complications to better understand the disease process
(Demers et al., 1995).

Bisphosphonates are a class of drugs which combat abnormal bone resorp-
tion to help maintain the integrity of the skeleton. These drugs are used exten-
sively in the treatment of osteoporosis and substantial evidence has emerged
that suggests treatment with bisphosphonates can reduce the incidence of
skeletal complications from malignant bone disease. Three large randomized,
multi-center, double-blind, phase III clinical trials evaluated the safety and ef-
�cacy of a bisphosphonate called zoledronic acid in more than 3,000 patients
with malignant bone disease from a broad range of primary cancers (Rosen
et al., 2003, 2004; Saad et al., 2004). Upon recruitment to these studies pa-
tients were randomly assigned to receive an intravenous infusion of zoledronic
acid or a placebo control every three to four weeks for up to 24 months. Mea-
surements of Ntx and BALP were taken at randomization, after one month
of treatment, and quarterly thereafter during the course of the study.

Figure 11.1 shows the measurements of Ntx and BALP for four prostate
cancer patients in the study by Saad et al. (2004). Also indicated on the
horizontal axes are the times of skeletal events (E), death (D), and end of
followup (C). It is apparent that there can be considerable variation in the
bone marker values within patients over time, and that the two markers are
not necessarily elevated at the same time. Also apparent is the variation in
the period over which markers are measured due to incomplete assessments,
study withdrawal, or death.

Here we highlight work of an international multidisciplinary collabora-
tive team of investigators studying the utility of bone marker measurements
collected in these trials. One goal of this team was to study the prognostic
value of the marker measurements taken at study entry for skeletal events and
death. Insight into their prognostic role could help researchers select high-risk
patients for inclusion in experimental studies, or for more intensive monitor-
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FIGURE 11.1: Sample pro�les of an osteoclast (Ntx) and osteoblast (BALP)
marker of bone disease along with indications of the times of skeletal events
(E), death (D), and end of follow-up (C) for two prostate cancer patients re-
ceiving placebo (left panels) and two prostate cancer patients receiving zole-
dronate (right panels); data from Saad et al. (2004).

ing and treatment. Interest also lies in modeling how the markers vary over
time and in exploration of the e�ect of treatment with zoledronic acid on the
marker values. Several challenges arise when attempting to do this because
(i) marker values are only available when blood samples are provided; (ii)
measurement of markers ends upon withdrawal from the study; and (iii) the
marker process naturally terminates upon death. Models which jointly exam-
ine marker values, skeletal events, and death are therefore needed to provide
a complete description of the disease process and treatment e�ects. This re-
search program addressed these challenges and led to considerable advances
in the understanding of the pathophysiology and prognostic value of bone
markers in patients with cancer metastatic to bone. Some statistical aspects
of the works are described below in more detail.
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11.2 Bone Markers and Prognosis for Adverse Events

Many studies examine the times to speci�c adverse events; such times are
often termed lifetimes. In studies of lifetime data, events are often recorded
as the time from study entry until their occurrence. For example, we may
wish to study the times when skeletal events such as fractures occur. If T
denotes the time of a disease-related event of interest, Kaplan{Meier estimates
of Pr(T � t) re
ect the cumulative risk of the event as a function of time
(Kaplan and Meier, 1958). When interest lies in the e�ect of prognostic factors
which change over time, however, it is more natural to model the risk of event
occurrence at an instant in time. We describe next how this may be done.

Consider a set of factors measured at time t that may a�ect the risk of an
event. These factors, denoted x(t), are often called covariates (or covariables)
since they arise along with (\co-") the variable (here, an event time) of primary
interest. If there are p covariates then x(t) = (x1(t); : : : ; xp(t))

> is a p � 1
covariate vector; some elements in x(t) may be �xed but others may vary
over time. In the present setting we may think of x(t) as containing values for
markers of bone metabolism and possibly other factors.

In time to event analyses, the intensity function is a mathematical function
that speci�es the instantaneous risk of an event among individuals who are
event-free at a given time. It is denoted by

�ftjx(t)g = lim
�t#0

Prft � T < t+ �tjt � T; x(t)g
�t

;

where the vertical line \j" demarcates the event that is being modeled (t �
T < t+ �t) and the information that is being conditioned upon (t � T; x(t)).
In other words, here we are modeling the risk of the event occurring in the
interval [t; t+�t) given that it did not happen before t, and given the covariate
values at time t.

The e�ects of the time-varying bone markers discussed earlier are natu-
rally and most commonly studied through what are termed intensity-based
regression models (Kalb
eisch and Prentice, 2002; Lawless, 2003). Such mod-
els require speci�cation of a particular mathematical form for the intensity
function to re
ect the trends in risk over time, as well as how covariates alter
this risk. The most widely used intensity-based model in this setting is called
the Cox model (Cox, 1972). This model takes the form

�ftjx(t)g = �0(t)ex(t)>� ;

where �0(t) is a reference intensity function characterizing risk for individuals
with x(t) = 0, � = (�1; : : : ; �p)

> is a p � 1 vector of unknown parameters
called regression coe�cients, and

x(t)>� =

pX
j=1

xj(t)�j :
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There is routinely a trade-o� between the desire for simplicity and the desire
for 
exible models which describe a process of interest well. The appeal of the
Cox regression model is that the form of the reference intensity function �0(t)
is left unspeci�ed, thereby enabling the model to accommodate a wide range of
shapes. This formulation also has the appealing property that the exponential
of the jth element of �, e�j , is a relative risk (Prentice and Farewell, 1986).
To see why, note that when p = 1 and x0 is a speci�c value of x(t),

�ftjx(t) = x0 + 1g
�ftjx(t) = x0g

= e�1 ;

is a ratio of instantaneous risks re
ecting the e�ect of a one unit increase in
the covariate (e.g., marker) value.

Despite the complexity of the disease process and the many types of events
that patients with bone metastases may experience, it is common in clinical
trials for treatments to be assessed based on the time of the �rst adverse
event. These outcomes are called composite endpoints and here we consider
one based on the time of the �rst skeletal event or death for patients in the
metastatic prostate cancer trial of Saad et al. (2004). Marker data prior to
this composite event are used in the analyses that follow.

The �rst analysis we consider involves examining the relationship of the
bone marker values (Ntx and BALP) measured at the time of randomization
on the event intensity. For this purpose, the osteoclast marker Ntx and the
osteoblast marker BALP were used in the models as categorical variables with
four categories based on the quartiles of the baseline distributions; these were
54:5, 89:0 and 180:5 nmol/mmol cr. for Ntx and 150:25, 267:50 and 529:75
IU/L for BALP. Because of this categorization of the markers, the relative
risks convey the e�ect of an individual having a value in the second quartile
versus the �rst quartile, the third quartile versus the �rst quartile, and the
fourth quartile versus the �rst quartile, for each of the two markers.

Each factor is examined in a separate model in univariate (i.e., single
marker variable) analyses, where the results re
ect the association between the
baseline marker value and the risk of the event in the absence of other infor-
mation. Covariates often re
ect similar information (and hence are correlated)
and so it is customary to also examine the e�ect of covariates simultaneously
by �tting multivariate (i.e., several variable) regression models.

These models are used to identify factors which convey prognostic infor-
mation in the presence of the other covariates in the model. In addition to
examining the joint e�ect of Ntx and BALP, the multivariate models adjusted
for several non-marker baseline variables (see the footnote of Table 11.1). Fi-
nally, the argument t in the covariate x(t) re
ects the fact that one can use the
serial (time-dependent) marker values and we also do this for both univariate
and multivariate models. In this case marker measurements were carried for-
ward between assessments for up to six months, at which point if no updated
values were available individuals were dropped from the analysis.
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FIGURE 11.2: Kaplan{Meier estimates of the probability of an event by
quartiles of urinary N-telopeptide (Ntx) (nmol/mmol cr.) and serum BALP
(IU/L).

Further data from such individuals were used if subsequent measurements
were made. The results of �tting univariate and multivariate models with base-
line data are displayed in the top half of Table 11.1, with the corresponding
results from time-dependent marker analyses in the bottom half of Table 11.1.
These analyses are for simplicity restricted to placebo patients only. The table
shows relative risks which are estimated by �tting Cox models to the data.
It also shows 95% con�dence intervals for each relative risk, which represent
a standard margin of error for an estimate. Finally, p-values are shown for
each relative risk; they are a measure of the evidence against the hypothesis
that the relative risk is one, in which case the marker category is not associ-
ated with an increased risk of the event. Small p-values represent signi�cant
evidence against the hypothesis; values less than :05 are often considered to
provide fairly strong evidence.

Table 11.1 indicates that when the baseline values are considered in uni-
variate analyses, there is evidence of a strong relationship of both markers to
event occurrence, with increasing risk associated with the higher marker quar-
tiles. Figure 11.2 shows estimates of the probability that an event occurs as a
function of time since entry to the study, estimated separately for the di�erent
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quartiles of Ntx and BALP. The probability that an event occurs by a given
time increases with the level of each marker, and the e�ects are remarkably
similar for the osteoblast marker BALP (left panel) and the osteoclast marker
Ntx (right panel). In the multivariate analyses of baseline marker values (top
right in Table 11.1), covariates included age (years), cancer duration (years),
presence of metastases in the lymph nodes (yes/no), an indicator of advanced
disease (ECOG score � 1 vs. 0), bone pain (present/absent), prostate speci�c
antigen (log10PSA, where PSA is measured in ng/mL), hemoglobin (g/dL),
creatinine (� 1:4 mg/dL), albumin (g/L), lactate dehydrogenase (LDH > 454
units/L), an indicator of analgesic use (yes/no), and an indicator of whether
they had experience a prior skeletal event (yes/no). After controlling for all
of these factors, there is less evidence of an association between the markers
and event occurrence. We can infer from this that the baseline markers do not
convey prognostic information about event occurrence beyond that contained
in other available covariates (see the footnote of Table 11.1).

A di�erent picture arises when we consider the serial (time-dependent)
values of the two bone markers (bottom half of Table 11.1). In univariate
analyses of these marker values there is stronger evidence of an association
with event occurrence and the relative risks are considerably larger than those
seen using only baseline values. Moreover, even in the multivariate analyses,
the level of BALP is signi�cantly associated with event occurrence (p-value =
:0144); risk of the event is more than double when BALP is the upper quartile
compared to the lowest quartile.

There are two points to be noted from these analyses. First, as time goes
by, the prognostic relevance of a marker value measured at baseline might
be expected to decrease relative to a more recent measurement of a marker.
A comparison of the top and bottom portions of Table 11.1 suggests this is
the case. Second, the prognostic utility of a marker depends on whether other
potentially important variables are considered. That is, when other variables
are available and in a model, one is implicitly examining the incremental
prognostic utility of the marker in the presence of the other variables. This
tends to reduce the e�ect (as measured by the relative risk) compared to the
univariate model.

11.3 Joint Models for Dynamic Bone Markers
and Adverse Events

Outcomes such as skeletal events and death are of clear importance and o�er a
natural basis for the comparison of treatments. Not all individuals experience
these events during a study, however, and there is interest in modeling changes
in marker values over time and studying how they may be a�ected by treat-
ment. This can give insight into the e�ect of bisphosponate therapy on the
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TABLE 11.1: Relative risks obtained from univariate and multivariate Cox
regression analyses for intensity-based models of skeletal event-free survival
in placebo patients of Saad et al. (2004); results based on baseline marker
values are displayed in the top half of the table and serial marker values in
the bottom half of the table.

Univariate Multivariate

Marker1 RR 95% CI p-value RR 95% CI p-value

Baseline Marker Values

Ntx < 54.5 | | | | | |
54.5 � Ntx < 89.0 1.49 (:87; 2:55) .151 1.52 (:81; 2:86) .196
89.0 � Ntx < 180.5 2.05 (1:15; 3:64) .015 1.77 (:86; 3:63) .120
180.5 � Ntx 2.22 (1:28; 3:86) .004 1.40 (:63; 3:13) .411
Global Test, p-value .021 .411

BALP < 150.25 | | | | | |
150.25 � BALP < 267.50 .91 (:53; 1:59) .750 .67 (:36; 1:24) .200
267.50 � BALP < 529.75 1.60 (:91; 2:83) .102 1.47 (:73; 2:96) .284
529.75 � BALP 2.24 (1:28; 3:94) .005 1.39 (:67; 2:90) .381
Global Test, p-value .005 .102

Time-varying (Serial) Marker Values

Ntx < 54.5 | | | | | |
54.5 � Ntx < 89.0 1.83 (:94; 3:56) .075 1.64 (:80; 3:38) .179
89.0 � Ntx < 180.5 2.80 (1:53; 5:11) .001 1.68 (:82; 3:46) .158
180.5 � Ntx 4.09 (2:23; 7:49) < :001 1.77 (:78; 3:98) .169
Global Test, p-value < :001 .466

BALP < 150.25 | | | | | |
150.25 � BALP < 267.50 1.15 (:55; 2:40) .703 .86 (:39; 1:90) .711
267.50 � BALP < 529.75 2.98 (1:59; 5:61) .001 2.10 (1:02; 4:32) .045
529.75 � BALP 3.62 (2:00; 6:55) < :001 2.33 (1:10; 4:91) .027
Global Test, p-value < :001 .014

1 Ntx is measured in units of nmol/mmol cr. and the units for BALP are IU/L.
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process of bone resorption and formation. The analyses in the previous sec-
tion revealed that serial BALP measurements are signi�cantly associated with
the occurrence of skeletal events and death. Given the role of BALP in bone
formation, it is natural to consider the e�ect of bisphosphonate treatment on
this marker.

Levels of BALP change continuously over time but they are only mea-
sured when blood samples are taken at the periodic follow-up assessments.
Serial marker values are often compared for di�erent treatments by estimat-
ing average values at di�erent times. When the assessment times are variable,
due to random variation or possibly missed assessments, estimation and inter-
pretation of mean values can be challenging since they correspond to individ-
uals who survived to the respective time and who provided a blood sample.
Often average values are computed at di�erent assessment times and lines
are drawn to connect these averages. There is a tendency to interpret these
graphs as representing the average course of markers over time, but it is now
well known that such pro�les are not interpretable at the individual level (Wu,
2009). Another approach is to study the rate of change of marker values us-
ing individual-speci�c linear or non-linear models. When marker values, and
trends in marker values, alter the risk of events such as death, models based
on the rate of change are also problematic.

We address these challenges by considering joint models for the serial
marker values and the event of interest by de�ning distinct marker states
in terms of the quartiles of the marker values. Figure 11.3 contains a so-called
multistate diagram with marker States 1 to 4 corresponding to ranges

0 � BALP < 150:25; 150:25 � BALP < 267:50;

267:50 � BALP < 529:75; 529:75 � BALP;

and State 5 representing the clinical event of interest (death or a skeletal
event). The idea behind this multi-state diagram is that at any given time, an
individual’s disease state can be represented by one of the states, and dynamic
features of the marker and event process can be represented by stochastic

0−150.25

STATE 1

150.25−267.50

STATE 2

267.50−529.75

STATE 3

≥ 529.75

STATE 4

EVENT

STATE 5

FIGURE 11.3: A multistate diagram for modeling changes in bone alkaline
phosphotase prior to the occurrence of the clinical event of interest.
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FIGURE 11.4: A plot of BALP values in continuous time for a hypothetical
individual with the assessment times (ar, r 2 f0; : : : ; 6g) and event time E
indicated on the horizontal axis.

models for the transitions between the states. We consider a transition into
State 5 the end of the process because one component of the composite event
is death, and values will not be available after this. Moreover, the goal is to
model marker dynamics before skeletal complications since the complications
themselves may alter marker values.

We let Z(t) represent the state occupied at time t so that Z(t) = k if
an individual is in state k at time t; for example, Z(t) = 3 if at time t an
individual has a BALP value in the interval [267:50; 529:75). Starting with
t = 0 at the study entry, the path of the marker as depicted in Figure 11.3
is traced, and fZ(s); s > 0g denotes the corresponding multi-state process.
When the path is considered only up to a particular time t, we denote the
history of the process up to that time as H(t) = fZ(s); 0 < s < tg, which
captures the nature and timing of all transitions over the interval (0; t). The
transitions between states are again governed by intensity functions, which
in this context re
ect the instantaneous risk of movement from one state to
another given the history of the process. The transition intensity from state
k to ‘ is denoted as �k‘ftjH(t)g and de�ned formally as

�k‘ftjH(t)g = lim
�t#0

PrfZ(t+ �t�) = ‘jZ(t�) = k;H(t)g
�t

; k 6= ‘: (11.1)

Figure 11.4 contains a plot of the continuous time course of BALP values
for a hypothetical individual. The times at which measurements of BALP are
available are indicated by ar, r 2 f0; : : : ; 6g, along with the event time (T5).
The horizontal dashed lines in Figure 11.4 correspond to the quartiles of the
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baseline distribution of BALP which in turn de�ne the states of Figure 11.3.
The time that the BALP curve crosses the lowest dashed line (T2) is therefore
the time of the transition from State 1 to State 2 and subsequent transition
times (T3 and T4) are similarly de�ned. Because individuals are only seen
periodically we do not observe the precise times of any of the transitions
between the �rst four states; indeed, because an individual’s BALP values
can go either up or down over time, we do not even know the number of
transitions between measurements. In contrast, if the event occurs during the
course of followup, its time is known (see T5 = T in Figure 11.4), but in some
cases all we know is that it did not happen while the individual was on study.

To formalize this, we let C denote the duration of time an individual was
on study. If T denotes the time of the event, then we let U = min(T;C) and
� = 1(U = T ) indicate whether U is the event time, or a lower bound for
the event time (called a censoring time). Blood samples are drawn at times
a0 < � � � < aR, and so the data consist of the sequence of assessment times and
states occupied at those times, along with the information on the event time:
this is equivalent to f(ar; Z(ar)); r = 0; : : : ; R; (U; �)g. Under intermittent
inspection we de�ne the observed history as of the rth assessment as H(ar) =
f(as; Z(as)); s = 0; : : : ; r�1; ar; ar < Ug; since data are not available between
assessments, for ar � t < ar+1, we assume that H(t) = H(ar).

Statistical inference concerning the process in Figure 11.3 can be based on
a likelihood function which is obtained from the probability of observing the
realized data (Sprott, 2000). In this setting this is"

RY
r=1

PrfZ(ar)jH(ar)g

#

�

"
4X
k=1

PrfZ(s�) = kjH(s)g ��k5fsjZ(s�) = k;H(s)g

#
:

For many processes the probabilities above may be di�cult to express in
terms of the intensity functions used to specify the models. Researchers often
model such data using Markov assumptions (Cook and Lawless, 2013) for
which the transition intensities are of the form

�k‘ftjH(t)g = �k‘ftjZ(t�) = kg;

i.e., the instantaneous risk of the event given the entire history, is governed by
simply the current marker state. Jackson (2011) has written useful software
which facilitates the sort of multi-state analyses which we employ here.

Figure 11.5 shows nonparametric Kaplan{Meier estimates of the cumula-
tive probability Pr(T � t) of the composite event according to the baseline
quartile of BALP. These estimates, provided separately for each treatment
group, use only raw data and are not based on the model in Figure 11.3. Also
displayed are the same probabilities estimated based on the model depicted
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FIGURE 11.5: Kaplan{Meier estimates (dotted line) and bPfZ(t) = 5jZ(0) =
kg for k = 1; 2; 3; 4 based on a multistate model (solid line) for the probability
of having a skeletal event or died by quartiles of serum BALP (IU/L).

in Figure 11.3. The two methods of analysis give estimates of cumulative risk
which are in fairly good agreement.

An appeal of the multi-state analysis is that it can also be used to examine
treatment e�ects on the transition intensities between the marker states. For
example, if we let x = 1 for individuals receiving zoledronate and x = 0
for those receiving the placebo, we may �t proportional intensity models of
the form

�k‘ftjH(t); xg = �k‘ftjZ(t�) = kge�k‘x

for which the instantaneous risk of a k ! ‘ transition di�ers by a multiplica-
tive factor e�k‘ in the zoledronate versus placebo groups. Table 11.2 shows the
results of �tting such a model and it can be seen that zoledronate signi�cantly
increases the transition rate to states of lower marker values; the rate of tran-
sition from State 2 (150:25 � BALP < 267:50) to State 1 (BALP < 150:25) is
2:7 times higher in the treated group compared to the placebo control group,
and similarly increased rates of transition are seen for the transitions from
States 3 to 2 and 4 to 3. A key message is therefore that treatment with zole-
dronate can help reduce the value of BALP. Interestingly there appears to be
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TABLE 11.2: Relative risks for the e�ect of zoledronate on the intensites
of transitions between BALP marker states in the �ve-state Markov model
depicted in Figure 11.3.

Transitions

From To RR 95% CI p-value

Reduction in BALP (IU/L)

0 � 150.25 | | | |
150.25�267.50 0 � 150.25 2.72 (1.66, 4.47) < :001
267.50�529.75 150.25�267.50 3.38 (1.84, 6.21) < :001
� 529.75 267.50�529.75 1.84 (.92, 3.69) .085

Increase in BALP (IU/L)

0 � 150.25 150.25�267.50 .96 (.63, 1.45) .842
150.25�267.50 267.50�529.75 1.45 (.96, 2.18) .076
267.50�529.75 � 529.75 1.14 (.76, 1.69) .533
� 529.75 | | | |

relatively little e�ect of zoledronate on the transition rates to higher BALP
states based on this model.

11.4 Discussion

Marker data can play an important role in understanding disease processes,
evaluating treatment e�ects and making predictions about the course of dis-
ease. We have focused here on the relationship between marker values and
the primary response in the clinical trials, the time to the �rst skeletal event
or death. We also considered the e�ect of treatment on the marker values
through speci�cation of a multi-state model. More elaborate multi-state mod-
els could of course be speci�ed which may, for example, distinguish between
the �rst skeletal event and death, accommodate the occurrence of multiple
skeletal complications (Cook et al., 2009) or distinguish between the di�erent
types of skeletal complications. Such models would provide a better repre-
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sentation of the disease process but require strong assumptions warranting
critical assessment.

Analyses must deal with the fact that marker values change in continuous
time but are usually only available at periodic assessment times. In the bone
marker studies, the assessments were scheduled according to a trial protocol
and so measurement times are unrelated to the disease process. In observa-
tional cohort studies, however, marker measurements are often only made
when individuals attend a clinic at which they receive medical care. In such
circumstances, measurements of markers may be made more often when their
values correspond to severe disease activity. This can make standard analyses
invalid and may require more challenging analysis based on joint models of
the assessment process and marker values (Chen et al., 2010; Sweeting et al.,
2010).

There has been increased interest in the design and conduct of clinical
trials aiming to evaluate use of markers to guide therapy, an objective that
falls within the framework of personalized medicine. In asthma, in
ammatory
markers can be measured in sputum samples obtained from patients experi-
encing exacerbations and the cellular analysis can be used to guide therapy
(Jayaram et al., 2006). A recent trial in the United Kingdom was designed
to assess the utility of serial bone marker values in guiding the dose and fre-
quency of bisphosphonate therapy in patients with cancer metastatic to bone.
In such settings markers need to be highly predictive of events of importance
to patients since otherwise marker driven dose reduction or other treatment
modi�cations may increase the risk of adverse events.
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Often researchers are faced with analyzing data from a biased sample that
is unrepresentative of the population of interest. Studies that lead to sam-
ples that are biased-by-design are only useful if statisticians have a way to
compensate for biased procedures that would result from na��ve use of such
non-representative data. This chapter tells the story of how we encountered
biased survival data in a major Canadian study of dementia in the elderly. We
relate how we overcame the problem of bias and developed methods to answer
questions about dementia. Although the story is woven around the Canadian
Study of Health and Aging, there are many other areas in which the type of
bias that we encountered also arises.

12.1 Introduction

Epidemiologists de�ne the prevalence of a disease as the number of individuals
with the disease per 100,000 in the general population at a given time. They
de�ne the incidence rate to be the number of new cases of the disease per
100,000 individuals per unit of time (usually per year). A shocking statistic is
that roughly 40% of Canadians over the age of 85 have some form of dementia.
Consequently, as life expectancies of Canadians rise there will, in the foresee-
able future, be a corresponding increase in both the incidence and prevalence
of dementia. Not only will our health care system be hard-pressed to cope,
there will also be a growing burden on caregiver families; most of us will be
a�ected either directly or indirectly. It is vital, therefore, that we understand
the natural history of dementia; that is, how it evolves in those stricken with
it, and the factors that may hasten or slow its progression. At the population
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level, it is equally important to know how dementia incidence rates are chang-
ing and how this change, when combined with improving life expectancy, will
a�ect the population burden of dementia. Further, we can only assess whether
treatments or changes in lifestyle prevent or slow the course of a disease if we
are able to measure changes in disease duration and incidence in populations.

Statisticians and epidemiologists collaborate to design studies and use the
data collected from them to reveal patterns of changing incidence, and disease
duration. With these goals in mind, in 1991 the Canadian Study of Health
and Aging (CSHA) was launched (CSHA, 1994). A primary goal of the CSHA
was to estimate the prevalence of dementia in elderly Canadians. Initially
designed as a one time cross-sectional study, the investigator team obtained
research funds to conduct two follow-ups on the participants over the subse-
quent decade.

Although there are many di�erent types of dementia the two most com-
mon forms are those due to Alzheimer’s disease and vascular dementia. Indeed,
current research indicates that two thirds of all dementias that occur in the
elderly are due to Alzheimer’s disease. In this chapter, for simplicity, by the
term \dementia" we shall mean either Alzheimer’s disease or vascular demen-
tia. Our story does not begin with incidence or prevalence but rather with the
questions, \How long do people with dementia survive following onset of their
disease?" and \What factors are associated with shorter (or longer) survival?"

These two questions were �rst posed by one of us, Christina Wolfson, Prin-
cipal Investigator for the CSHA Progression of Dementia Study. Anticipating
the use of data from the CSHA, she was concerned about the bias that invari-
ably accompanies estimates of survival based on data collected from a study
designed to follow-up a cohort of prevalent cases, i.e., cases that already have
dementia at the time of their recruitment. Such studies are descriptively called
prevalent cohort studies with follow-up. The CSHA was such a study.

In 1991 roughly 10,000 Canadians over the age of 65 were recruited and
those living in the community were screened for dementia. All participants
living in institutions, and those living in the community who screened positive
at baseline were invited to undergo a thorough assessment for dementia that
involved a battery of neurological and neuropsychological tests. Roughly 820
were diagnosed with prevalent (current) dementia in one of the two main
categories above.

Although the full cohort of 10,000 was then followed forward, for the mo-
ment we focus on the 820 with prevalent dementia. By 1996, the end of the
�rst phase of the CSHA, many of the 820 had died (and their dates of death
recorded), and most of the rest were known to be still alive | said to have
right censored survival times. (A survival time is said to be censored when
only a lower bound of its value is known.) A small proportion of study sub-
jects had been lost to follow-up in between 1991 and 1996 and the dates at
which they were last known to be alive were recorded. Their survival times
are also right censored.
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In 1991 each caregiver provided an approximate date of dementia onset
as well as covariate information, such as age at onset and number of years
of education. That is, apart from their covariates, by 1996 each subject had
contributed a survival time (possibly right censored) consisting of the time
interval from their date of onset to the minimum of the date of death and
their date of right censoring (see Figure 12.1).

To estimate how long people with dementia live from onset of their disease
such data cannot be used without adjustment, because the sample is biased.
The bias stems from the fact that in order to be among the 820 subjects
identi�ed with dementia in 1991 one would have to survive long enough to
have a chance of being recruited into the study. For example, consider two
subjects who had the same date of onset, say in 1988. If one of these subjects
had died before 1991 they could not have become part of the CSHA, while the
second subject would have been recruited into the CSHA if they had survived
longer than three years. That is, the longer survivor would have been recruited.

This phenomenon occurs whenever prevalent cases are identi�ed through
a cross-sectional survey and then followed forward with a view to estimating
survival from a meaningful origin such as date of onset, the origin that we
shall use in this chapter. The observed survival times are said to be left-

1991
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D
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ND
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ND
19961991

FIGURE 12.1: A schematic demonstrating the sampling mechanism and
follow-up for the �rst phase of the Canadian Study of Health and Aging. The
letters \D" and \ND" by the vertical line together depict some of the roughly
10,000 who were screened for dementia in 1991. Letters \D" depict those with
prevalent dementia. Their ascertained onset times prior to 1991 are denoted
by gray dots and their times of death/censoring, obtained from follow-up after
1991, are denoted by gray crosses/gray circles. The letters \ND" depict those
without dementia in 1991. Also pictured are subjects with dementia who died
prior to 1991; their unobserved onset times are denoted by black dots and
their unobserved failure times are denoted by black crosses.
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truncated, and if the incidence rate is constant (called the stationary case)
the survival times are termed length-biased. It should be noted, however,
that left-truncated survival times are, in general, length-biased and the two
terminologies just provide a convenient way of di�erentiating between when
the incidence process is stationary and when it is non-stationary (that is, the
incidence rate changes over time).

Our �rst goal was to estimate the survivor function of those who develop
dementia; we had carried out a literature search and found that based exclu-
sively on prevalent cohort studies with follow-up, published estimated median
survival times with dementia (for the two types combined) ranged from around
5 to 9 years; see M�ols�a et al. (1986), Walsh et al. (1990) and Stern et al. (1997).
Although the most recent of these studies mentioned survivor bias, none had
included analyses that adjusted for it and we felt that proper adjustment
would reduce the currently accepted range of median survival times.

12.2 Nonparametric Estimation of the Survivor Func-
tion

We begin with some basic terminology and notation. Let Xi be the survival
time of subject i, measured from onset of dementia, had they been observed
as an incident case (that is, a subject in an initially disease-free cohort, whose
onset of disease is observed). Let SU (t) = Pr(Xi > t) be the survivor function
of Xi, the function that we wish to estimate. In a prevalent cohort study with
follow-up there is an underlying incidence process that must be taken into
account. Each point of incidence de�nes a random truncation time Ti, the
time from the date of incidence to the date of recruitment. However, their
onsets are not all observed and hence, neither are their truncation times (see
Figure 12.2a).

Let T 0
i be the observed (left) truncation time of a subject that is recruited.

Other commonly used terminology for the observed time interval between dis-
ease onset and recruitment into the prevalent cohort (the observed truncation
time), is the backward recurrence time. The forward recurrence time, Ri, is
the time interval from recruitment until death (see Figure 12.2b). This might
be censored by its associated censoring time Ci (see Figure 12.2c).

Let SLB denote the survivor function of the observed length-biased survival
times. It is not di�cult to show (Asgharian et al., 2006) that there is a simple
relationship between SU and SLB , viz.

SLB(t) =

Z 1
t

Pr(T � x)dSU (x)Z 1
0

Pr(T � x)dSU (x)

: (12.1)
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1991

Ti

Xi

(a) An unobserved survival time Xi with its longer associ-
ated truncation time Ti, which is also not observed.

1991

Ti
o Ri

(b) An observed survival time X0
i = T 0

i + Ri, which is
the sum of the observed truncation time from onset to
1991 (backward recurrence time) and the time from 1991
to death, for a prevalent case (forward recurrence time).

1991

Ti
o Ci

(c) An observed truncation time T 0
i from onset to 1991 with

its associated forward censoring time Ci. By de�nition, cen-
soring can only occur during follow-up of prevalent cases.

FIGURE 12.2: Illustration of truncation, failure, and censoring times.

Let X0
i = T 0

i +Ri be the left-truncated survival time, with survivor function
SLB. Since X0

i is only observed if Xi � Ti, we have that

SLB(t) = Pr(Xi > tjXi � Ti):

Under stationarity, Expression (12.1) becomes

SLB(t) =

Z 1
t

xdSU (x)
.Z 1

0

xdSU (x); (12.2)

a relationship that is of central importance in this account.
Since the forward recurrence times are possibly right censored by their

corresponding forward censoring times, the full data observed for n subjects
are fT 0

i ;min(Ri; Ci); �ig for i 2 f1; : : : ; ng, where �i = 1(Ri � Ci) is the
censoring indicator. The censoring indicator takes the value 1 if Ri � Ci and
is 0 otherwise. Ignoring covariates for the moment, the CSHA survival data
from the prevalent dementia cases were of this form, where T 0

i corresponded to
the interval between the date of onset of dementia and the date of recruitment
into the CSHA, and the end point was death from any cause/censoring. In
our initial analysis we exploited Expression (12.2) to �nd the nonparametric
maximum likelihood estimator (MLE) of SU by substituting the MLE of SLB ,
obtained directly from the observed length-biased data. That is, we obtained
an estimator of SU that does not assume any speci�c parametric form for SU .
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We chose this route rather than use the more robust product limit estima-
tor of Tsai et al. (1987) that does not depend on stationarity, because there
was no reason to believe that the incidence rate of dementia had increased
much, if at all, in the approximately twenty years prior to 1991. If the inci-
dence rate of dementia could be regarded as roughly unchanged, we felt that
with these stronger model assumptions we would obtain a more e�cient esti-
mator of the survivor function than the product limit estimator (that is, an
estimator with a smaller variance). To our surprise, although other researchers
such as Vardi (1982) had found the Nonparametric Maximum Likelihood Es-
timator (NPMLE) of SU under stationarity, none had allowed for censoring.
Alas, our �rst attempts ended in failure. For, we fell into the trap of using the
Kaplan{Meier estimator as the NPMLE of the length-biased survivor func-
tion, SLB ; after all, did we not have randomly right censored survival data
from SLB?

Our mistake, pointed out by a referee, was that censoring for length-biased
data obtained from a prevalent cohort study with follow-up is informative.
Censoring is informative when censoring and survival times are not indepen-
dent, as required by the methodology. Fortunately, we were able to repair the
damage by using the correct NPMLE for SLB . This had previously been ob-
tained by Vardi (1989), although in a context entirely di�erent from that of a
prevalent cohort study with follow-up. Therefore, when we came to work out
the asymptotic properties (that is, the properties in the ideal situation where
samples are very large) of our NPMLE we ran into another problem. Clearly,
from Expression (12.2) these properties would follow from the asymptotic
properties of the NPMLE of SLB and, even though Vardi’s likelihood and our
likelihood were proportional, the sampling properties of an MLE depend on
how the data are obtained. We could not use the results of Vardi and Zhang
(1992), who later derived the asymptotic properties of the NPMLE under
multiplicative censoring. However, we were able to learn from their methods.
The paper by Asgharian et al. (2002) in which we present our research also
demonstrates the markedly smaller variance of the NPMLE that exploits the
assumed stationarity of the incidence process over the product limit estima-
tor, which does not require the assumption of stationarity. Our �rst article
was followed by a detailed investigation (Asgharian and Wolfson, 2005) of
various censoring mechanisms and a rigorous presentation of the arguments
underpinning our paper.

While we had embarked on our methodological research in order to esti-
mate the survival distribution from the onset of dementia until death, when we
submitted our CSHA paper to the New England Journal of Medicine (NEJM)
our methodology paper had not yet been published. The Editor of the NEJM
therefore, required us to conduct our analyses using the product limit estima-
tor, which was the standard method for analyzing right censored left-truncated
survival data. We estimated median survival from onset of dementia to be 3.3
years. This was considerably less than had previously been thought and it
caused quite a stir in the media.
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Figure 12.3 is taken with permission from the NEJM (Wolfson et al., 2001),
and demonstrates the di�erence between the unadjusted estimator of survival
and the correct product limit estimator. A possible explanation, put forward
by some, for the di�cult-to-believe 3.3 years was that in the CSHA, those
at least 85 years of age had been oversampled. However, without adjustment
the estimated median survival of 6.6 years was consistent with the estimated
median survival in other studies, obtained without adjustment. Also, we re-
estimated the survivor function assuming a constant incidence rate for demen-
tia, using our new approach, and obtained a similar estimated median of 3.75
years, although with a much narrower con�dence interval (Asgharian et al.,
2002). This was not surprising since the method we employed for the NEJM
article and our newly developed approach yield consistent estimators, which
have the property that they will be close to the target with high probability for
large sample sizes. Following its publication, with an accompanying editorial,
our NEJM paper has been cited over 400 times.

An incident cohort study, although logistically di�cult and more expen-
sive, is the gold standard for estimating disease incidence and the survival
distribution. Under this design, a cohort of disease-free subjects is followed
for the development of dementia. The dates of onset are recorded, and the co-
hort is followed over time until some end-of-study date. The dates of death or
censoring are recorded for all who become incident cases while under follow-
up. Of relevance are three recent studies, based on incident cohorts (Helzner
et al., 2008; Xie et al., 2008; Matsui et al., 2009), which have con�rmed our
�ndings that survival with dementia is much shorter than previously thought.
Further, strati�cation on type of dementia did not produce any anomalous
results; the e�ect of length bias was strong, and survival from onset, short.
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FIGURE 12.3: Estimated probability of survival, without adjustment (dotted
line) and with adjustment (solid line, including 95% con�dence bands).
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Since in the NEJM article we had used the product limit estimator for
left-truncated data we compared the point estimates given there, with our
estimates based on the stationarity assumption; see Asgharian et al. (2002).

12.3 Checking for Stationarity of the Incidence Process

Carrying out research is akin to trying to slay the mythical Hydra; a problem
solved creates two new problems. So it was with us. Our NPMLE and its
asymptotic sampling properties had been developed under the assumption of
a stationary incidence process. In order to trust our methods for the CSHA
survival data we had to check our assumption that the incidence rate of de-
mentia had remained fairly constant over the time period leading up to 1991.
More generally, we wondered if one could test for stationarity using only data
collected from a prevalent cohort study with follow-up. Wang (1991) had sug-
gested how one might check for stationarity graphically using her estimator
of the truncation time distribution; under stationarity this should be uniform.
However, she proposed no formal test.

The problem is this: We must make inference about a stochastic process
(the incidence process) based on incomplete information. Data from some in-
dividuals are missing because we only observe the onsets of those who survive
to be recruited into the prevalent cohort. Equivalently, we need to make infer-
ence about the distributions of the Ti’s based on an observed subset of them,
the T 0

i ’s (see Figure 12.4). Our idea was this: From renewal theory (Karlin and
Taylor, 1975) it is known that under stationarity of a renewal process the for-
ward and backward recurrence times should have the same distribution. Even
though our setting was not exactly that of renewal processes some of the re-
sults from renewal theory also hold in the setting of prevalent cohort studies
with follow-up, albeit with di�erent proofs. In particular we were able to show
that the forward and backward recurrence time distributions are equal if and
only if the full incidence process is stationary. Conversely, if the incidence rate
is increasing one would expect an excess of short backward recurrence times
and long forward recurrence times. This suggested a simple graphical check
for stationarity: On the same axes plot the Kaplan{Meier estimates of the
forward and backward recurrence times, respectively, and assess their similar-
ity; see Asgharian et al. (2006). An application of our simple procedure to the
CSHA data supported our speculation that the incidence rate of dementia did
not appear to have changed over roughly a twenty year period prior to 1991.

Now, although like Wang, we had proposed a simple graphical check for
stationarity, this would have limited value unless we could also put forward
a formal test for stationarity. One of our PhD students, Vittorio Addona,
addressed this problem as part of his doctoral dissertation. The di�culties
that had to be overcome were that forward and backward recurrence times
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1991Ti
o

Ti

FIGURE 12.4: All onset times (top line) and observed onset times (bottom
line).

are dependent. Further, forward recurrence times are often right censored.
The dependence and censoring precluded a conventional test of equality of
two distributions. A search of the literature, however, yielded a nonparametric
Wilcoxon rank sum type test due to Wei (1980), that could be adapted to our
situation. We were able to con�rm what we had seen graphically: the CSHA
data were not inconsistent with a roughly constant incidence rate of dementia
(Addona and Wolfson, 2006).

12.4 Estimating the Incidence Rate

A new problem now emerged. One of the goals of the CSHA had been to
estimate the incidence rate of dementia by following, for �ve years, the subjects
that had been declared dementia-free in 1991. Ideally this cohort would have
been monitored closely so that dates of dementia onset could be recorded near
the time that they occurred. However, this cohort was only revisited in 1996,
and information about those who had died between 1991 and 1996 was scant;
in many cases there was considerable uncertainty whether they had died with
dementia, and even if it was decided that they had (by means of an algorithm
based on logistic regression), it was impossible to ascertain their dates of onset.
By relying on subjects with prevalent disease only, we were able to avoid the
ambiguity of whether or not subjects had dementia at the time of death.
Although the date of onset for dementia is di�cult to pin down, we at least
had access to caregivers at the time that the subjects were diagnosed. By using
a simple two-stage procedure that relied on the recollections of caregivers we
obtained \best guess" dates of onset for each subject (Rouah and Wolfson,
2001).

Armed with this information we sought to exploit the well known epidemi-
ological relationship between the prevalence odds, P

�
(1� P ), the (constant)
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incidence rate, �U , and the mean disease duration, �U (of the time from onset
of dementia to death), to estimate the incidence rate, viz.

P

1� P
= �U � �U : (12.3)

The proportion of the 10,000 sampled CSHA participants diagnosed with
dementia in 1991 gave us an estimate of P , the prevalence of dementia. Then,
using Expression (12.3) above, since we had estimated the survivor function,
we were able to estimate �U , using �̂U =

R1
0
ŜU (s)ds, and hence the incidence

rate as

�̂U =
1

�̂U
� P̂

1� P̂
: (12.4)

Of course, overall incidence rates are of less interest than age-speci�c in-
cidence rates and we next set about estimating these (Addona et al., 2009).
This required a generalization of Expression (12.4) to allow for the chang-
ing age distribution in the general population, information that was obtained
through Statistics Canada. The asymptotic properties of our estimators built
on those of ŜU , which we had previously obtained in Asgharian and Wolfson
(2005) and Asgharian et al. (2002). This was not the end of the incidence rate
story, however, because Carone et al. (2012) have derived an estimator of the
incidence rate without the restriction that it be constant.

Our research had been preceded by the work of Keiding (1991), who took
a multi-state approach to the problem. He de�ned three states: disease-free,
diseased, and death, and modeled the transitions between these using data
that included no follow-up of the prevalent cases. In particular he showed how
to estimate a constant incidence rate from such data. However, the avoid-
ance of follow-up requires stronger model assumptions that may sometimes
be di�cult to justify.

12.5 Covariates

From the beginning, CSHA researchers had been interested in factors (covari-
ates) associated with survival with dementia, such as sex, age at onset, years of
education, and the presence of extrapyramidal signs and/or psychiatric symp-
toms. To investigate the association between selected factors and survival, in
our NEJM article we chose to use a proportional hazards model with a Weibull
baseline hazard (Lawless, 2002). That is, we assumed a model relating covari-
ates to survival, as if our data had arisen from an incident cohort. Next, we
corrected this miss-speci�ed model by exploiting a well known relationship
between a length-biased and unbiased model, to obtain a likelihood for our
observed data. Finally, we maximized this likelihood with respect to the re-
gression parameters inherited from the proportional hazards model. Having
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originated from a proportional hazards model, the estimated parameters were
easily interpreted. Had we begun with a proportional hazards model for the
length-biased data, we would not have been able to interpret the estimated
regression coe�cients as easily in the model of ultimate interest, the model
that describes survival in incident cohorts.

We found, not surprisingly, that older age at onset is associated with
shorter survival, that females with dementia tend to live longer than males and
that there was a trend toward those with vascular dementia having shorter
survival than those with Alzheimer’s disease. We found no e�ect of level of
education on survival.

Our PhD student Pierre-J�erôme Bergeron investigated the e�ect of length-
bias on the sampling properties of the estimated regression parameters (Berg-
eron et al., 2008). At �rst we thought that the estimators would be asymp-
totically biased for the true parameters because covariates that accompany
length-biased survival times would, themselves, not be representative of co-
variates in the general population. For example, one observes longer survivors
in a prevalent cohort and it is known that females in general tend to live longer
than males. Therefore, in a prevalent cohort one is more likely to �nd an ex-
cess of females among the prevalent cases, and might conclude that females
with dementia survive longer than do males. However, our suspicions were
unfounded, as it was found that bias is not the issue. Rather, length-biased
sampling could lead to a loss in e�ciency in the parameter estimators.

12.6 Concluding Remarks

An assumption almost always made when analyzing length-biased survival
data is that survival is independent of the date of onset. If one assumes sta-
tionarity then it is possible to test the assumption that the survival distri-
bution did not change over time. This problem can be regarded as a dual to
the problem of testing for stationarity assuming unchanging survival, and also
depends on a comparison between the forward and backward recurrence time
distributions; see Addona et al. (2012).

The history of left-truncated survival data is long and the range of appli-
cations broad. We have listed many of the important historical articles in the
references below which are by no means restricted to medical settings. Since
we began working in the �eld of length-biased data there has been a surge of
methodological papers on the subject; some of these are also listed.

Our saga began with a scienti�c research question to be addressed through
data collected as part of the CSHA: \What can be said about survival with
dementia?" Much substantive and methodological research has resulted from
this modest beginning. The Canadian Longitudinal Study on Aging (CLSA)
(Raina et al., 2009), the largest aging study undertaken to date in Canada
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and broader in scope than the CSHA, is now underway (www.clsa-elcv.ca).
The CLSA will follow 50,000 Canadians aged 45 to 85 years for 20 years, to
ascertain determinants not only of disease but also of healthy aging. Since
the CLSA is a prospective study, and a large number of initially disease-free
subjects will be followed over a long time period, it will permit the identi�ca-
tion of incident cases of a number of late life diseases. This will facilitate the
study of survival of these diseases through the gold standard of an incident
cohort study. Indeed, the study design requires the implementation of several
disease ascertainment algorithms, not only for dementia, but also for Parkin-
son’s disease, epilepsy, diabetes, chronic air
ow disruption and ischemic heart
disease, among others. However, when recruited, not all participants will be
disease-free, as some of them will have prevalent disease. Consequently, the
CLSA is also a prevalent cohort with follow-up. For example, our �rst venture
into the use of the CLSA is to investigate survival with Parkinson’s disease
from the follow-up of participants who have Parkinson’s disease when they
are recruited.

Will the CLSA provide ground as fertile as the CSHA for statistical re-
search, and in particular for survival analysis? We are sure it will, through the
necessity to extend survival models and methods for length-biased data to re-
current events, multivariate failure times, and joint inference for longitudinal
and survival data.

Postscript

Studies on biased sampling can be traced as far back as Wicksell (1925) and
his corpuscle problem which is now a classical example in stereology. The
next important contribution can perhaps be attributed to Fisher (1934) on
bias induced by the method of ascertainment. Neyman (1955) identi�ed a type
of bias that epidemiologists often encounter and coined the term incidence-
prevalence bias. This was followed by the work of Cox (1969) in the qual-
ity control of fabrics. Zelen and Feinleib (1969) identi�ed biased sampling in
screening for chronic diseases. For more recent examples of biased sampling,
see Morgenthaler and Vardi (1986) in econometrics, Drummer and McDonald
(1987) in botany, Nowell et al. (1988) in land valuation, Nowell and Stanley
(1991) in marketing, Terwilliger et al. (1997) in genetics and linkage mapping,
Gilbert et al. (1999) in causal inference, Feuerverger and Hall (2000) in ap-
plied physics, De U~na �Alvarez (2004) in labor force studies, Kvam (2008) in
nano-physics, and Leiva et al. (2009) in water quality.

In recent years, there has been considerable interest in statistical methods
for length-biased survival data, resulting in several important papers. We cite
�ve of these: Andersen and Keiding (2002), Mandel and Fluss (2009), Qin and
Shen (2010), Huang and Qin (2012), and Shen and Cook (2013).
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13.1 Introduction

Patients with end-stage renal disease (ESRD; also known as kidney failure)
must address the de�cit in renal function through dialysis or kidney trans-
plantation. Kidney transplantation has been repeatedly demonstrated to be
superior to dialysis in terms of patient survival (Schaubel et al., 1995; Wolfe
et al., 1999; Rabbat et al., 2000). However, there are tens of thousands more
patients in need of a kidney transplant than there are available donor kidneys.
As a result, patients typically begin renal replacement therapy with dialysis,
and those deemed medically suitable are placed on a wait list for transplant.
Once on the wait list, a patient may later be removed if his or her health con-
dition declines to the point where transplant surgery is considered futile. In
the United States, deceased-donor kidneys are allocated on a �rst-come �rst-
served basis. Patients on the wait list move toward the top of the list when
patients above them on the list die, receive a transplant, or are removed.

The continuing shortage of deceased-donor kidneys has prompted the in-
creased frequency of transplantation with expanded criteria donor (ECD) kid-
neys (Port et al., 2002). These are kidneys obtained from deceased donors who
were age� 60; or of age 50{59 with one or more of the following characteristics:
death due to stroke, history of hypertension, serum creatinine � 1:5�mol/L.
As established by Port et al. (2002), ECD kidneys are associated with some-
what poorer outcomes (e.g., a 70% relative increase in the rate of graft failure).
On the other hand, ECD kidneys are more available than non-ECD kidneys
since patients are generally more likely to decline ECD o�ers. The question we
address is whether a patient should accept an ECD transplant (considered as
an experimental treatment), or whether he/she should opt for \conventional
therapy." The latter would entail refusing ECD transplantation, with the hope
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of later receiving a non-ECD transplant; this comes with the risk that they
will have to wait so long that the patient dies on the wait list or is removed.

In clinical settings, patients often have to choose between di�erent thera-
pies. For chronic conditions (particularly those associated with high rates of
adverse events), a patient may choose the treatment course that o�ers the
longest survival time, although other criteria such as quality of life may also
enter the decision. The randomized controlled trial, in which patients are ran-
domly assigned to experimental treatment or control groups, is widely viewed
as the gold standard for the evaluation of treatments. However, the random-
ization of treatments is not possible in many settings due to ethical and/or
logistical considerations. In such settings, so-called observational data o�er
the primary basis of treatment evaluations. The lack of randomization re-
quires that the statistical analyses accurately account for imbalances between
treatments with respect to measured patient characteristics, such as age, BMI
or co-morbid conditions. These are often referred to as covariates, and of par-
ticular concern are covariates that are strongly related to the risk of death.
Failure to adjust for such risk factors may arti�cially make one treatment
appear to be better than another when, in fact, treatment-speci�c di�erences
in outcomes rates were due only to di�erences in treatment-speci�c covariate
distributions.

In clinical studies concerning adverse events, the observation period typ-
ically concludes before some subjects have experienced the event of interest.
In such cases, a subject’s event time (often termed a \failure" time) is said
to be right censored; it is known only to be greater than their follow-up time.
Survival analysis methods are well-suited to handling right censored failure
times. For example, the Kaplan{Meier estimator (Kaplan and Meier, 1958)
gives a simple estimate of the probability of remaining alive at various follow-
up times. In the case of observational studies of patient survival, it is often
desirable to assume a particular statistical model that expresses the death
rate (more formally known as the hazard function) as a function of patient
characteristics or covariates. Such models are referred to as regression models,
and for close to forty years, the Cox regression model (Cox, 1972) has been the
method of choice for regression analysis of censored survival data. This model
allows for the estimation of covariate e�ects and, as such, yields covariate-
adjusted comparisons of treatment options. Covariates in a Cox model may
be �xed at baseline (i.e., time 0, the start of follow-up), or may vary during
follow-up. The description of such methods is available from many sources;
see, e.g., Kalb
eisch and Prentice (2002), Klein and Moeschberger (2003), and
Lawless (2003).

In this chapter, we describe the application of both traditional and more re-
cently developed methods in survival analysis for the comparison of therapies.
Here, the available data are complicated by several issues: treatment is not
assigned at time 0, but rather at some point after initial eligibility; although
experimental and conventional forms of treatment are available, treatment
availability is limited due to a perpetual excess of demand relative to supply;
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the treatment received by a patient is not randomized; and patients can be
declared ineligible for treatment.

In the next section, we describe the kidney transplant registry data used
for our analyses and formulate the problem more precisely. In Section 13.3, we
describe a traditional attempt to address the issues described in the preceding
paragraph. In Section 13.4, we describe a modi�cation of the methods used
in Section 13.3. A more recently developed and generally more satisfactory
approach to the problem is described in Section 13.5. Some discussion is pro-
vided in Section 13.6, including a comparison of related methods not used in
this chapter.

13.2 Study Population and Notation

Data were obtained from the Scienti�c Registry of Transplant Recipients
(SRTR; www.srtr.org), a nationwide population-based organ failure registry.
Patient-speci�c data are reported by the transplant centers to the Organ Pro-
curement and Transplantation Network, which oversees solid organ transplan-
tation in the United States.

For analyses presented in this chapter, the study population was comprised
of adult (age � 18) patients initially wait-listed for kidney transplantation in
the US between January 1, 1998 and December 31, 2006. For each patient,
follow-up began at the date of wait-listing and concluded at the earliest of
death, receipt of living-donor transplant, loss to follow-up, or the end of the
study’s observation period: December 31, 2006.

Table 13.1 presents a summary of events for the study population. Patients
entered the SRTR database at the time of being placed on the wait list, which
serves as the natural time 0. Just under 30% of the study population received
a deceased-donor kidney transplant, and less than one-�fth of these received
an ECD kidney. More than 10% of patients were removed from the wait list
prior to transplant or death. Since the death time is known for all patients

TABLE 13.1: Analysis of SRTR data: Event counts.

Event Count Percentage of Wait-Listed
Wait-Listed 170,415 100
Transplanted: ECD 9,423 5.5
Transplanted: non-ECD 49,382 29.0
Died 39,475 23.2



212 Assessing the E�ect on Survival of Kidney Transplantation

who died before December 31, 2006, it is not censored by removal. There were
approximately 40,000 deaths observed either before or after transplant.

As described in Section 13.1, the objective is to compare the experimental
treatment (ECD kidney transplantation) with conventional therapy. In the
seminal paper by Wolfe et al. (1999), kidney transplantation was shown to
be associated with a strong and signi�cant decrease in mortality relative to
dialysis among wait-listed patients. Rabbat et al. (2000) replicated this result
through a registry linkage study using data from Ontario, Canada. The main
contribution of these works was to restrict the study population to patients
actually wait-listed for transplantation. Previous studies, e.g., Schaubel et al.
(1995), had compared kidney transplant to dialysis; these studies su�er the
limitation that some of the dialysis patients in the comparison group were
not actually wait-listed and, hence, not really eligible to receive a kidney
transplant. The survival bene�t of ECD transplantation is not obvious, based
on the above-listed studies. In aggregate, such studies reveal that ECD kidneys
are signi�cantly more likely to fail, and that kidney transplantation (averaging
over ECD and non-ECD transplants) o�ers reduced mortality.

We now introduce some notation that will allow us to describe the data for
speci�c individuals, and the analyses that we consider in subsequent sections.
Let Di denote death time for patient i, measured in days since wait-listing.
Let Ci represent censoring time. Since patients either leave the study by dying
or being lost to follow-up, only the minimum of Di and Ci is observed, and
we set Xi = min(Di; Ci). The time of transplant (if it occurs) is given by
Ti. As mentioned earlier, a patient may be removed from the wait list prior
to transplantation and, if this occurs, we denote the removal time by Ri. We
let A1i = 1 if patient i receives an ECD kidney transplant, and 0 otherwise.
Analogously, A2i is a 0/1 indicator for receiving a non-ECD transplant. The
covariate vector is represented by Zi and, in the present context, is intended
to contain information on characteristics on patient i associated with both
patient survival and the probability of being transplanted. Note that, for pur-
poses of this chapter, the covariate information is recorded at time t = 0 and
not updated.

It is useful to think of the data structure in terms of a state diagram, as in
Figure 13.1. From this perspective, all patients enter the wait list (WL) state
at time t = 0. From there, the patient will either transit to one (and only one)
of the ECD, non-ECD, or removal (R) states, or the patient may reach the
death state (D) without experiencing any of these three events. The death
state can be accessed from any other state. We treat transitions into each of
the ECD, non-ECD and removal states as non-reversible in that a patient that
receives an ECD transplant is considered to be an ECD patient thereafter; the
same holds for non-ECD transplantation. Examples of elements of Zi include
age, gender (represented as an indicator covariate: 0 = male, 1 = female),
race, blood group, and diagnosis category.
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FIGURE 13.1: End-stage renal disease states. WL = wait list; ECD = ex-
panded criteria donor kidney transplant; non-ECD= non-ECD kidney trans-
plant; R = removed from wait list; D = death.

13.3 Analysis Based on Time-Dependent Treatment In-
dicator

In this section, we describe results from a traditional analysis. As a lead-in,
we discuss some ideas related to the analytic approach we take in this and all
subsequent sections of the chapter.

For a potentially censored failure time variate such as Di, interest often lies
in the hazard function, �i(t), which represents the death rate for individual i
at time t; this rate is conditional on survival up to time t. Thus,

�i(t) = Pr(Di = tjDi � t):

Suppose that interest lies chie
y in comparing treated versus untreated sub-
jects with respect to survival, and that treatment is randomly assigned at the
beginning of follow-up (t = 0). We let Ai = 1 for treated subjects and Ai = 0
for untreated subjects. In this simple case, the following Cox regression model
is often used:

�i(t) = �0(t) exp(�Ai) =

�
�0(t) if Ai = 0;
�0(t) exp(�) if Ai = 1:

The quantity �0(t) is the baseline hazard function which, in this case, equals
the hazard function for an untreated subject (Ai = 0). The hazard function
for a treated subject is �0(t) exp(�); thus, the treatment multiplies the hazard
function by a factor exp(�), which is commonly referred to as the relative risk
due to treatment. If, for example, exp(�) = :6, then treated subjects have a
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death rate that is 60% that of untreated subjects (i.e., there is a 40% reduc-
tion in mortality), which this model assumes to be constant throughout the
follow-up period. In this model, no functional form is assumed for �0(t) and,
somewhat surprisingly, � can be estimated without simultaneously estimat-
ing �0(t). Various extensions of this simple model are used in the analyses
presented in this chapter.

Three features of the kidney transplantation study require us to extend
the model described in the preceding paragraph. First, treatment (kidney
transplantation) is not randomized, so a valid comparison of transplanted and
wait list patients requires that patient characteristics be accounted for in the
analysis. Second, treatment is inherently time-dependent; all patients begin
follow-up on the wait list (i.e., untransplanted), with some eventually receiving
a transplant. Moreover, there are are two forms of treatment: ECD kidney
transplant and non-ECD transplant. Each of these aspects is accommodated
by the �rst analysis we present, which is based on the following model,

�i(t) = �0(t) expf�1A1i(t) + �2A2i(t) + �>3 Zig; (13.1)

where A1i(t) = 1 if patient i receives an ECD transplant before time t (and 0
otherwise); A2i(t) = 1 if patient i receives a non-ECD transplant before time
t (0 otherwise); and Zi is a vector of covariates thought to be associated with
both mortality and kidney transplantation.

For example, if the covariates considered were age (in years) and diabetes
status (coded as 1 for diabetics and 0 for non-diabetics), then the covari-
ate vector for a 60 year-old diabetic would be equal to (60; 1)>, with the >

denoting vector transpose. For this patient, the component in Model (13.1)
corresponding to Z would be �>3 Z = 60�31 + �32, where �31 and �32 are the
parameters measuring the e�ect of age and diabetic status on the death rate.

The analysis focuses on estimating the parameters �1, �2 and �3. The in-
clusion of the covariate vector in Model (13.1) a�ects the interpretation of �1

and �2. Speci�cally, exp(�1) is the relative risk (or hazard ratio) for an ECD-
transplanted patient versus a patient on the wait list at time t, assuming the
patients have identical covariate vectors. Analogously, exp(�2) is the relative
risk for a non-ECD patient versus wait-listed patient, with all covariates equal.
The essence of the covariate adjustment is that between-treatment compar-
isons are interpreted as being among patients with identical covariate vectors.
The distribution of patient characteristics may be quite di�erent across treat-
ment groups, but, provided Model (13.1) is correct, this does not introduce
bias, since the model has explicitly captured the e�ect of such factors.

Since we seek to evaluate the merits of ECD kidney transplantation specif-
ically, the parameter of chief interest is �1. The key feature of Model (13.1) is
the use of time-dependent treatment indicators, A1i(t) and A2i(t). At t = 0,
both will be set to 0, since by de�nition patients begin follow-up at the time of
wait-listing. At most one of A1i(t) and A2i(t) will become 1 during follow-up.
The treatment indicators are non-reversible in that, once they jump from 0
to 1, they stay at 1 for the remainder of follow-up.
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TABLE 13.2: Analysis of SRTR data: Results from time-dependent models
(13.1) and (13.2).

Model Contrast Hazard Ratio (95% CI)
(13.1) ECD vs. WL .72 (:69; :75)

non-ECD vs. WL .49 (:48; :50)
(13.2) ECD vs. (WL + non � ECD + R) .98 (:94; 1:02)

Results based on �tting Model (13.1) to the study data are given in Ta-

ble 13.2. We �nd that the estimated hazard ratio (relative risk) is exp(b�1) =
:72, indicating that the death rate or hazard is reduced by 28% for a patient
receiving ECD transplantation, compared to a patient not transplanted (the
reference group). The con�dence intervals in Table 13.2 represent a margin
of error for the relative risk estimates. The estimated relative risk for a non-
ECD transplant is exp(b�2) = :49, indicating a 51% reduction in death rate
for a patient who has received a non-ECD transplant, as compared to the
same reference group. Notwithstanding the importance of this result, it does
not completely answer our research question, due to the manner in which
removals and non-ECD transplants are accommodated; issues that we now
describe.

In Model (13.1), a patient who is removed from the wait list stays in the
reference group; this is to avoid what is termed dependent censoring. To clar-
ify, although censoring is an inherent feature of survival analysis, it is typically
assumed that a subject being censored at time t carries no information about
the future death time (other than Di > t, of course) that would have been
observed in the absence of censoring. Here, patients tend to get removed from
the wait list when their condition has deteriorated to the point at which trans-
plantation is considered futile. Therefore, censoring a patient upon removal
would induce dependent censoring.

Although Model (13.1) avoids dependent censoring from removals, the in-
clusion of removals in the comparison group is also of concern. The motivation
for covariate adjustment is to compare an ECD patient to an otherwise equiv-
alent non-transplant patient. However, a patient who is removed is no longer
eligible for an ECD (or a non-ECD) kidney transplant. Therefore, the in-
terpretation of exp(�1) as re
ecting \otherwise equal" patients is certainly
suspect.

Moreover, Model (13.1) does not handle non-ECD transplantation in a
manner consistent with the primary research goal, which was to evaluate the
bene�t of receiving an ECD transplant. This we consider to be the comparison
of the outcomes of an ECD kidney transplantation with the outcomes that
would have been observed in the absence of an ECD transplant. A patient
who foregoes ECD transplantation (i.e., rules it out as a therapeutic option)
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may have the opportunity to later accept a non-ECD transplant. In fact,
patients who decline ECD transplantation are not doing so because they think
ECD transplantation is no better than remaining perpetually on the wait list,
but because they hope later to receive a non-ECD transplant. Since Model
(13.1) includes the A2i(t) term, patients are essentially transferred out of
the reference group (to which ECD is compared) upon receipt of a non-ECD
transplant. One could argue that such patients should be left in the comparison
group.

Due to the these limitations associated with the analysis of Model (13.1),
our questions regarding the bene�t of ECD kidney transplantation remain
unanswered at this point. We investigate a simple alternative to this model in
the next section.

13.4 Modi�cation to Time-Dependent Analysis

In an attempt to remedy the handling of non-ECD transplants, an alternative
time-dependent model is given by

�i(t) = �0(t) expf�EA1i(t) + �>0 Zig; (13.2)

which results from deleting the A2i(t) component from Model (13.1). Under
this approach, patients appropriately remain in the reference category both
after being removed and after receiving a non-ECD transplant.

Results based on Model (13.2) are given in Table 13.2, where it now appears
that there is essentially no di�erence between receiving ECD transplantation
and not receiving an ECD transplant, with exp(b�1) = :98 and p = :25. The
reference category is fundamentally di�erent from Model (13.1), in that sur-
vival of the ECD group is being compared to survival of all others (wait list,
non-ECD, removed) combined.

However, Model (13.2) also has some important drawbacks. It treats re-
movals exactly as in Model (13.1) and so is subject to the same criticism as
above. Thus, a patient receiving an ECD transplant at time t is still compared
to a reference group that includes patients who were removed prior to time t
and so were not eligible for transplantation (ECD or non-ECD) at time t.

This is symptomatic of a more general problem with both Models (13.1)
and (13.2). Essentially, the timing of events is not accounted for properly.
Consider Figure 13.2, which shows event histories for six hypothetical patients.
The patient i = 1 receives an ECD transplant (labeled in the �gure by E); at
the time of that ECD transplant, patient i = 2 had already received a non-
ECD transplant (labeled by N). Under Model (13.2), patient i = 2 is included
in the comparison group for patient i = 1. But this seems inappropriate since
at the time patient i = 1 chose to undergo ECD transplantation, patient i = 2
had already received a non-ECD transplant and could not have made the
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FIGURE 13.2: Event occurrences for n = 6 patients (i = 1; : : : ; 6): E = ex-
panded criteria donor (ECD) kidney transplant; N = non-ECD kidney trans-
plant; R = removed from wait list.

same treatment decision. However, patient i = 3, who received a non-ECD
transplant, would be appropriate to include in the comparison group, since
that patient was transplant-eligible at the time patient i = 1 underwent ECD
transplantation. Clearly, analogous comments apply to the two patients in
Figure 13.2 that were removed from the wait list (i = 5 and i = 6, whose time
of removal is identi�ed by R). It would not be appropriate to include patient
i = 5 in the comparison group, since this patient was removed before patient
i = 1 received an ECD transplant. However, it would be appropriate to include
patient i = 6 since the removal time follows the time of ECD transplantation
for patient i = 1.

In considering the limitations associated with model (13.2), and Fig-
ure 13.2, it appears that blanket rules regarding non-ECD transplantation
and removal are likely to result in an interpretation for �1 that does not ad-
dress the research question. However, the preceding paragraph suggests that
de�nition of the appropriate comparison group is straightforward for any in-
dividual patient. This is implemented in the next section where we customize
the comparison groups for each ECD recipient individually.

13.5 Sequential Strati�cation

Ideally, ECD kidney transplantation would be evaluated through a random-
ized controlled trial. In this trial, all patients would be placed on the wait
list at the same time, and each time an ECD kidney was procured, a patient
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currently on the wait list (i.e., not already removed or transplanted) would
be randomly selected to receive the donor kidney; this patient would then
represent the \experimental treatment" group. A set of patients who were
also eligible to (but did not) receive the ECD kidney would be used as a
comparison group, perhaps through matching and/or random selection from
those available. These patients represent the \conventional therapy" group,
where conventional therapy allows all subsequent events except receipt of the
experimental treatment. Note that not being already removed and not hav-
ing already received a kidney transplant at the time of the index patient’s
ECD transplant are entry criteria to the comparison group. Note that, in
the comparison group, a comparator patient is not censored at subsequent
(post-matching) removal or non-ECD transplantation, since such events are
standard sequelae of conventional therapy. Comparison patients would be cen-
sored when they receive an ECD transplant, since they have then essentially
crossed over into the experimental treatment arm and, therefore, no longer
contribute follow-up pertinent to the conventional therapy arm. The process
of randomizing an incoming ECD kidney and selection of matched conven-
tional therapy patients would be repeated many times, and survival outcomes
could then be compared.

Such a trial can never occur, due to logistical and ethical considerations.
However, since we take the time of wait list as the origin for all patients,
the observed data are quite similar to this; of course the observed data are
not randomized, but we could attempt to replace the randomization with
careful covariate adjustment. In fact, the largest discrepancies in the setup
described in the preceding paragraph and that presented in Sections 13.3{13.4
are related to the method of analysis, as opposed to the actual data structure.
The implied analysis features ECD patient-speci�c comparison groups and,
within a given matched set, the handling of removals and non-ECD transplants
seems clear cut.

The sequential strati�cation method was motivated by such considera-
tions, in the context of kidney (Schaubel et al., 2006) and liver transplantation
(Schaubel et al., 2009). In essence, this method reorganizes the observed data,
then replicates the analysis described above for the ideal experiment. To for-
malize the ideas, suppose that subject j receives an ECD transplant at time
Tj . Patient i (where i 6= j) is eligible to be matched to patient j if i is alive and
has not been transplanted prior to time Tj (i.e., min(Ti; Ci; Di; Ri) > Tj) and
si = sj , where s denotes the matching criteria, which we assume are known
at t = 0. For example, in our application, age and organ donation service
area (the geographic region to which a wait list is intended to apply) served
as matching criteria. Thus, we �nd a set of patients \at risk," denoted by
Aj , which comprises patient j as well as those patients who are matched to
patient j at time Tj . We refer to Aj as a matched set of patients, or stratum.
The outcomes of patient j are compared to the outcomes of patients i 6= j in
this set. This could be done by assuming a Cox type model

�ji(t) = �0j(t) exp(�1ECDji + �>0 Zi); t > Tj (13.3)
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TABLE 13.3: Analysis of SRTR data: Results from sequential strati�cation
Model (13.3).

Model Contrast Hazard Ratio (95% CI)
(13.3) ECD vs. .78 (:75; :81)

Conventional Therapy

for each patient i in Aj , where ECDji takes the value 1 if i = j, the ECD
recipient, and takes the value 0 otherwise. Note that the covariate vector Zi
would typically not contain elements used as matching criteria. The sequential
strati�cation method handles both removal and non-ECD transplants appro-
priately; each is an entry criterion but not a censoring criterion for a given
matched set.

A pictorial representation of sequential strati�cation can be obtained by
referring to Figure 13.2. Here, i = 1 receives an ECD kidney transplant.
Patient i = 2 is excluded as a match due to prior (non-ECD) transplantation
(i.e., T2 < T1), while patient i = 5 was already removed by the time that i = 1
received an ECD (R5 < T1). Thus A1 = f1; 3; 4; 6g is the set of patients who
were alive and had not been removed or transplanted as of T1. In terms of
post-matching follow-up, patient i = 3 is not censored at T3, since receipt of a
non-ECD transplant is a possible sequelae of foregoing ECD transplantation.
Analogously, patient i = 6 is not censored from the matched set at R6. Note
that patient i = 4 would be censored from A1, at the time of receiving an
ECD kidney, since such receipt does not fall under the rubric of conventional
therapy, and would be deemed a cross-over to the experimental treatment. In
fact, T4 would generate another stratum, A4 = f3; 4; 6g.

Results from the sequential strati�cation analysis are presented in Ta-
ble 13.3. This more complete analysis demonstrates that ECD kidney trans-
plantation is associated with a signi�cant 22% reduction in mortality relative
to conventional therapy, with exp(b�1) = :78 and p < :0001.

13.6 Discussion

In this chapter, we contrast di�erent methods of quantifying the e�ect of ex-
panded criteria donor (ECD) kidney transplantation with conventional ther-
apy, for which a person stays on the wait list until they are o�ered a non-ECD
kidney, are de-listed, or die. There are di�erent ways of de�ning a treatment
e�ect, and the one of interest in this chapter is the e�ect-of-treatment-on-the-
treated (Pearl, 2000), for which one aims to compare the outcomes for treated
subjects against those which would have been observed (for the treated sub-
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jects) in the absence of treatment. The scienti�c question is not well addressed
by standard time-dependent survival analysis methods, which do not accom-
modate some important elements of the data structure. Sequential strati�ca-
tion, the method we advocate in this setting, involves reorganizing the ob-
served data in a manner more in line with the research question. Aspects of
the data, which are di�cult to address appropriately through standard meth-
ods, can then be dealt with in a transparent and straightforward manner.
The method has been used in several analyses targeting the bene�t of liver or
kidney transplantation; see, e.g., Miles et al. (2007), Schaubel et al. (2008),
Lucey et al. (2009), Sharma et al. (2009), Englesbe et al. (2010), and Snoeijs
et al. (2010).

A standard method of accommodating a time-dependent treatment in the
survival analysis setting is through Cox regression with a time-dependent
treatment indicator. Although this approach is suitable for some data struc-
tures, its use will generally be problematic when other time-dependent pro-
cesses are at work. In the ECD setting, both the receipt of a non-ECD trans-
plant and removal from the wait list are time-dependent processes that are
important in comparing ECD transplantation to conventional treatment with-
out the ECD option. However, such processes must be handled correctly for
the model to be consistent with the particular research question. In other
cases, the concomitant time-dependent process may be a covariate observed
longitudinally which a�ects both treatment assignment and the death hazard.
Sequential strati�cation can also be applied to this setting.

The evaluation of time-dependent treatments has received considerable at-
tention in the survival analysis literature in the last 10{15 years. In particular,
marginal structural models (MSMs) have gained much popularity in the past
decade; see, e.g., Hern�an et al. (2000), Robins et al. (2000), and Hern�an et al.
(2001). The treatment e�ects estimated through sequential strati�cation and
MSMs are fundamentally di�erent, as described by Schaubel et al. (2009) and
Kennedy et al. (2010). The MSM leads to an average treatment e�ect, where
the average is essentially taken across all patients and all possible treatment
times. The MSM estimates what is known in the literature as the average
causal e�ect, where this term has come to mean contrasting a scenario in
which all patients are treated versus one in which none are treated. As noted
in the previous paragraph, however, the treatment e�ect targeted by sequential
strati�cation is similar to the e�ect-of-treatment-among-the-treated. Rather
than averaging over all patients (treated or not) as would be the case in an
MSM, sequential strati�cation implicitly averages over the patients observed
to be treated with ECD and makes no e�ort toward inference on what would
have been the treatment experience for untreated patients. The matching of
similar subjects is an attempt to represent what would have been the outcomes
of the treated subjects if (contrary to fact) they were untreated.

In the sequential strati�cation method, a patient selected as a match is
censored upon receipt of an ECD transplant; that is, the time to death in the
conventional therapy group is censored. Such cross-overs to the experimental
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group generally constitute dependent censoring, which necessitates a variant
of Inverse Probability of Censoring Weighting; see, e.g., Robins and Rotnitzky
(1992). This was explored in detail and implemented by Schaubel et al. (2009)
in the context of liver transplantation, where such cross-overs were relatively
common. Among end-stage renal disease patients, ECD kidney transplanta-
tion is su�ciently rare that bias due to cross-overs to the ECD group among
matched patients would be expected to be small.

Since the model assumed in sequential strati�cation is a Cox-type model,
its assumptions are analogous to those in the standard use of a Cox model. Of
greatest concern would be the assumption of treatment and adjustment covari-
ate e�ects that are constant throughout follow-up time. The evaluation of this
assumption can be accomplished by extending the model to incorporate inter-
actions between the treatments or covariates and time and appropriate tests
carried out; such extensions also can be used to describe more complicated
treatment e�ects than a constant relative risk as discussed in Kalb
eisch and
Prentice (2002). When treatment is assigned at baseline, Wei and Schaubel
(2008) proposed a method that (like the baseline hazard for the Cox model) as-
sumes no particular functional form for the treatment e�ect; see also Schaubel
and Wei (2011). More recently, Li et al. (2013) proposed matching methods
to contrast survival functions when treatment assignment is time-dependent.
On a related note, methods developed by Gong (2012) measure the treat-
ment e�ect in terms of either the di�erence in survival function, or the area
between the survival curves. The work of Gong (2012) requires more model-
ing assumptions than Li et al. (2013), but allows for more complicated data
structures.

It is likely that the survival bene�t of ECD transplantation depends on
several patient characteristics. For instance, older patients, or patients with
diabetes, may have more to gain (relative to conventional therapy) through
ECD transplantation, since their prognosis on the wait list is less favorable. In
addition, ECD transplantation may be a better option for patients in regions
of the country that typically have longer wait lists. Each of these directions
would be a useful topic of further investigation.
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14.1 Introduction

There is increasing interest among surgeons and health care administrators
in monitoring post treatment outcomes, such as hospital length of stay or
30-day mortality, de�ned as death within 30 days of surgery. Monitoring such
outcomes over time allows better oversight of the health care process. In this
way serious problems can be rapidly detected and performance can be com-
pared across care providers. In the long run, more quickly eliminating causes
of problems and adopting best practices will result in process improvement
and better care for patients.

E�ective monitoring of health care processes requires a statistical method
for two main reasons. First, decisions should incorporate a measure of un-
certainty to avoid overreacting to expected outcome variability while still
promptly detecting important problems. Here we can borrow ideas developed
over the last 80 years for monitoring industrial process outputs. Second, pa-
tients (unlike manufactured parts) are not expected to be homogenous and
importantly can have dramatically di�erent risks prior to treatment, due for
instance to underlying health. Since we want to compare care providers fairly
and, for example, do not want to penalize a surgeon who takes on di�cult
cases, the monitoring should be based on risk-adjusted outcomes.

The goal of this chapter is to outline the main ideas and challenges in risk-
adjusted monitoring of health care outcomes. I begin by motivating the need
for improvement in health care processes by brie
y discussing three recent
examples where a lack of proper oversight led to unacceptably high death
rates continuing for an extended period of time. Then, in the next section,
I introduce the basic concepts behind process monitoring with an industrial
example where risk adjustment is not needed. Next, I highlight some of the
challenges and unresolved issues in monitoring health care outcomes using
a cardiac surgery example to explain the ideas, concerns and methods. The
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chapter concludes with a summary and a brief discussion of application areas
and possible future extensions of the presented methods.

14.2 Motivation and Background

Medical errors and ine�ciencies are a major concern and there is a great need
to improve the care of patients. In the landmark report To Err Is Human:
Building a Safer Health System (Kohn et al., 2000), it was estimated that up
to 98,000 preventable deaths are caused by errors in the health system in the
United States each year. More recently, Baker et al. (2004) estimated that
each year between 9000 and 24,000 deaths in Canadian hospitals are due to
mistakes that could have been prevented. Rothschild et al. (2005) concluded
that in the intensive care unit, the rates for preventable adverse events and
serious errors were 36.2 and 149.7 per 1000 patient-days, respectively.

In light of these problems, it is important to monitor health care outcomes
following the provision of medical care or surgical intervention. Such moni-
toring is also motivated by an increased emphasis on public accountability. In
addition, careful monitoring of health care outcomes was recommended by a
number of public inquiries conducted after serious problems were identi�ed.
The following examples provide illustration.

During 1994, 12 children died as a result of surgery at the paediatric cardiac
center at the Winnipeg Health Sciences Centre (Waldie, 1998; Davies, 2001).
A subsequent government inquest (Sinclair, 2000) found that many of the
deaths were potentially avoidable and that there were systemic problems at
the center that could and should have been acted on sooner.

A similar problem occurred at a children’s cardiac center in Bristol (Eng-
land) between 1991 and 1995 (Treasure et al., 1997). The Bristol Royal In�r-
mary Inquiry (2001) concluded that 30 to 35 children undergoing heart surgery
died who probably would have survived if treated elsewhere. The mortality
rate at Bristol for cardiac surgery on infants was estimated to be double the
rate for the rest of England. The Royal Inquiry made many recommenda-
tions for improvement, several of which dealt speci�cally with \monitoring
standards and performance."

In a di�erent context, between 1971 and 1998 the family doctor Harold
Shipman killed over 250 mostly elderly patients under his care in England.
The inquiry into these events (Smith, 2005) concluded that, among other
things, there are \major 
aws in the systems that govern death registration,
the prescription of drugs and the monitoring of doctors."

These examples portray situations where undesirably high rates of deaths
remained undetected, or at least were not acted on, for an undue length of
time. This provides motivation for better oversight and the development of
methods for monitoring health care outcomes. In such cases, the rapid detec-
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tion of poor surgical performance or excess deaths is critical. Early detection
of problems would have resulted in prompt investigation of the cause and pos-
sibly a criminal investigation in cases of misconduct. This would likely have
prevented unnecessary deaths and led to improvement through responses such
as procedural changes and retraining.

Statistical methods for monitoring health care outcomes have developed
rapidly in recent decades, following earlier work on monitoring industrial pro-
cesses. I will next brie
y describe an example of monitoring an industrial
process to highlight the basic ideas of statistical monitoring and then go on
to consider some ways that health care outcomes are monitored.

14.3 Monitoring Industrial Processes

To develop methods for monitoring health care outcomes it is natural to
build upon the statistical methods for monitoring industrial processes. Be-
ginning with the pioneering work by Shewhart (Shewhart, 1931), over the last
80 years monitoring methods have been further developed and are currently
widely used in industry. For an overview of industrial monitoring methods see
the Automotive Industry Action Group Reference Manual (AIAG, 1992) and
Montgomery (2005).

To illustrate the basic ideas behind statistical monitoring, consider an
industrial process that makes oil pans. The oil pan, while not a glamorous
product, is critical to the proper functioning of an automobile with an internal
combustion engine. Oil pan leaks can lead to catastrophic engine failure if not
detected and repaired promptly. Oil pans are produced in a stamping plant by
bending and punching pre-produced sheets of metal called blanks. All �nished
oil pans are inspected and scrapped if any defects such as splits, wrinkles or
excessive material thinning are found. To illustrate, a plot is shown in Figure
14.1 of the proportion of oil pans scrapped per day (out of roughly 1125 oil
pans) for a 20 day period. The scrap rate varies from day to day due to changes
in important process conditions, such as amount of lubricant used, material
and geometric properties of the blanks, sharpness of the forming die used to
cut and bend the blanks, location of the blank relative to the die in the press,
the amount of force used to bend the blank, etc.

To statistically monitor this process, we use the observed variation in the
scrap rate during the 20-day period to determine the heights of the three
horizontal lines added to Figure 14.1. These lines represent decision limits,
derived using statistical models and assumptions, described in Montgomery
(2005). The center line represents the average daily scrap rate (:083 over this
period). More important are the lower and upper decision limits at heights
:058 and :108 respectively, which delineate the expected maximum range of the
daily proportion of oil pans scrapped when the process is operating normally.
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FIGURE 14.1: Chart for monitoring the daily oil pan scrap rate.

If, on the other hand, an unexpected large change in the oil pan production
system occurs the scrap rate will fall outside the decision limits and trigger
a \signal." For instance, suppose on day 21 the scrap rate is :12 (not shown
in Figure 14.1) and thus the chart signals. In this case, based on the deci-
sion limits, we believe it is very unlikely that we would see such a large daily
scrap rate if the process were operating normally. We therefore would con-
clude something unexpected happened on day 21 to increase the scrap rate,
and would investigate what might have caused this. For instance, suppose we
determine that on day 21 we started to use a new batch of blanks and that the
speci�c cause of the signal in this case is that the new batch of blanks had low
pliability. Then, to improve the process, one option would be to implement
an inspection process to check each new batch of blanks before use, rejecting
any with low pliability.

The oil pan example illustrates monitoring pass/fail outputs such as are
typical in the health care context. However, many other types of monitoring
charts have been developed for di�erent types of outputs and goals (Mont-
gomery, 2005). For instance, when monitoring a continuous output, e.g., the
thickness of a part, two charts are often used to monitor the process aver-
age and variability separately. Charts for monitoring continuous features are
common in industry, since in most cases monitoring a continuous rather than
a pass/fail output is preferred due to the more detailed information provided
by each observation.

Monitoring charts such as the one displayed in Figure 14.1, which only use
data from a single day at a time to make decisions, are good at identifying
relatively large process changes, as illustrated by the pliability of the batch of
blanks in the example. However, with such charts, smaller, persistent process
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changes, such as the slow wearing of a die, will be hard to detect quickly.
For smaller persistent changes, cumulative sum (CUSUM) or exponentially
weighted moving average (EWMA) charts that accumulate information across
multiple time periods are preferred. CUSUM and EWMA charts are commonly
used in health care monitoring applications and are described in more detail
in the next two sections.

14.4 Monitoring Outcomes in Health Care:
Issues and Challenges

Monitoring health care outcomes has some of the same challenges as moni-
toring industrial processes. We still want rapid detection of problems without
overreacting to process variation within acceptable bounds. Quick detection
of comparatively poor, or exceptionally good, performance will lead to better
public accountability and facilitate improvement by eliminating problems and
adopting best practices. However, there are also some important di�erences
between the industrial and health care contexts that we need to consider to
successfully monitor health care outcomes.

First of all, there are potential privacy and ethical concerns with the use of
health care outcomes data. For instance we need to ensure that any publicly
available data cannot be linked to individual people. There is also a human
element in responding to signals. If the chart suggests concerns about the
performance of a particular surgeon or surgical team we must tread carefully.
With any monitoring approach, false alarms can occur due to recent adverse
outcomes attributable to bad luck rather than a real change in performance.
Also, our monitoring method may be 
awed. For example, we could be using
an out-dated model for adjusting risk according to the patient mix (see below).

With important health care outcomes we prefer to update the monitoring
chart after obtaining results for each individual patient rather than waiting
until a �xed time period has passed, e.g. a day, as is typical in industry. In
this way we will always be considering the most up-to-date information and
have a better chance to quickly detect process changes. However, often health
care outcomes are pass/fail, such as 30-day mortality, i.e., whether the patient
dies within 30 days of surgery, or the presence or absence of complications.
With only a single pass/fail outcome it is not possible to reliably detect process
performance changes. As a result, in most health care applications we monitor
with CUSUM or EWMA charts that accumulate information over time.

Health care outcomes are also not always available quickly or easy to de-
termine. As an example, the commonly used outcome of 30-day mortality ob-
viously requires 30 days to elapse before it can be observed. In addition, while
determining whether a patient has died is clinically straightforward, some pa-
tients may be lost to follow-up. For example, imagine a patient survives the
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initial surgery and is discharged but then subsequently dies (perhaps after go-
ing back to a di�erent hospital). We need to be careful, since without proper
follow-up and record keeping we may make mistakes that will negatively a�ect
the performance of the monitoring procedure.

For common health care procedures external standards of performance may
be available from clinical research or historical data from other health care
providers. Such external standards allow us to compare performance with the
standard rather than look for changes in performance in the existing process.
In industry external standards are typically not available due to di�erences
in products and competitive pressures. To monitor a health care process by
comparing results to an external standard, estimation of the historical pro-
cess variation is no longer required. Thus, the use of external standards allows
rapid development of an appropriate chart. This is a big advantage; however,
it alters the nature of the chart and changes our interpretation of what a
\signal," i.e., an observation falling outside the decision limits, means. Signals
now no longer suggest the process has changed, but rather that we have accu-
mulated enough evidence to conclude that the current process performance is
substantially di�erent than the external standard. This has important conse-
quences. It implies that, given a signal, there is no sense in looking for a cause
that acted recently since the process may well not have changed but rather
that its average performance di�ers from the external standard. Thus, when
comparing to an external standard, process improvement comes from reacting
(appropriately) to evidence of signi�cantly better or worse performance than
the standard.

Another complication arises because in some health care contexts perfor-
mance may be continually changing. For example, changes could be due to a
learning curve where a novice surgeon improves with practice, or due to rapid
innovations in surgical technique. In such cases the only option is to monitor
the process by comparing performance to an external standard.

In a health care context it is also common to stratify (group) the outcomes
in some way, for example by surgeon or type of surgery, and to compare
performance across the strata. Here, the performance of each stratum must
be estimated repeatedly as time goes on. Comparisons of this sort are also
common in industry, i.e., we might compare machine, operators, production
lines, etc. However, few monitoring methods have been developed to meet this
goal. Liu et al. (2008) provides an exception.

Finally, and perhaps most importantly, patients do not all have the same
risk of an adverse outcome. In industry we assume products are homogeneous
and that prior to processing each is equally likely to yield poor results. In
health care contexts we must take into account patient characteristics and the
possible changing nature of the patient population, since the risk of an adverse
outcome prior to treatment depends on numerous patient factors (termed co-
variates) such as age, gender, underlying health status, etc. Patient mix is
the term used to describe the composition of the patient population which
contributes to the natural variation of the process. We can not reduce the



S. H. Steiner 231

variation caused by patient mix in the actual health care process, but we can
model the e�ect of the patient mix prior to medical treatment or surgery and
use that model to \risk adjust" the individual observed outcomes. Using risk
adjustment to remove the e�ect of patient mix makes the monitoring method
more sensitive to important process changes that we can impact. Risk adjust-
ment is also necessary to allow fair comparisons among surgical or medical
care providers or institutions with di�erent patient mixes. Intuitively, risk ad-
justment is needed because the death of the low risk patient is more indicative
of poor performance than the death of a high risk patient, and similarly the
survival of a high risk patient is more indicative of good performance than the
survival of a low risk patient.

14.5 Monitoring Outcomes in Health Care: Methods

In this section, I brie
y discuss health care outcome monitoring that involves
some sort of risk adjustment. To illustrate the methods I use a cardiac surgery
example presented previously in Steiner et al. (2000) consisting of 6,994 op-
erations from a single UK surgical center over the seven year period 1992{98.
The data on each patient includes surgery date, surgeon, type of procedure,
surgical outcome and the pre-operative variables which comprise the Parson-
net score (Parsonnet et al., 1989) such as age, gender, hypertension, diabetic
status, renal function and left ventricular mass. The Parsonnet score is an
established overall measure of risk for adult cardiac surgery. To illustrate the
risk-adjusted monitoring methodology we focus on the 30-day post-operative
mortality rate. We de�ne

yt =

�
1 if patient t dies within 30 days,
0 otherwise.

For all risk-adjusted monitoring methods we need to predict the risk of an
adverse outcome of each patient prior to surgery. With 461 deaths within 30
days of surgery in these 6994 patients the overall mortality rate was :066. In
this example, we could use a mapping of the Parsonnet score to a probability
of death within 30 days of the surgery as an external standard. However, due
to the large volume of data, I instead build a customized risk model. Following
Steiner et al. (2000) and using the data from 1992{93, gives the risk prediction
model

log

�
pt

1� pt

�
= �3:68 + :077xt; (14.1)

where xt is the Parsonnet score and pt is the predicted 30-day mortality prob-
ability for patient t. This model contains only a single covariate xt but more
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complicated models are possible. For patients between 1992 and 1993 the Par-
sonnet scores ranged from 0 to 69 and thus the predicted risks of death prior
to surgery from (14.1) ranged between :025 and :84.

A number of graphical methods for health care outcome monitoring have
been proposed. They all plot some performance summary against time (repre-
sented by the patients ordered by surgery date). Here I consider three di�erent
approaches. For each approach I use the risk model (14.1) derived from the
1992{93 data and illustrate the proposed prospective monitoring with the pa-
tient outcomes for Surgeon 2 starting in 1994. Surgeon 2 left the surgical center
in August 1996 and in the period 1994{96 operated on 330 patients. Here we
use the internal standard from all surgeons at the center from 1992{93, i.e.,
the risk model (14.1), as an external standard for Surgeon 2 over the period
1994{96.

14.5.1 Variable Life-Adjusted Display Chart

Lovegrove et al. (1997) and Poloniecki et al. (1998) suggested monitoring
using a plot of the di�erence between the cumulative observed deaths and
cumulative predicted deaths given by

St =

tX
i=1

(yi � pi); t = 1; 2; 3; : : : (14.2)

That is, St is recomputed each time there is a new patient (and their 30-day
mortality outcome becomes known). Plots of St versus t, known as variable
life-adjusted display (VLAD) charts, provide a valuable visual aid where posi-
tive values of St suggest worse performance than expected. VLAD charts show
changes in performance as changes in the slope. However, VLAD charts do
not specify how much variation in the plot is expected due to chance under ac-
ceptable surgical performance, and hence it is not clear how large a deviation
from the horizontal line at zero should raise concern. An example VLAD chart
for Surgeon 2 is shown in the top panel of Figure 14.2. We see an increase
in the VLAD chart showing that for Surgeon 2 at the end of the series there
were more deaths than expected by the risk model (14.1) and the observed
patient mix.

14.5.2 Exponentially Weighted Moving Average Chart

An alternative risk-adjusted performance summary for Surgeon 2 is given in
the bottom panel of Figure 14.2. The exponentially weighted moving average
(EWMA) chart plots Mt versus t, the ordered patient numbers, where we
de�ne

Mt = �wt + (1� �)Mt�1 (14.3)

= �wt + (1� �)�wt�1 + (1� �)2�wt�2 + � � �
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FIGURE 14.2: Risk-adjusted performance summary for Surgeon 2. Top panel:
VLAD chart given by (14.2); bottom panel: EWMA chart given by (14.3) with
wt = yt � pt, � = :01 and decision limits of �:04.

with 0 < � � 1, M0 = 0 and wt a score given to the tth patient. We can
choose appropriate patient scores (wt) and EWMA smoothing constant (�)
based on the monitoring goals. See Grigg and Spiegelhalter (2007) and Cook
et al. (2011) for more details on risk-adjusted EWMA charts.

Here, similar to the VLAD charts in Section 14.5.1, I selected observed
minus expected (O{E) patient scores; that is, for the tth patient

wt = yt � pt: (14.4)

The �fth column of Table 14.1 illustrates how the O{E scores (14.4) re
ect
surgical performance and provide the risk adjustment. Negative scores re
ect
good performance with a large negative score (�:542) arising from successful
surgery on a high risk patient (Parsonnet score = 50). Deaths, on the other
hand, contribute a positive score with the death of a high risk patient resulting
in a smaller positive score (:458) than the death of a low risk patient (:975).

Since pass/fail outcomes accumulate information slowly, small values of �
are desirable in Equation (14.3), because they allow many patient outcomes
to contribute in a substantial way to the EWMA Mt. In Equation (14.3),
� determines how fast the relative weights drop o� as patient outcomes are
further in the past. For example, with � = :05 the score of the most recent
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TABLE 14.1: Example patient scores.

Out- Par- Prior O{E Likelihood Ratio
Description come sonnet Risk Scores Scores

y x p y � p R = 2 R = :5
Low Risk Success 0 0 :025 �:025 �:024 :012
High Risk Success 0 50 :542 �:542 �:433 :316
Low Risk Death 1 0 :025 :975 :669 �:681
High Risk Death 1 50 :542 :458 :260 �:377

patient has weight :05, the next most recent patient’s weight is :05 � :95 =
:0475, the patient weight just before that :05 � :95 � :95 = :0451, etc. In
the bottom panel of Figure 14.2 we illustrate the O{E EWMA for Surgeon 2
with � = :01, as recommended by Cook (2003). By contrast the VLAD chart
in the top panel of Figure 14.2 uses the same patient scores but gives equal
weight to all patients. As a result, the EWMA is better than the VLAD chart
at detecting recent surgical performance changes. The EWMA also has the
advantage that other patient scores, such as (14.6), can be used.

Run length, de�ned as the time (or number of observations) until a chart
signals, can be used to compare the performance of di�erent monitoring charts.
When the process is operating as expected we want long run lengths, while
if an important change has occurred we want short run lengths to ensure the
change is detected quickly. Lucas and Saccucci (1990) provide a method to ap-
proximate the EWMA’s average run length under di�erent assumptions. Using
this approximation I selected decision limits for the EWMA at �:04 to give
an approximate average run length of around 1500 patients when performance
matches the predictions from the risk model (14.1). With these decision limits,
shown in the bottom panel of Figure 14.2 as horizontal lines, the EWMA �rst
signals evidence that the observed mortality rate for Surgeon 2 is larger than
that predicted by the risk model at patient 235. Had this EWMA chart been
used prospectively, i.e., as the patient outcomes arose, this signal would have
triggered an investigation into the cause and might have resulted in a reaction
such as retraining Surgeon 2.

14.5.3 Risk-Adjusted Cumulative Sum Chart

Another alternative monitoring approach, �rst proposed by Steiner et al.
(2000), uses a risk-adjusted cumulative sum (RA-CUSUM) approach based on

Xt = max(0; Xt�1 +mt); (14.5)
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where

mt =

8>><>>:
log

�
1

1� pt +Rpt

�
if yt = 0;

log

�
R

1� pt +Rpt

�
if yt = 1;

(14.6)

X0 = 0 and R > 1 is a chosen constant. Similar to the O{E scores (14.4), the
patient scores given by (14.6) are positive when a death occurs and negative
for a success, as shown in Table 14.1. The cumulative sum given by (14.5)
then accumulates evidence of poor performance over time. The cumulative
sum Xt of the scores is never allowed to be negative so that a deterioration of
performance at any time (even after a series of favorable results immediately
before the deterioration) will be quickly detected. The patient scores given
by (14.6) use a di�erent scaling and are a good alternative to the O{E scores
given in (14.4) since they are optimal (Moustakides, 1986), in terms of average
run length, to compare the hypotheses

H0 : odds of death for patient t = pt=(1� pt);
HA : odds of death for patient t = Rpt=(1� pt)

repeatedly over time. Note that under H0 the odds of death equals what is
expected by the risk model (14.1), while HA corresponds to a worsening of
performance. We choose R based on the size of the process change we are
interested in quickly identifying. The change is measured in terms of the odds
of death rather than the probability of death for mathematical reasons.

As de�ned in (14.5) and (14.6), the RA-CUSUM chart tends to increase if
performance deteriorates, i.e., the mortality rate increases. To detect mortality
rate decreases, i.e., performance improvements, we can also chart

Zt = min(0; Zt�1 �mt) (14.7)

with patient scores (mt) as in (14.6) but with R < 1. Example patient scores
based on (14.6) with R = 2 (double the odds of death) and R = :5 (half of the
odds of death) are given in Table 14.1. We see that relative to the O{E scores
(14.4) the scores based on (14.6) with R = 2 give a smaller positive penalty
for low risk or high risk deaths while giving roughly the same (negative) credit
for a low risk success. Since the RA-CUSUM scores are based on the optimal
likelihood ratio test the RA-CUSUM with R = 2 is better, on average, than
the O{E EWMA at detecting changes that result in a doubling of the mortality
rate.

By using bothXt, given by (14.5), and Zt, given by (14.7), the RA-CUSUM
is sensitive to increases and decreases in the mortality rate just like the VLAD
and O{E EWMA charts. Spontaneous process improvements are less likely
than performance deterioration but if they occur we want to know as soon as
possible, to learn from them and ensure the better performance will continue
in the future.
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FIGURE 14.3: RA-CUSUM for Surgeon 2. Xt de�ned by (14.5) with R = 2
in top panel with decision limit at 3:65; Zt de�ned by (14.7) with R = :5 in
the bottom panel with decision limit at �3:35.

Since Xt is always non-negative and Zt is always non-positive we can plot
the two RA-CUSUM charts on the same horizontal axis. This is illustrated
in Figure 14.3 that shows the RA-CUSUM chart for Surgeon 2 with R = 2
in the top half for Xt and with R = :5 in the bottom half of Zt. The RA-
CUSUM signals a change in performance if either Xt and Zt fall outside the
chosen decision limits. Setting appropriate decision limits for a RA-CUSUM
is discussed in Steiner et al. (2000). In Figure 14.3 the decision limits are
shown as horizontal lines at 3:65 and �3:35 for Xt and Zt respectively and
give a combined average run length of roughly 1500 patients (to match the
O{E EWMA chart in Figure 14.2) when performance matches the predictions
from the risk model (14.1). The RA-CUSUM in Figure 14.3 also shows the
increased (risk-adjusted) mortality rate for Surgeon 2 at the end of the series.
In this example the RA-CUSUM signals at patient 253; a little later than the
O{E EWMA chart given in Figure 14.2.

The performance of the RA-CUSUM chart is explored in Hussein et al.
(2011). Grigg and Farewell (2004) provide an overview of risk-adjusted mon-
itoring that includes the RA-CUSUM and some other methods and conclude
that in most circumstances the RA-CUSUM is preferred.
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14.6 Monitoring Outcomes in Health Care: Uses and Fu-
ture

I have highlighted here the need for, and uses of, risk-adjusted monitoring of
health care outcomes. The three methods presented for process monitoring
have proven helpful for controlling and improving health care by providing
management oversight of critically important processes. Canadian contribu-
tions in this area have been substantial and are ongoing.

Risk-adjusted monitoring has been employed in many clinical settings
and di�erent contexts. The popularity of risk-adjusted monitoring is perhaps
best exempli�ed by the publication \Variable Life-Adjusted Displays (VLAD)
for Dummies" (Queensland Health’s Clinical Practice Improvement Centre,
2008). The VLAD chart has been used extensively. Some examples include
monitoring lung surgery outcomes in the Netherlands (Damhuis et al., 2006)
and detecting de�ciencies in trauma care in England (Tan et al., 2005). The
EWMA method has been employed to look for excess deaths in an Australian
intensive care unit (Pilcher et al., 2010) among other applications. Speci�c
applications of the RA-CUSUM method include monitoring cardiac surgery
outcomes in Canadian hospitals (Harris et al., 2005; Forbes et al., 2005; Novick
et al., 2006) and monitoring the length of stay in an intensive care unit in Aus-
tralia (Cook et al., 2003). In addition, Bottle and Aylin (2008) report the use
of RA-CUSUM charts as a management tool to help drive improvement in a
number of patient centered outcomes at nearly 100 English hospitals. As well,
the RA-CUSUM method was employed to quickly detect problems related to
cataract surgery in Western Australia (Ng et al., 2008), excessive radiation
doses in Brisbane Australia (Smith et al., 2011) and infectious diseases in foxes
in Germany (H�ohle et al., 1991).

Research in monitoring health care outcomes is ongoing and appears to be
growing. There are a number of important issues and application areas that
need further study. In the next few paragraphs I give some examples.

In risk adjustment monitoring not much attention has been given to the
goal of comparing performance across surgeons or centers. In the current prac-
tice, comparisons are typically only conducted at �xed time points, say every
six months (Spiegelhalter, 2005). Methods that would allow comparisons on
an ongoing basis as time passes could be valuable since they would allow more
timely conclusions and reactions. Here we could use the existing methods to
produce separate charts for each surgeon but this would only allow an informal
comparison and become unwieldy if there are many surgeons.

An emerging related research area is monitoring public health data where
the goal is to quickly detect outbreaks of disease such as in
uenza. Woodall
(2006) and Shmueli and Burkom (2010) provide an overview of the methods
and issues. A speci�c challenge here is the use of nonstandard data sources,
such as emergency room visits, non prescription drug purchases, and even the
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volume of Internet searches for target key words. Also, the data usually come
aggregated in geographical regions and so the best monitoring approaches
incorporate the available spatial information. In addition, in most applications
there are large numbers of outcomes to monitor. This means we need to be
careful to control false alarm rates because too many signals may result in the
monitoring charts being ignored. A speci�c application is given by Google Flu
Trends (www.google.org/flutrends), which maps global in
uenza activity
by country using aggregated data on Google Internet searches for key words
that have been found to correlate with in
uenza activity.

All risk-adjusted methods for monitoring require speci�cation and �tting
of a risk adjustment model. Jones and Steiner (2012) found that the e�ect
of estimation error and model speci�cation error on the performance on the
RA-CUSUM chart can be substantial. While their general conclusions are also
applicable to other risk-adjusted monitoring approaches, more work is needed.
Another related issue is how to best handle monitoring in contexts where we
start with little data. Here an important question is when to re-estimate or
update the risk model.

This chapter gave an example in which 30-day mortality, a pass/fail health
care outcome, was monitored. If it is feasible, working with a continuous out-
come is preferred since problems or process changes will then usually be more
readily detected. There are many examples in medicine where continuous out-
come data are already collected, e.g., hospital lengths of stay, post-surgery
survival times, etc. For instance, Biswas and Kalb
eisch (2008), Sego et al.
(2009) and Steiner and Jones (2010) all propose risk-adjusted EWMA based
methods for monitoring time to death after surgery.

As discussed, monitoring health care processes can lead to improvement
if signals are promptly addressed. However, in many applications we should
also use more proactive methods that do not wait until we identify trouble
before taking action. Lean Six Sigma (De Koning et al., 2006), a general
quality improvement methodology that is also borrowed from industry, is at
the forefront of such e�orts. For more information on improving health care
processes I suggest consulting BMJ Quality and Safety and the Journal of
Healthcare Quality. In addition, there are professional organizations devoted
to improving healthcare, including the Institute for Healthcare Improvement
and the American Society for Quality Healthcare division.
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Statistics in Financial Engineering

Bruno R�emillard

HEC Montr�eal, Montr�eal, QC

15.1 Introduction

As scienti�c disciplines, statistics and �nance had their �rst date in 1900. They
met through the work of French mathematician Louis Bachelier, whose thesis
(Bachelier, 1900) used the familiar bell-shaped curve or Normal distribution
to model di�erences between prices over time. He was also the �rst to use
another well-known probabilistic object, Brownian motion, to evaluate stock
options and model asset returns. Five years later, Albert Einstein used the
same process to model the displacement of molecules in a liquid.

Statistics and �nance have been together ever since. One of their o�spring
is �nancial engineering, a multidisciplinary �eld that combines �nancial the-
ory with statistical techniques and computational tools. Financial engineers
evaluate options, assess risks, manage portfolios and contribute to the devel-
opment of �nancial products. Fundamentally, these various tasks all rely on
the crucial ability to construct accurate statistical models for predicting the
behavior of assets and other �nancial products. Bad models may lead to wrong
decisions and considerable �nancial losses.

Selecting, �tting and validating models for �nancial data is key to all re-
search and development activities in �nancial engineering. This is the hallmark
of statistics. But as we shall see, statisticians also make signi�cant contribu-
tions to more specialized areas of �nancial engineering in which estimation and
prediction play a critical role, together with the numerical implementation of
options and hedging evaluation techniques.
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15.2 Modeling

To illustrate the challenges involved in �nancial data modeling, consider the
following simple problem, which is nevertheless typical of the issues faced daily
by traders on the stock market. Imagine that the current market value of one
share from Apple is $450 and that for $18, you can purchase a call option
on this asset. If you do, you earn the right to buy one share from Apple for
$460 (the strike price) at any moment of your choice within the next two
months (the maturity period). If the price of this share stays below $460 in
that period, you will never exercise the option and you will have wasted $18.
But if the price goes up and you exercise your option when the share is at
$520, say, you will have saved $520 � $460 � $18 = $42. Is this an interesting
business opportunity?

To answer this question, we must �rst choose a plausible model for the way
in which the underlying asset varies over time. Then we must use previous data
to check whether the assumptions of this model hold, at least approximately.
If the model is satisfactory, we can then assess whether the price of the asset
and the option are \fair" in some way or other. A rational decision to buy the
option or not can then be made. But whether the decision is right depends
critically on the choice of model and, more speci�cally, on its appropriateness
for the data at hand.

The �nancial literature abounds with statistical models for option pricing.
The most commonly used model was articulated by the American economist
Fischer Black and his co-author, Canadian-born �nancial economist Myron
Scholes, in their 1973 paper, \The Pricing of Options and Corporate Lia-
bilities," published in the Journal of Political Economy (Black and Scholes,
1973). American economist Robert Merton later contributed to the re�nement
of the model.

15.2.1 Black{Scholes{Merton Model

The BSM model due to Black, Scholes, and Merton makes assumptions on the
probability distribution of the return of an asset as it varies in time. Suppose
for instance that the price of an asset is observed a times 1; 2; : : : Denote these
prices by S1; S2; : : : The return of the asset at time k > 1 is then de�ned by

Rk = log (Sk=Sk�1) :

In its simplest form, the BSM model then states that Rk has the same bell-
shaped or Normal distribution at every time point k in time, and that this
distribution depends in no way on past observed values R1; : : : ; Rk�1. The
latter hypothesis is called serial independence.

The hypotheses of the BSM model are quite strong. In particular, the
choice of the bell-shaped curve for the returns means that wild variations in
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FIGURE 15.1: Prediction intervals for future prices (left) and returns (right)
for the next 21 trading days predicted by the Black{Scholes model when the
current price is $450.

prices are unlikely to occur. The standard deviation is a measure of the spread
of a distribution. For a Normal distribution, there is only a .3% probability
that a future return will lie more than three standard deviations away from
the mean. For other distributions, this probability can be much greater, up to
about 10 or 11%.

For example, based on recent observations of Apple shares (2009{11), typi-
cal values for the mean of the daily returns is :003, while the standard deviation
is :02. Under the hypotheses of the BSM model, 99.7% of the future returns
should thus lie in the interval :003 � :06, that is, between �:057 and :063.
Prediction intervals of the prices and returns for the next 21 days are given in
Figure 15.1. The interpretation of these intervals is that the probability the
stock price, or return, on any given day lies between the limits in the �gure
is 99.7%. Notice that the prediction intervals for returns all have the same
width; this is a consequence of the model assumptions.

Merton and Scholes won the Nobel prize in Economics in 1997 for their
work on this subject (unfortunately, Black died in 1995). They were aware
that both assumptions in their basic model were debatable; students and col-
leagues helped them to re�ne it in later work. The most glaringly simplistic
assumption is the hypothesis of serial independence: in practice, �nancial re-
turns are almost always dependent on previous values, and hence any decision
based on a model that ignores this fact is bound to spell trouble eventually.

There is a whole slew of statistical procedures for testing whether a �nan-
cial series is serially dependent or not. For recent contributions by Canadian
statisticians, see, e.g., Genest and R�emillard (2004) and Genest et al. (2007).
Having rejected the hypothesis of serial independence, one must turn to time
series models. Such models are far better at re
ecting the variation of returns
and other �nancial variables in time, but they are also more complex. Their
use requires much more sophisticated statistical tools, many of which are still
under development.
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15.2.2 Extensions of the BSM Model

In most �nancial time series models, the current value of returns is not only
a function of previous values but also of exogenous variables such as interest
rates or tax structures. Good models involve parameters that can be adjusted
to �t the data at hand, and the residual (hopefully small) 
uctuations that
remain unexplained are accounted for by an unobservable error term called
an innovation. For example, it is typical to assume that the return Rk at time
k is of the form

Rk = �k + �k"k; (15.1)

where �k and �k represent the mean and standard deviation of the distribution
of Rk. The innovations "1; "2; : : : are generally assumed to be independent
and to have the same distribution with mean 0 and standard deviation 1. The
formulas for �k and �k typically involve previous returns and other unknowns.

As an illustration, suppose that we take

�k = �+ �Rk�1; �k = � > 0:

The �rst equation amounts to saying that the average return value at time k is
a linear function of Rk�1 with slope � and y-intercept �. The second equation
states that all returns R1; R2; : : : have the same standard deviation �. This
model is called the \autoregressive model of order 1" or AR(1) for short. The
original Black{Scholes model is an AR(1) model with � = 0.

When the variability or volatility in the returns is thought to change with
time, a popular option is to take

�2
k = ! + ��2

k�1"
2
k�1 + ��2

k�1;

in which case the model is called GARCH, as in \generalized autoregressive
conditionally heteroscedastic." American economist Robert Engle won the
2003 Nobel Prize in Economics, sharing the award with British economist
Clive Granger, for methods of analyzing economic time series with time-
varying volatility.

Figure 15.2 shows 99.7% prediction intervals for the prices and returns
for 1 Apple share based on a GARCH model with Normal innovations and
parameters � = :0032, ! = :1356 � 10�4, � = :0881, and � = :87. Here we
assumed � = 0. These parameter values were chosen on the basis of the same
data as for Figure 15.1; see p. 233 in R�emillard (2013) for details.

Comparing Figures 15.1 and 15.2, one can see that the range of values
is larger for the GARCH model than for the Black{Scholes model. While
the Black{Scholes AR(1) model assumes that the returns are independent
and identically distributed, the GARCH extension makes the more realistic
assumption that the return at time k depends on the performance of the stock
at earlier dates. As a result of this serial dependence, the prediction intervals
for the future return values are not all identical; they vary as a function of time.
However, as can be seen from Figure 15.2, they stabilize after a while. In other
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FIGURE 15.2: Prediction intervals for future prices (left) and returns (right)
for the next 21 trading days predicted by the GARCH model when the current
price is $450.

words, the distribution of the long-term return values gradually stabilizes or
converges to a so-called stationary distribution. In particular, the long-term
prediction becomes a constant, which is usually the mean of the stationary
distribution.

In practice, it sometimes happens that series of �nancial returns move
quite a distance from the mean of their stationary distribution. However, they
will eventually come back to it. This so-called \return-to-the-mean" property
is a consequence of the famous ergodic theorem, established by the American
mathematician George David Birkho�. It is therefore important for modelers
and �nancial analysts to consider models that have a (unique) stationary
distribution. It is not always possible to produce a formula for this distribution
but for GARCH models, say, it is relatively easy to simulate it using computer-
intensive methods. One could, for example, use the Monte Carlo Markov Chain
approach (MCMC) discussed by Je�rey Rosenthal in Chapter 6.

15.2.3 Choice of Distribution for the Innovations

Another important aspect of the model building process is the choice of dis-
tribution for the innovations "1; "2; : : : The predictive properties of the model
very much depend on this choice. The Normal curve is only one option. An-
other popular choice is the Student t distribution, which has fatter tails, mean-
ing that its range of likely values is larger than for the Normal. This choice is
often dictated in practice by the presence in the series of a larger proportion
of extreme observations than we would expect under the Normal paradigm.

Figure 15.3 shows the impact of replacing the Normal distribution by a
Student t5 in the GARCH model described above. As one can see, the pre-
diction intervals are now wider. Suppose, for example, that the current price
of one Apple share is $450 and that we wish to predict its price in 21 days,
based on the GARCH model. If the Normal distribution is used, there is a
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FIGURE 15.3: Prediction intervals for future prices (left) and returns (right)
for the next 21 trading days predicted by the GARCH model with Student t5
innovations when the current price is $450.

99.7% chance that the price will fall between $366 and $633. If a Student t5
distribution is used, however, there is about a 99% chance that it will fall in
this interval. The 99.7% prediction interval for the price is now much wider;
it extends from $352 to $658!

What principles can guide us in choosing an appropriate distribution for
the innovations? A major stumbling block is that for models de�ned by equa-
tion (15.1), the variables "1; "2; : : : cannot be observed or measured except in
the rare (not to say unrealistic) cases where all model parameters are known.
We are thus faced with a situation where we cannot even plot a simple his-
togram of these innovations to guide us in the choice of their distribution.

The solution to this problem is to replace the unobservable innovations by
proxies, that is, quantities that can be computed from the data and which
closely resemble or imitate the innovations. The best proxy candidates are
the so-called model residuals, denoted e1; e2; : : : The kth residual can be com-
puted as

ek =
Rk � �̂k
�̂k

:

In this formula, �̂k and �̂k are estimated values of �k and �k, respectively.
Histograms and other graphical representations of the residuals can then be
plotted to help us choose an appropriate distribution.

At this stage, it is tempting to go one step further by trying to apply
standard statistical tests to the residuals in order to check various assump-
tions about the innovations "k. As it happens, however, conventional tests
were developed for variables that are truly observable and independent of one
another. This is not the case for residuals and, as many statisticians have be-
gun to realize, this sometimes makes the tests non-operational, because when
residuals are used, the distributions of the statistics are di�erent from those
when the mean and standard deviation are known, and not estimated. For
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details, see Bai (2003) or Ghoudi and R�emillard (1998, 2004), among others.
Therefore, new methodologies adapted to residuals must be developed.

15.2.4 Challenge of Model Validation

Today, the vast majority of articles in �nancial engineering, including doc-
toral dissertations, involve �nancial data modeling. The major journals not
only require that the models be thoroughly investigated from a theoretical
point of view, but also that they be tried out in applications and that their
characteristics be showed to �t the data at hand.

Similarly, �nancial institutions need to validate the assumptions of the
models they rely on to develop new �nancial products. For obvious reasons,
it is increasingly di�cult to convince investors of the potential of a new �-
nancial product if its relevance and the adequacy of the models on which it is
based cannot be justi�ed properly. It is imperative, therefore, to understand
the e�ect of the use of residuals on statistical tests and procedures, and in par-
ticular to develop new ways of validating �nancial models. This is currently
the subject of much fundamental research in statistics, both in Canada and
abroad.

In order to validate the adequacy of a proposed model for a given dataset,
a data analyst must be able to perform the following tasks:

1. Detect change points in the distribution of innovations over time.
Change points are important characteristics of �nancial data. In
particular, a change in the distribution is likely to occur when the
market crashes. As a result, it might be unrealistic to assume that
over a long period of time, the distribution of innovations is the
same. This is why statistical techniques have to be used to detect
change points. However, remember that the data show serial depen-
dence, so change point tests would be applied to residuals. Recent
results suggest that this can be done (R�emillard, 2012).

2. Find a plausible model for the distribution of returns and estimate
the parameters as precisely as possible. Suppose for instance that
a GARCH model has been �tted under the assumption that the
innovations are Normally distributed. A speci�cation test must then
be used to check whether this assumption is supported by the data;
see, e.g., Ghoudi and R�emillard (2013) and references therein.

3. Check whether the innovations are serially independent. Testing this
hypothesis using the residuals is not an easy task. In fact it can
be very di�cult, especially for GARCH models; see Berkes et al.
(2003), among others. Canadians have contributed to the develop-
ment of new statistical techniques to handle this problem (Genest
et al., 2007). Their approach works for simple models but more re-
search is needed to develop appropriate techniques for more complex
models like GARCH.
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4. If necessary, model dependence between time series. When several
�nancial series are involved, as is often the case in practice (options
on several securities, etc.), one must also model the dependence
between innovations in each series and test the adequacy of the de-
pendence model for these multivariate data. Copulas can be used to
this end (Embrechts et al., 2002), but much additional work will be
required to develop their use to its full potential. For more informa-
tion on this topic, see Chapter 4 by Christian Genest and Johanna
Ne�slehov�a, and Chapter 8 of R�emillard (2013) for applications in a
�nancial engineering context.

15.3 Applications to Financial Engineering

Once �nancial data have been modeled correctly, one can go a step further and
implement the model. In this section, we will review brie
y three important
�nancial applications for these models: portfolio management, option pricing,
and risk management.

15.3.1 Portfolio Management

Following Bachelier (1900), the importance of the Normal distribution in �-
nance was rea�rmed by American economist Harry Markowitz. In his doc-
toral dissertation, Markowitz (1952) used a weighted sum of Normally dis-
tributed random variables to model the return of a portfolio. More precisely,
if !1; : : : ; !d represent the fractions of the wealth invested in d � 2 possibly
risky assets with returns R1; : : : ; Rd, the return of the portfolio with weights
!1; : : : ; !d is then

P! =

dX
j=1

!jRj :

Note here that we are assuming w1 + � � � + wd = 1; in other words, all the
money must be invested in the assets (one of them could be a bank account).
The weights are usually positive, but they could be negative too. A negative
weight corresponds to a strategy called short-selling; it consists of cashing the
present value of the asset without selling it, but the asset must be bought at
the end of a given period. It is basically like borrowing the value of a stock.

In �nancial markets, short-selling is often used to reduce the risk in a
portfolio. To illustrate, suppose that at one point in time, an investor has in
hand one share of Apple listed at $450 and that he chooses to be \short"
10 shares of Microsoft listed at $30 per share. This means that he will cash
immediately 10� $30 = $300, thereby reducing his current investment to $150.
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The weights associated with this investment strategy are !1 = 450=150 = 3 for
Apple and !2 = �300=150 = �2 for Microsoft. This way, !1 + !2 = 3 � 2 =
1. In return, however, the investor will need to buy 10 shares of Microsoft
at some future point in time, whatever its price may be at the time. One
advantage of this strategy is that if the values of the two stocks go down, the
investor can still make money if Apple performs better than Microsoft. For
example, if both stocks decrease by $1, the value of the portfolio will be $459.
From the borrowed $300 obtained by short-selling Microsoft, you just have to
reimburse $290.

In the above example, !1 = 3 and !2 = �2 are only one possible choice
of weights. Can we do better? Using the standard deviation as a measure of
the risk of a portfolio P!, Markowitz looked at the problem of minimizing
this risk for a given average return; he also considered the complementary
problem of maximizing the expectation R! = E(P!) for a given level of risk.
Assuming only that the weights sum up to 1, Markowitz was able to solve
this optimization problem using elementary calculus. It can be shown that
the variance (i.e., the square of the standard deviation) of the portfolio P! is
given by

�2
! =

dX
i=1

dX
j=1

!i!j�i�j�ij : (15.2)

Therefore, the problem is to minimize �2
!, subject to the constraints

dX
j=1

!j = 1 and

dX
j=1

!j�j = �:

Here �j and �j are respectively the mean and standard deviation of return
Rj , � is the target mean of the portfolio, and �ij is the so-called Pearson
correlation coe�cient between the returns Ri and Rj , which measures the
degree of dependence between them. This leads to the concept of e�cient
frontier, which is the graph of the maximal expected return as a function of the
standard deviation. For this and subsequent work on portfolio management,
Markowitz was awarded the Nobel Prize in Economics in 1990.

For example, using the portfolio with weights !1 = 3 and !2 = �2, we
end up with an average return of :2627 and a standard deviation of :0514, as
marked by a square on the graph of the e�cient frontier in Figure 15.4. This
portfolio is optimal for a standard deviation of :0514, but not for a standard
deviation of :03, as seen from the graph.

The �eld of portfolio management, which basically consists in �nding op-
timal weights of a portfolio changing from period to period, is a very active
�eld of research from the statistical point of view. The issue of non-Normal
returns is particularly relevant. Furthermore, portfolio managers may be in-
terested either in maximizing a utility function, which represents the value of
wealth of the investor, or in minimizing a risk measure, such as the standard
deviation.
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FIGURE 15.4: Graph of the e�cient frontier, position of the portfolio with
weights !1 = 3 and !2 = �2, and positions of some portfolios with random
weights.

Among the problems of interest for statisticians, one can look at constraints
on the weights, discrete time and continuous time models, etc. The compu-
tation of the optimal solution for a portfolio composed of a large number
of assets is also quite challenging. Several statisticians working in Canadian
universities have contributed to the �eld; see Watier (2003), Vaillancourt and
Watier (2005), Labb�e and Heunis (2007), and Elliott and Siu (2009), to name
a few.

15.3.2 Option Pricing

Going back once again to the case of Apple, assume that we have in hand a
theoretical model that has been validated with data. The next challenge then
lies is the determination of a \fair" price for this option. A price is considered
fair if neither the buyer nor the seller of the option have a chance of making
money while being sure of not losing any money in the process.

The most common way of determining a fair price for an option consists
of choosing an equivalent probability distribution, called the equivalent mar-
tingale measure, under which the actualized value of the asset in the future
is a martingale. A martingale has the property that given the current value,
the expected value at any future time is the same as the current value. To
understand the concept of martingale, suppose for an instant that the value
of an asset would correspond to a gambler’s fortune. To say that the fortune
is a martingale means that there is no optimal way for the gambler to decide
when to stop playing; the average return is the same, whatever the player’s
strategy.
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The existence of an equivalent martingale measure guarantees that there
exists a fair price. In practice, the choice of the equivalent martingale measure
is dictated by the previous real market prices of the option. Then the future
prices of any option can be theoretically determined.

For example, the value of the call option described at the beginning of
Section 15.2 is $18.04 if we assume that the Black{Scholes model is correct
and the annual interest rate is 2%. As it happens, there is only one equivalent
martingale measure in this case. Assuming that the model is correct, we can
compute the chances that a buyer will not exercise the call option. This prob-
ability is approximately 22%. In this case, the buyer will actually lose $18.10,
which is the value of $18.04 in two months, assuming an annual interest rate
of 2%.

When the price of the stock is above the strike price of $460, the buyer
will also lose money if the future price is lower than $460 + $18.04 = $478.04.
According to the model, this happens 33% of the time. Overall, the negative
gain (or loss) turns out to be �$15 while the average positive gain is $63.

A histogram of the distribution of the net gain is given in Figure 15.5.
Note that the average net gain is $37.03. Therefore, here it seems that the
buyer has a net advantage over the seller of the option. However, if the seller
could trade continuously on Apple, he could generate exactly the payo� of
the option, i.e., what is due to the seller at maturity, by building a portfolio
composed only of cash and a fraction of the asset. This was shown in the
article of Black and Scholes (1973). It means that the position of the seller
is not risky at all, while the position of the buyer is quite risky. In addition,
if the price paid for the option is larger than the fair price $18.04, there is a
way for the seller to make money for sure. If the price paid for the option is
less than $18.04, then there is a way for the buyer to make money for sure.

Given an equivalent martingale measure, one cannot �nd in general an
explicit formula for an option price. However, the option price being an average
value, or expectation, one can use simulation algorithms to price it. This was
�rst proposed by Canadian-based �nance Professor Phelim Boyle (1977). For
other applications of Monte Carlo simulation algorithms in �nance, see, among
others, the books by American mathematician Paul Glasserman (2004) and
Canadian statistician Don McLeish (2011) from the University of Waterloo.
Monte Carlo methods are particularly e�ective to demonstrate to potential
investors that a proposed product or strategy is interesting for them, as was
done in the previous example.

15.3.3 Risk Management

Risk management is another key �eld of applications of statistical methods
in �nancial engineering. The importance of the �eld is such that some even
believe that risk assessment should be integrated into the business student
curriculum (The Economist , 2012). An excellent reference on risk management
and statistical methods is the book by McNeil et al. (2005).
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FIGURE 15.5: Histogram of the net gain for buying the option obtained by
simulating 10,000 values of the stock price at maturity.

Since 1988, the Basel Committee on Banking Supervision has issued three
supervisory accords | Basel I, II and III | that comprise recommendations
on banking regulations. These recommendations are being implemented by
many �nancial institutions worldwide. In particular, the Basel II Accord, ini-
tially published in June 2004, called for for the computation of risk measures
and capital requirements to guard against three important sources of risks:
risks of default of debt payments of borrowers (credit risk), risks of losses
on the markets (market risk), and risk of loss resulting from inadequate or
failed internal processes, people and systems, or from external events (opera-
tional risk).

At the heart of risk management is the issue of how to measure risk.
Beginning with Markowitz (1952), the standard deviation was the measure
of risk in use for a long period. Since the Basel Accords, the so-called Value-
at-Risk (VaR for short) has replaced the standard deviation as a measure of
market risk. The VaR corresponds to the quantile (usually of order 99.9%)
of a loss, meaning that 99.9% of the losses should be smaller than the VaR.
Stimulated by the Basel I Accord, Artzner et al. (1999) proposed axioms
that should be satis�ed by what they called \coherent risk measures." Today,
the issue of risk measurement is by no means settled and many researchers,
including statisticians, continue to work on this problem.

One of the main challenges in risk management is how to model individual
risk factors and account for their interdependence. Two areas of modern statis-
tics are relevant to this problem: copula modeling and extreme-value theory.
The latter is particularly important for market and operational risks; see, e.g.,
Roncalli (2004). As its name indicates, extreme-value theory deals with the
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modeling of extremal events, such as sample maxima or losses exceeding high
thresholds. Statistical tools developed in that context allow researchers to ex-
trapolate beyond the range of observable data. Such extrapolation is required
for the computation of risk measures and �nancial reserves, and extreme-
value techniques are particularly useful because loss distributions typically
have considerably fatter tails than the omnipresent Normal distribution.

Extreme-value theory has been an integral part of probability and statis-
tics for over 50 years. Several Canadian statisticians have contributed to it,
including UBC Professor Harry Joe and my colleague at HEC Montr�eal, Deb-
bie Dupuis, but also my frequent coauthors, Christian Genest and Johanna
Ne�slehov�a, currently both at McGill. Yet some people are still oblivious to
these developments. In his book which popularized the expression \Black
Swans," Lebanese American essayist Nassim Nicholas Taleb (2007) even goes
as far as blaming statisticians for not studying extremal events!

Another important risk management challenge is modeling times until de-
fault in the context of credit risk. Surprisingly perhaps, models and techniques
developed for the analysis of survival data in medical studies come in handy;
see, e.g., the book by University of Waterloo professor Jerry Lawless (2003).
One speci�c twist of credit risk modeling is that defaults do not occur often,
and in fact you would prefer that they never occur! Simplifying assumptions
typically need to be made in order to model default times of �rms for which
no defaults were ever observed. The articles by Merton (1974) and Jarrow
et al. (1997) count among the seminal contributions to this issue. Modeling
default times on mortgages and credit cards is also quite a challenge. Yet
another problem is how to account for dependence between default times.
In fact, such dependencies played a major role in the so-called subprime cri-
sis that led to a �nancial crisis and a subsequent recession in 2008. In that
context, the risk of \contagion," producing interdependence of defaults, was
underestimated by �nancial institutions and rating agencies.

Risk management is a 
edgling �eld of research. For example, as this chap-
ter is being written, liquidity risk is a hot and emerging topic. This risk has
not yet been precisely articulated but in broad terms, it refers to the fact
that at some point, there are too few buyers or sellers. How best to measure
liquidity risk is a subject of debate and �nding appropriate ways of estimating
it is one of the future challenges; see, e.g., Jarrow et al. (2012).

15.4 Final Comment

The recent �nancial crisis has put the use of statistics in �nance in a spotlight.
The use and abuse of mathematical models and statistical methodology has
been the object of much polemic in the popular press. For example, former
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French Prime Minister Michel Rocard wrote, in the 2{3 November 2008 edition
Le Monde,

\On reste trop r�ev�erencieux �a l’�egard de l’industrie de la �nance et de
l’industrie intellectuelle de la science �nanci�ere. Des professeurs de maths
enseignent �a leurs �etudiants comment faire des coups boursiers. Ce qu’ils
font rel�eve, sans qu’ils le sachent, du crime contre l’humanit�e."

The response of senior French probabilists and academicians Jean-Pierre Ka-
hane and Marc Yor is well worth reading (Kahane et al., 2009). In the English
language press, British journalist Felix Salmon (2009, 2012) wrote

\A formula in statistics, misunderstood and misused, has devastated the
global economy." [The formula in question is the so-called bivariate Gaus-
sian copula; again, see Chapter 4 by Genest and Ne�slehov�a.]

Are statistical techniques really so dangerous? Of course not! It is the duty
of statisticians to educate �nancial practitioners and make them aware of the
limits of their models. The same is true in every other area of application of
statistical sciences.
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Making Personalized Recommendations in
E-Commerce

Mu Zhu

University of Waterloo, Waterloo, ON

Many practical problems in our Internet Age can bene�t from ideas in statis-
tics. In this chapter, I brie
y tell the story of how two statistical ideas can be
applied quite naturally to one such problem.

16.1 Introduction

The problem that I will focus on is that of making personalized recommen-
dations in e-commerce. We encounter personalized recommendations every-
where. If you buy a book or watch a movie online, e.g., from www.amazon.com

or www.netflix.com, their recommender systems will suggest a few other
books or movies that they \think" you might also like. Table 16.1 contains a
hypothetical example, created to illustrate the main ideas. It shows how four
di�erent customers would have rated four di�erent books on the scale of 0{100
(see Remark 16.1). In reality, at any given time, the customers will only have
revealed their preferences on a limited number of books. For example, they
may have purchased a few and explicitly rated a few others. Therefore, we will
pretend that only some of the ratings in Table 16.1 are available, while others
| in particular, those marked by \?" | are missing, and the recommender
system must predict them based on the observed entries. If the predicted rat-
ing is high, a recommendation can then be made. In what follows, we will
refer more generally to \users" and \items" rather than just \customers" and
\books."

The two statistical ideas that I have alluded to are: regression and shrink-
age. Linear regression is one of the most widely used statistical techniques.
The idea has been around since at least the early 1800s, and some of its early
champions included such mathematical giants as Carl Friedrich Gau�. It pos-
tulates that a target variable of interest, y, is a linear function of a number of
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TABLE 16.1: Illustrative example: Four users rate four books. Moby Dick
refers to the novel Moby Dick; or, The Whale by Melville (1851). Dreams
refers to the book The Interpretation of Dreams by Freud (1913). Species
refers to the book The Origins of Species by Darwin (1859). Relativity refers
to the book Relativity by Einstein (1916). A question mark (?) indicates that
the corresponding rating is treated by various methods as if it were miss-
ing/unobserved and to be predicted. Predictions closer to these entries here
are deemed more accurate.

Moby Dick Dreams Species Relativity
Alice 90 70 ? 30 10
Bob 90 70 30 ? 10
Cathy 10 30 ? 70 90
David 10 30 70 ? 90

other variables x1; : : : ; xd plus some random noise �,

y = �0 + �1x1 + � � �+ �dxd + �;

and uses data to estimate the linear function | in particular, the coe�cients
in front of each xj , j 2 f1; : : : ; dg. Shrinkage estimation (James and Stein,
1961) is a much newer idea, but it has been central to modern statistical
practice. For example, while a \natural" way to predict the batting averages
of baseball players in a new season is to base the predictions on each player’s
historical average (yi), a much better way (see, e.g., Efron and Morris, 1977)
is to shrink each yi toward the overall mean of all players, i.e.,

�y =
1

n
(y1 + � � �+ yn):

Remark 16.1. In practice, we will not usually have ratings of such �ne res-
olution. In many cases, we can only obtain rough indications of whether a
customer likes or dislikes a certain book, e.g., a binary indicator of whether
the customer has purchased it or read a few of its reviews. Explicit ratings
are possible, but they rarely go beyond a �ve-point scale such as \terrible,"
\bad," \fair," \good," and \excellent." However, I have chosen the �ner-than-
usual scale deliberately, so that I can demonstrate more easily the di�erences
of various methods. On such a small example (4 customers � 4 books), the
predictions made by various methods would di�er by too little if I only used
a rough scale.
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16.2 Nearest Neighbors

There are many di�erent ways to predict the missing entries in Table 16.1;
see, for example, a recent review by Feuerverger et al. (2012) and references
therein. The nearest neighbors approach (see, e.g., Koren, 2008) is perhaps
the most intuitive. For example, to predict Alice’s rating (rA) of Freud’s The
Interpretation of Dreams, we can consider observed ratings of this book |
in this case, those given by Bob (rB = 70) and by David (rD = 30) | and
ask: whose preferences, Bob’s or David’s, do we expect to be closer to those of
Alice’s? Suppose s(A;B) and s(A;D) measure the similarities between Alice
and Bob, and between Alice and David, respectively. Then, we can predict rA
to be �

s(A;B)

s(A;B) + s(A;D)

�
� rB +

�
s(A;D)

s(A;B) + s(A;D)

�
� rD;

a weighted average of Bob’s and David’s ratings, each weighted by their re-
spective similarities to Alice. The similarity between two users can be inferred
from items that they have already rated in common. In this case, Alice and
Bob have both rated Melville’s Moby Dick and Einstein’s Relativity, and their
ratings of these items are highly similar. On the other hand, Alice and David
have both rated the same two items as well, but their ratings of these items
are much less similar. It appears, therefore, that s(A;B) > s(A;D). To give a
concrete numeric example, suppose the similarity measure s(�; �) were speci�ed
in such a way that s(A;B) = :75 > :25 = s(A;D). Then, our prediction of rA
would be �

:75

:75 + :25

�
� 70 +

�
:25

:75 + :25

�
� 30 = 60:

The choice of the similarity measure, s(�; �), clearly plays a major role in this
approach, but I will not go into the mathematical details here.

16.3 Matrix Factorization

A slightly more abstract approach | the matrix factorization approach (see,
e.g., Koren et al., 2009) | became popular as a result of the highly publi-
cized Net
ix Prize (www.netflixprize.com). The data in Table 16.1 form a
user-item rating matrix, R, typically with many missing entries. In general,
suppose there are n users and m items (n = m = 4 in Table 16.1). After
accounting for both user-e�ects and item-e�ects (more on this below), the
matrix factorization approach aims to factor the matrix R into the product
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of two low-rank matrices,

R � PQ> =

0B@ p>1
...
p>n

1CA
| {z }
n�K

�
q1 : : : qm

�| {z }
K�m

; (16.1)

where pu; qi are vectors in RK and K � min(n;m). The user- and item-e�ects
refer to the fact that some users are more di�cult to please, while some items
are better liked in general than others. After removing the overall mean of
R, these e�ects can be estimated by the row-means and column-means of R,
and are typically removed as well prior to performing the factorization (16.1).
In other words, the matrix factorization approach aims to estimate latent
coordinates, pu; qi 2 RK , respectively for each user (u) and for each item (i),
such that the user-item rating (rui) can be approximated | modulo user-
and item-e�ects | by p>u qi, a measure of how closely aligned the user- and
item-coordinates are.

If the coordinates are two-dimensional (i.e., K = 2), then this process will
literally give us a map of all users and items (Figure 16.1, I). In order to make
recommendations to a user, all we have to do is to �rst locate the user on
the map, and then recommend items that are close by (see Remark 16.2). For
K > 2, the idea is exactly the same, except that the map is high-dimensional.
In practice, the parameter K is determined empirically, but generally should
be chosen so that the total number of parameters being estimated (nK+mK)
is considerably smaller than the total number of observed ratings. The key,
of course, lies in our ability to create such a user-item map. This can be
accomplished by solving a regularized optimization problem, but I will, again,
omit the mathematical details.

Remark 16.2. One may notice that, in Figure 16.1 (I), Bob is much farther
away from Moby Dick than Alice is, even though they both have given it the
same rating of 90 (Table 16.1). This is because user- and item-e�ects have
been removed prior to matrix factorization. Based on available ratings, Bob
appears to be less critical than Alice is | in particular, Bob’s average rating
is (90+70+10)=3 � 56:67, whereas Alice’s average rating is (90+30+10)=3 �
43:33. That’s why a book has to be much closer to Alice for her to give it a
high rating, but it doesn’t have to be as close to Bob for him to give it an
equally high rating. The same explanation applies to Cathy and David.

16.4 Matrix Completion

Lately, an even more abstract approach | the matrix completion approach
| has attracted some attention as well. The idea is to �ll in the missing
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(I)

A

B C

D

Moby−Dick

Dreams Species

Relativity

(II)

A

B C

D

Moby−Dick

Dreams Species

Relativity

(III)

A

B
C

D

conflict

moral

darkness

empirical
logical

theory

FIGURE 16.1: Illustrative example: Maps produced by di�erent matrix fac-
torization methods, after having removed user- and item-e�ects. A = Alice;
B = Bob; C = Cathy; D = David. (I) A map of users and items, without
incorporating any content information. (II) A map of users and items, in-
corporating content information by the shrinkage approach. (III) A map of
users and items’ content features, incorporating content information by the
regression approach.

entries of R in such a way that the completed matrix | call it bR | is as low-
rank as possible. Mathematically, this amounts to solving a constrained rank
minimization problem (Cand�es and Recht, 2009). The rationale behind rank
minimization is similar to that behind the matrix factorization approach: we
believe that user-preferences are driven by only a few key factors; therefore,
the rank of the rating matrix cannot be very high. Thus, the two approaches |
matrix factorization and matrix completion | share a common philosophical
underpinning, but they di�er in that the matrix factorization approach is
more explicit about the nature of the low-rankness. Rank minimization by
itself is an NP-hard problem, essentially meaning that there is currently no
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way to guarantee an exact solution except when the size of the problem is
very small. However, recent theoretical advances (e.g., Cand�es and Tao, 2005;
Cand�es and Recht, 2009; Recht et al., 2010) have established that, under
certain conditions, we can obtain the same solution by solving a much easier,
convex optimization problem instead, replacing rank( bR) with k bRk�, the so-

called \nuclear norm" of bR (see Remark 16.3). The mathematical details here
are very technical, and we will de�nitely stay away from them in this chapter.

Remark 16.3. For those with enough background to appreciate why the
so-called ‘1-norm has been so important for high-dimensional problems in
statistics (see, e.g., Tibshirani, 1996; Donoho, 2006), the nuclear norm of bR is
de�ned as

k bRk� =
X
k

j�kj1;

where �1; �2; : : : are the singular values of bR. Recall that rank( bR) =
P
k j�kj0.

Hence, if we write v = (�1; �2; : : :)
> as the vector stacking all the singular

values together, then rank( bR) and k bRk� are just the ‘0- and ‘1-norms of v,
respectively. Therefore, nuclear-norm minimization is to rank minimization
what the lasso (Tibshirani, 1996) is to subset selection. For additional infor-
mation about the lasso, see Chapter 5 by Rob Tibshirani.

16.5 Content-Boosted Matrix Factorization

Sometimes, we may have additional content information about the items. For
example, Table 16.2 contains some features that can be used to describe the
four books listed in Table 16.1. According to this table, Melville’s Moby Dick
shares three features in common with Freud’s The Interpretation of Dreams,
but only one with Darwin’s The Origin of Species. Clearly, such information
may explain why some users prefer certain items to others. In our illustrative
example, for instance, the ratings are highly predictable from the items’ con-
tent features | any user’s ratings of any two items are always 20 � (4 � Z)
points apart if the two items share Z content features in common (Z = 0; 1; 2,
or 3). In reality, the content features will not have such a strong bearing on
the users’ ratings, but they are still more likely than not to be at least par-
tially informative. If so, they can (and should) be exploited to enhance the
predictions of the recommender system. We have proposed two di�erent ways
(Forbes and Zhu, 2011; Nguyen and Zhu, 2013) to incorporate such content
information into the matrix factorization approach, which we discussed two
paragraphs ago. Our proposals are natural applications of the two statistical
ideas that I mentioned at the beginning of this chapter.

For example, we can bias two items’ coordinates to be close to each other
if they share at least a certain number of common features (Figure 16.1, II).
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TABLE 16.2: Illustrative example: Content information about the four books
in Table 16.1. Italicized words are used as abbreviated descriptions of each
feature in Figure 16.1, III.

Moby Dick Dreams Species Relativity
Themes of con
ict

p p p
�

Elements of moral philosophy
p p

� �
Darkness of human nature

p p
� �

Other empirical evidence � �
p p

Logical rigor � �
p p

A grand new theory �
p p p

Suppose that each item i is associated with a binary content vector ai (e.g.,
a column in Table 16.2, taking \

p
" as 1 and \�" as 0). Then,

Sc(i) = fi0 : a>i ai0 � cg

is the set of all items that share at least c common features with i. In the
iterative procedure to estimate (pu; qi), this added bias amounts to shrinking
the coordinates of each item (qi) at every step toward the mean coordinates
of those that share enough common features with it | that is, shrinking qi
toward X

i02Sc(i)

qi0

jSc(i)j
;

where jSc(i)j denotes the size of the set Sc(i). We call this the shrinkage
approach.

Alternatively, we can force an item’s coordinates to depend on the item’s
content features by means of a regression relationship, i.e.,

qi = Bai: (16.2)

In a K-dimensional user-item map, each item i has K coordinates. For each
item i, Equation (16.2) actually encodes K simultaneous regression relations,

qi(k) =
X
j

B(k; j)ai(j); (16.3)

one for each coordinate k. Under the constraint (16.2), the problem becomes
one of estimating (pu; B) rather than (pu; qi). This can be accomplished by
making a relatively small change to the iterative procedure for estimating
(pu; qi). We call this the regression approach.

For our illustrative example (Tables 16.1{16.2), predictions made by these
di�erent matrix factorization approaches (all using K = 2) are given in Ta-
ble 16.3. By directly comparing with Table 16.1, we can see that incorporating
content information contained in Table 16.2, whether by shrinkage or by re-
gression, has indeed led to more accurate predictions of the four \missing"
entries (emboldened in Table 16.3).
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TABLE 16.3: Illustrative example: Predictions made by di�erent matrix fac-
torization methods using K = 2. (I) Without incorporating any content in-
formation. (II) Incorporating content information by the shrinkage approach.
(III) Incorporating content information by the regression approach.

Moby Dick Dreams Species Relativity
(I) Alice 89 48 30 10

Bob 90 70 51 11
Cathy 11 52 70 90
David 10 30 49 89

(II) Alice 89 63 30 10
Bob 90 70 37 11
Cathy 11 37 70 90
David 10 30 63 89

(III) Alice 90 75 30 10
Bob 90 70 25 10
Cathy 10 25 70 90
David 10 30 75 90

An interesting by-product of the regression approach is that each column of
the matrix B | a vector in RK | can be interpreted as the latent coordinates
for each corresponding content feature. To see this, notice that Equation (16.3)
can be interpreted as

(kth coordinate of item i) =X
j

(kth coordinate of feature j)� 1(item i has feature j);

where 1(E) is an indicator function taking on the values of 1 or 0 depending on
whether E is true or false. Therefore, not only can we create a user-item map
to facilitate personalized recommendations, we can also put content features
onto the same map (Figure 16.1, III), and gain fresh insight about the content
features themselves. For example, using data from http://allrecipes.com/

and treating ingredients as content features of recipes, we have found \moz-
zarella" and \�rm tofu" to be similar ingredients, but \cottage cheese" and
\Swiss cheese" to be dissimilar ones; using the \MovieLens 100K" data
from http://www.grouplens.org/ and treating genres as content features
of movies, we have found that \action" movies are more similar to \science
�ction" movies than to \war" movies, whereas \war" movies are closer to
\animation" movies than to \action" movies (Nguyen and Zhu, 2013).
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16.6 Discussion

We are currently contemplating how to incorporate content information into
the matrix completion approach. As mentioned earlier, the matrix completion
approach is based on the premise that the completed matrix should be low-
rank, without being explicit about the nature of the low-rankness. The lack of
an explicit parameterization makes the kind of extensions we have proposed to
the matrix factorization approach elusive, and it appears to us that a di�erent
paradigm is needed altogether. There are certainly many opportunities for
statisticians to make contributions.
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Many populations consist of elusive members that can make these populations
di�cult to study using standard sampling methods. These populations (e.g.,
salmon, large and small mammals, birds, injection drug users, sex workers)
are impossible to census and most \regular" sampling techniques produce
biased estimates (estimates that are, on average, too large or too small) of
demographic processes (e.g., birth, death, immigration, and emigration) and
underestimate the size of the population when detectability (elusiveness) is ig-
nored. Capture-recapture has evolved to deal with this situation and highlights
the pivotal role statistics can play in aiding general scienti�c understanding,
of which many Canadian researchers are at the forefront. Capture-recapture
studies are used to estimate the population size, determine if the popula-
tion is growing, determine the rate of population change, estimate the rate of
survival, determine if individuals move from one location to another, and/or
determine the rate of movement between locations.

17.1 Methodology Background

The fundamental problem associated with elusive populations is that individu-
als are less than 100% detectable, which reduces our ability to fully enumerate
members of the population or to fully resolve individual fates. For example,
if we are interested in the number of injection drug users, we may attempt
to enumerate the population at some point in time by a census of known
locations with a large number of users. However, estimates based on direct
counts will consistently underestimate the true population size because injec-
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tion drug users face social stigma and lack trust in health researchers, often
making them elusive to surveys.

To gain an accurate estimate of the total number injection drug users we
need to in
ate the number we observe by a factor proportional to the rate
that individuals were missed. If we had an estimate of the detection rate (p),
an estimator of the population size N at a single point in time would be

N̂ = n=p̂; (17.1)

where n is the number of injection drug users we did observe and p̂ is the
estimate of the detection rate (the circum
ex above p and N indicates these
are estimates of the true detection rate p and the true population size N
respectively). An estimated detection rate of p̂ = :1 would indicate we only
observed 10% of the population during enumeration, therefore we can expect
the true number of users would be roughly 10 times our observed count.

Estimates of demographic processes such as births, deaths, initiation (an
individual begins injection drug use), cessation (an individual ends injection
drug use), immigrations (a user that moved to a new city), and emigrations (a
user moving from a city) will also have to be similarly adjusted. This can be of
critical importance because accurate estimates of demographic processes are
required to de�ne policy for at-risk human populations or to manage wildlife
populations.

At the heart of capture-recapture methodology is the explicit handling of
imperfect detection. This is done through the application of \marks" (unique
identi�ers, typically referred to as \tags") and sampling protocols that at-
tempt to recapture a subset of marked individuals. The use of uniquely marked
individuals allows previously captured individuals to be identi�ed in subse-
quent sampling occasions, which in turn allows for the proportion of missed
individuals to be estimated. The exact method of how detection rates are es-
timated depends on the sampling protocol and modeling assumptions, but all
capture-recapture models share this simple premise. Today, a wealth of tag
types (Figure 17.1) and sampling protocols exist, supplemented by an equally
rich set of modeling frameworks and associated software available to practi-
tioners. In this exposition, we will only be scratching the surface of the type
of research done, but we hope to demonstrate the real-world applicability of
capture-recapture type studies.

17.2 Closed Population Models and Two-Sample Exper-
iments

The simplest study design that allows for the estimation of the detection rate
and of the population size is a two-sample experiment. Two samples are ob-
tained from the population. Individuals captured on the �rst occasion are
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FIGURE 17.1: A variety of tag types exist, from external tags that are read (a-
c) to internal tags that transmit a unique code (d). All tags perform the same
basic task of uniquely identifying individuals. Image Credits: Smithsonian
Environmental Research Center (a), Mickey Samuni-Blank (b), The Pomacea
Project, Inc. (c), Kintama Research Services Ltd (d).

marked and returned to the population. The second sample of the population
again captures individuals, but now the sample contains a mixture of previ-
ously marked individuals and individuals captured for the �rst time. There are
three potential fates of individuals after the �rst sample time (Figure 17.2):
they are alive and are captured, they are alive and not captured, or they
are dead.

Of all the possible fates, individuals that are alive and in the study area
provide information about detection e�ciency. In some circumstances, it is
possible to choose the sampling occasions so that the assumption of popula-
tion closure holds (closure implies that negligible births, deaths, immigration,
or emigration events have occurred). Under closure, individuals identi�ed in
the �rst sample, but not the second, can be assumed to have been missed
(Figure 17.2). Thus, under closure, the proportion of \recaptures" (observing
the same individual again) provides a direct estimate of the detection rate p,
thereby allowing for estimation of N via (17.1).

If n1 represents the total individuals in the �rst sample and n2 the total
number caught in the second sample (with m2 representing the number caught
in both samples, or the number of marked-individuals captured at occasion 2)
we can estimate the true population size N . Assuming that all individuals are
equally catchable at each sampling occasion, the proportion recaptured on




















































































































































































